Prove the correctness of the Birman-Schiper-Stephenson protocol.

According to the paper “lightweight causal and atomic group multicast” by K. Birman et al., the correctness of the protocol can be proved in two stages. First step shows that causality is never violated (safety) and the second step demonstrates that the protocol never delays a message indefinitely (liveness).

Safety. Consider the actions of a process pj that receives two messages

m1 and m2 such that ml → m2.

Case 1. ml and m2 are both transmitted by the same process pi. Recall that we assumed a lossless, live communication system, hence pi eventually receives both m1 and m2. By construction, VT(m1) < VT(m2), hence under step 2, m2 can only be delivered after m1 has been delivered.

Case 2. m1 and m2 are transmitted by two distinct processes pi and pj. We will show by induction on the messages received by process pj that m2 cannot be delivered before m1. Assume that ml has not been delivered and that Pj has received k messages.

Observe first that ml → m2, hence VT(ml) < VT(m2) (basic property of vector times). In particular, if we consider the field corresponding to process pi, the sender of ml, we have

VT(ml)[i] ≤ VT(m2)[i].              (1)

Base case. The first message delivered by pj cannot be m2. Recall that if no messages have been delivered to pi, then VT(pj)[i] = 0. However, VT(m1)[i] >0 (because ml is sent by pi), hence VT(m2)[i] >0. By application of step 2 of the protocol, m2 cannot be delivered by pj.

Inductive step. Suppose pj has received k messages, none of which is a message m such that ml → m. If ml has not yet been delivered, then

VT(pj)[i] < VT(m1)[i].              (2)
This follows because the only way to assign a value to VT(pj)[i] greater than

VT(m1)[i] is to deliver a message from pi that was sent subsequent to m1, and such a message would be causally dependent on m1. From relations 1 and 2 it follows that

VT(pj)[i] < VT(m1)[i]

By application of step 2 of the protocol, the k + 1st message delivered by pj cannot be m2.

Liveness. Suppose there exists a broadcast message m sent by process pi that can never be delivered to process pj. Step 2 implies that either:
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and that m was not transmitted by process pj. We consider these cases in turn.

· VT(m)[i] ≠ VT(pj)[i] + 1; that is, m is not the next message to be delivered from pi to pj. Notice that only a finite number of messages can precede m. Since all messages are multicast to all processes and channels are lossless and sequenced, it follows that there must be some message m’ sent by pi that pj received previously, has not yet delivered, and that is the next message from pi, i.e., VT(m’)[i] = VT(pj)[i] + 1. If m’ is also delayed, it must be under the other case.

· 
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k ≠ i: VT(m)[k] > VT(pj)[k]. Let n = VT(m)[k]. The nth transmission of process pk, must be some message m’ → m that has either not been received at pj, or was received and is delayed. Under the hypothesis that all messages are sent to all processes, m’ was already multicast to pj. Since the communication system eventually delivers all messages, we may assume that m’ has been received by pj. The same reasoning that was applied to m can now be applied to m’. The number of messages that must be delivered before m is finite and > is acyclic, hence this leads to a contradiction.
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