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Abstract

Out-of-distribution generalization remains a core challenge in real-world classi-
fication. Most existing methods for OOD and domain generalization focus on
cross-domain stability. However, cross-domain stability alone does not imply
causal effectiveness. A feature may appear stable across source domains, yet fail to
truly drive classification decisions under distribution shift. Existing causality-based
methods further introduce Probability of Necessity and Sufficiency (PNS) into
OOD learning objectives, but they typically operate on the full representation and
do not explicitly test which internal components of the representation provide
cross-domain causal driving force. As a result, the final classifier may still struggle
to identify the more reliable predictive components within the full representation.
We re-evaluate learned representations from the perspective of causal driving force.
By intervening on feature representations, we explicitly measure the necessity
and sufficiency of each representation segment for cross-domain prediction, and
convert these measurements into causal effectiveness scores. Based on these scores,
we select high-scoring segments to form a representation subspace and retrain the
classifier on this subspace, encouraging the model to rely more on representation
components that drive classification and thereby improving robustness on unseen
domains. We validate the proposed method on multiple datasets, where it improves
classification performance on unseen domains. We further analyze the observed
experimental behavior and the mechanism of the method from the perspective of
necessity and sufficiency.

1 Introduction

Existing image classification models are often developed under the assumption that training and test
data are drawn from the same distribution. In real-world deployment, however, this assumption rarely
holds. Test samples may be affected by noise, changes in capture devices, imaging conditions, scene
styles, or preprocessing pipelines, leading to distribution shifts from the training data. Maintaining
reliable classification performance under such shifts is a central problem in out-of-distribution (OOD)
generalization and domain generalization [Quionero-Candela et al., 2009, Ben-David et al., 2010,
Gulrajani and Lopez-Paz, 2021].

Traditional OOD and domain generalization methods often address distribution shifts by learning
cross-domain invariant representations [Arjovsky et al., 2019, Sagawa et al., 2020, Cha et al., 2021].
Their underlying assumption is that features stable across multiple source domains are more likely
to remain effective in unseen domains. However, cross-domain invariance is an observational form
of stability and does not necessarily imply causal effectiveness in the classification mechanism. A
feature may remain stable across source domains due to shared backgrounds, acquisition conditions,
or preprocessing biases, yet still fail to drive classification decisions. As a result, representations
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learned solely from invariance-based criteria may contain stable but low-value components; if the
classifier relies on such components, its generalization ability on unseen domains can be limited.

A simple example illustrates this issue. In visual classification, object structure usually provides a
more semantic basis for classification, while low-level visual cues such as color, brightness, or texture
may also correlate with labels across multiple source domains and provide effective predictive signals
within those domains. For methods that focus only on cross-domain stability, these cues may all
appear useful because they improve source-domain classification. However, when the target domain
changes the color or intensity relationship, decision rules relying on these low-level cues may fail.
What is needed are features that continue to support classification decisions after the distribution
shifts.

Previous work has also introduced Necessity and Sufficiency (PNS) into OOD generalization to
constrain global representation learning [Pearl, 2009, Peters et al., 2016, Yang et al., 2023]. Although
such methods help mitigate the limitations of relying solely on cross-domain stability, global repre-
sentation constraints may not distinguish the specific roles of internal representation components. As
a result, the final classifier may still rely on representation segments that are not sufficiently reliable
under distribution shift.

To address this issue, we re-evaluate learned representations from the perspective of causal effective-
ness. We first obtain a complete feature space, which serves as the basis for subsequent segment-level
interventions and selection. To instantiate this approach, we use a representation space produced by a
pre-trained visual backbone. Pre-trained vision backbones usually contain rich semantic information
across different layers, from local appearance patterns to higher-level object structures. This makes
layer-level features suitable for segment-level causal evaluation on complex visual datasets. After
obtaining the representation space, we divide each feature representation into several segments and
perform controlled interventions on each segment to estimate its necessity and sufficiency for cross-
domain prediction. We then rank and select representation segments according to the resulting causal
effectiveness scores. Finally, we form a representation subspace from the high-scoring segments and
retrain the classifier on this subspace, encouraging the final model to rely more on representation
components that are more likely to drive classification under distribution shift.

2 Method

2.1 Problem setup

Let X denote the input image space and Y = f1; : : : ; Cg denote the class label space. Each sample
is written as (x; y; d), where x 2 X is an image, y 2 Y is its class label, and d denotes the domain
index. The model predicts the class label y, while d is used only to indicate the domain from which
the sample is drawn.

We consider a multi-source domain generalization setting with source domains S = fS1; : : : ; SMg.
Each source domain Sm induces a joint distribution Pm(X;Y ) over images and labels. All source
domains share the same label space, but their image distributions may differ because of noise,
background, imaging conditions, style, or preprocessing. Training samples are drawn from the source
mixture

PS(X;Y ) =

MX
m=1

�mPm(X;Y ); (1)

where �m denotes the proportion of domain Sm in the source mixture.

Given source-domain data, the goal is to learn a classifier f : X ! �C−1 that generalizes to an
unseen target domain T with distribution PT (X;Y ). The target domain shares the same label space
as the source domains, but its image distribution may differ from any Pm. The target domain is not
available during training and is used only for final evaluation. For any domain distribution Q, we
define the classification risk as

RQ(f) = E(x;y)∼Q [‘(f(x); y)] ; (2)

where ‘ is the classification loss. OOD generalization aims to obtain low target-domain risk RT (f),
or equivalently high target-domain accuracy.
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In the rest of the paper, we decompose the classifier as f(x) = g(E(x)), where E : X ! Z is
a feature encoder and g : Z ! �C−1 is a classification head. Our method evaluates and selects
representation segments within Z .

2.2 Representation Spaces for Segment-Level Intervention

Our method performs segment-level analysis in a learned representation space. Given a representation
extractor E : X ! Z , an input image x 2 X is mapped to a representation z = E(x) 2 Z . The
necessity and sufficiency tests introduced later are defined within Z . Therefore, the structure of
the representation space directly affects whether segment-level interventions are meaningful and
comparable across domains.

The representation space used in this work is produced by a pre-trained visual backbone. Let � be a
pre-trained model, and let �‘(x) denote the output of its ‘-th layer or an intermediate feature layer.
We take zP = �‘(x) 2 ZP as the image representation.

Pre-trained vision backbones usually contain rich semantic information across different layers.
Different layers may encode different levels of visual cues, from local appearance patterns to higher-
level object structures. Therefore, evaluating the causal effectiveness of each layer-level segment
helps identify which parts of the representation are more important for cross-domain classification.

The proposed framework is not tied to a specific feature extractor. It only requires a representation
space that can be divided into segments, with the same segment index having comparable functional
meaning across domains. In principle, this requirement could also be satisfied by task-specific
representations, including generative-model latent spaces [Goodfellow et al., 2014, Higgins et al.,
2017, Locatello et al., 2019], if their segments preserve such cross-domain semantic alignment. In
this paper, we focus on the pre-trained backbone setting and use layer-level features as representation
segments. We denote the resulting representation uniformly as z 2 Z. We partition z into K disjoint
representation segments:

z = z(1) � z(2) � � � � � z(K); (3)
where z(k) 2 Z(k) denotes the k-th segment, � denotes concatenation, and Z = Z(1) � � � � � Z(K).
We denote by z\k the representation obtained by excluding the k-th segment:

z\k = z(1) � � � � � z(k−1) � z(k+1) � � � � � z(K): (4)

For segment-level interventions to be meaningful across domains, the segments should have a certain
degree of semantic alignment. Intuitively, if the k-th segment mainly corresponds to a latent visual
attribute a(k), then this segment should be associated with the same type of attribute across different
source domains, rather than representing color in one domain and shape in another. We express this
weak requirement as

z(k) �  (k)
D (a(k)); (5)

where D is the domain index, a(k) denotes the latent semantic attribute carried by the k-th segment,
and  (k)

D describes how this attribute is numerically realized in domain D. This formulation does not
require the segment values to be identical across domains. It only requires that the same segment
have comparable semantic meaning across domains. Under this assumption, our goal is to identify
the representation segments that consistently drive classification on the source domains, and use them
as the basis for subsequent cross-domain prediction.

2.3 Segment-Level Interventions and Causal Effectiveness Scores

After obtaining segmented representations, we evaluate whether each representation segment z(k)

supports classification. To this end, we first train a classifier g : Z ! �C−1 on the full representation
z = E(x), and denote its prediction by

ŷ(z) = arg max
c
gc(z): (6)

This classifier is used to measure how predictions change after segment-level interventions.

For segment-level interventions, we first define reference distributions for replacement segments. We
adopt sampling-based replacement from the empirical source-domain representation distribution. For
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the k-th segment, we define the source reference distribution as

Qk =
1

MC

MX
m=1

CX
c=1

Pm

�
Z(k) j Y = c

�
; (7)

and the reference distribution for the remaining representation components as

Q\k =
1

MC

MX
m=1

CX
c=1

Pm

�
Z\k j Y = c

�
: (8)

In practice, when sampling a replacement segment, we first uniformly select a source domain and a
class, and then draw the corresponding representation segment from training samples in that group.
This prevents the replacement distribution from being dominated by domains or classes with more
samples, while ensuring that replacement values come from the empirical source representation
distribution.

Necessity and sufficiency interventions. In counterfactual causality, the Probability of Necessity
and Sufficiency (PNS) is defined as

PNS = P (Yx = 1; Yx0 = 0); (9)

where Yx and Yx0 denote the potential outcomes under interventions that set the cause to be present
and absent, respectively. In our setting, the cause corresponds to the availability of a representation
segment, and the outcome corresponds to whether the classifier makes a correct prediction. Based
on the reference distributions above, we define two types of interventions for each representation
segment. The first is the necessity intervention, which replaces the current segment z(k) while
preserving the remaining representation components:

Inec
k (z) = z\k �k �z(k); �z(k) � Qk: (10)

Here,�k denotes inserting the replacement segment into the k-th position and recombining it with the
remaining segments to form a full representation. If replacing the k-th segment breaks an originally
correct prediction, then the segment provides evidence of necessity for the current prediction.

The second is the sufficiency intervention, which preserves the current segment z(k) and replaces the
remaining representation components:

Isuf
k (z) = ~z\k �k z

(k); ~z\k � Q\k: (11)

If the classifier can still produce a correct prediction when the k-th segment is retained and the remain-
ing components are replaced, then the segment provides evidence of sufficiency for classification.

Necessity, Sufficiency, and Joint Causal Validity. After obtaining the segmented representation
z = E(x), we first train a classifier on the full representation:

g = arg min
g

X
D∈S

E(x;y)∼PD
[‘(g(E(x)); y)] : (12)

The classifier g is then fixed and used to evaluate the functional contribution of each representation
segment under segment-level interventions. Instead of treating each segment as an isolated represen-
tation, this evaluation measures how each segment contributes to the decision function learned from
the full representation.

For a source domain D 2 S, let Afull
D denote the accuracy of g on the full representation, and let

A∅
D denote the reference-only baseline accuracy obtained by evaluating g when all representation

segments are replaced by reference values. The baseline A∅
D measures the prediction accuracy

available without retaining any sample-specific segment information.

For the k-th segment, the necessity intervention replaces z(k) while keeping the remaining components
unchanged. We denote the resulting accuracy by

A
(−k)
D = E(x;y)∼PD

E�z(k)∼Qk

h
1
n

arg max
c
gc(Inec

k (E(x))) = y
oi

: (13)
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If replacing segment k substantially reduces the accuracy of the fixed full-representation classifier,
then this segment is necessary for the learned decision function.

The sufficiency intervention retains z(k) while replacing the remaining representation components.
We denote the corresponding accuracy by

A
(k)
D = E(x;y)∼PD

E~znk∼Qnk

h
1
n

arg max
c
gc(Isuf

k (E(x))) = y
oi

: (14)

A high A(k)
D indicates that segment k alone preserves a substantial part of the decision signal used by

the full classifier.

We define the necessity score as the accuracy drop caused by replacing segment k, namely N (k)
D =

[Afull
D �A(−k)

D ]+, where [a]+ = max(a; 0). A higher N (k)
D means that the learned decision function

is sensitive to the removal of segment k. Similarly, we define the sufficiency score as the accuracy
gain obtained by retaining segment k relative to the reference-only baseline, S(k)

D = [A
(k)
D �A∅

D]+.
A higher S(k)

D means that segment k alone preserves useful decision information from the full
representation.

Neither necessity nor sufficiency alone is sufficient to characterize the role of a representation segment.
A segment may be sufficient because it contains predictive information, but it may not be necessary if
the same decision signal is redundantly encoded elsewhere. Conversely, a segment may be necessary
for the learned classifier but not sufficient by itself. We therefore define the joint causal validity score
as �(k)

D = minfN (k)
D ; S

(k)
D g. Thus, a segment receives a high score only when replacing it hurts the

full classifier and retaining it alone still preserves useful decision information.

To avoid selecting segments that are effective only in a single source domain, we aggregate the
domain-wise scores using the worst-domain criterion �(k)

cross = minD∈S �
(k)
D . This favors segments

whose necessity and sufficiency persist across source domains. After obtaining the cross-domain
causal validity score for each segment, we select the K? highest-scoring segments, denoted by
K? = TopK(f�(k)

crossgK
k=1;K

?). The selected representation subspace is zK? =
L

k∈K? z(k).

Finally, we train the final classifier exclusively on this selected subspace:

g? = arg min
g

X
D∈S

E(x;y)∼PD
[‘ (g(E(x)K?); y)] : (15)

The final predictor is f?(x) = g?(E(x)K?). Therefore, the proposed method does not train separate
classifiers for each intervention. Instead, it uses segment-level interventions to measure the functional
contribution of each segment to a classifier learned on the full representation, and then converts the
resulting segment scores into a hard subspace constraint for the final classifier. Figure 1 gives an
overview of this pipeline.

Information-theoretic explanation. The difference between necessity and sufficiency can also
be interpreted from an information-theoretic perspective. Consider an idealized Bayes classification
setting with Z = (C;U), where C denotes stable semantic cues such as shape, and U denotes
source-effective but style-sensitive cues such as color, texture, or background.

First, U may have high sufficiency in the source domains. Let Pe;D(U) be the Bayes classification
error when only U is used. By Fano’s inequality,

HD(Y j U) � h(Pe;D(U)) + Pe;D(U) log(jYj � 1); (16)

where h(�) is the binary entropy function. Therefore,

ID(Y ;U) = HD(Y )�HD(Y j U) � HD(Y )� h(Pe;D(U))� Pe;D(U) log(jYj � 1): (17)

Thus, when U performs well on its own, ID(Y ;U) cannot be too small. Source-effective color or
texture cues may therefore carry substantial marginal label information, which corresponds to high
sufficiency.

However, high marginal label information does not imply high necessity. Necessity is related to the
additional decision value of U once the other segments are already available. Define

A?
D(C) = EC

�
max

y
PD(Y = y j C)

�
; A?

D(C;U) = EC;U

�
max

y
PD(Y = y j C;U)

�
: (18)
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