
Graph algorithms

Graph algorithms are an important generalization of what we have been discussing. Rather than
limiting ourselves to simple data structures where we reify important data structure information, we
use generalized structures that inherently are more expensive to work with. Indeed, Knuth starts his
epic TAOCP with a discussion of general graph structures.

A graphG is a set of vertices and edges, (V, E). Edges connect vertices, and thus are a pair (u, v)where
u, v ∈ G. A digraph (directed graph) is one where the edges have an “from-to” orientation; that is,
edges are an ordered pair where the first element usually indicates “from”, and the second element
indicates “to”. For instance, the ordered pair (u, v)would indicate an edge from u to v. (Of course, you
could use the other convention, “to-from”, but we will use “from-to”.)

Generally, the most common additional property to add to a vertex is a name, and when stating graph
problems, it is rare to see any other property added to vertices. However when stating problems, it is
quite common to add other properties to edges, such as weights.

On the other hand, when solving graph problems, it is not unusual to add state that help us in such
solutions, such as recording the “in-degree” of a vertex in a digraph. The “in-degree” of a vertex v

is the number of edges where second element of the ordered pair is v; for instance, for the digraph
D = ({a, b, c, d, e}, {(a, b), (c, b), (a, c), (e, b), (b, d)}, the “in-degree” for vertex b would be 3 since
there are three edges that go into b: (a, b), (c, b), (e, b).

A path in a graph is a sequence of edges that connect two elements u and v; a path in a digraph is a list
of “from-to” pairs that go “from” element u to element v. The length of a path is the number of vertices
in the path minus 1. The reason for this somewhat curious definition rather than the more obvious
“count the edges” is that we have not forbidden edges such as (v, v), an edge from a vertex to itself
(usually called a “loop”); a loop is more reasonably considered to be a zero-length path rather than a
path of length 1.

A simple path is a pathwhere all of the vertices are distinct, except we allow that the first and last vertex
can be the same. A cycle in a graph is a path of at least length 1 where the first and last vertex are the
same. A digraph is acyclic if it has no cycles, and is usually called a dag (directed acyclic graph).

An undirected graph is connected if there is a path from each vertex to all of the others. A digraph is
strongly connected if such paths exist, and is otherwise weakly connected if the underlying undirected
graph is connected.
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Graph representations

There are a variety of ways to represent connectivity. The simplest is to use a two-dimensional matrix
M whereM [u][v] indicates the connectivity between u and v (o�en a boolean value for unweighted
edges, or a numerical weight otherwise.)

While this is very convenient, when dealing with sparse graphs where the number of edges is much
less than the square of the number of vertices, this is space ine�icient, and this ine�iciency might be
problematic. A more space e�icient representation is that of adjacency lists, where for each vertex in
the graph, a list is kept of its adjacent neighbors. For weighted graphs, the weight is also kept. For
undirected graphs, this does mean that each edge is represented in two di�erent places.
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Topological sorting

A topological sort of anacyclic digraphgives anordering for vertices basedon the “from-to” relationship,
where “from” elements always listed are before any “to” elements.

For instance, digraph D = {(1, 2), (1, 3), (2, 3), (2, 5), (4, 5), (3, 5)} can be sorted topologically as
1, 4; 2; 3; 5. Indeed, there is even a POSIX utility, tsort, to do topological sorts:

$ tsort
1 2
1 3
2 3
2 5
4 5
3 5
(CTRL-D)
1
4
2
3
5
$

One approach to such sorting is the obvious one:

0) Compute the “in-degree” for all vertices;

1) Traverse the vertex list, moving all of the vertices with an in-degree of 0 to a list L

a) For each element e inL, find each of its adjacent neighbors n and reduce n’s in-degree by one;

b) Remove e fromL and from the vertex list.

2) Repeat 1) until either all vertices are exhausted
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Chosen vertex shortest path problem: Dijkstra’s
algorithm

Edsger Dijkstra cameupwith this algorithm in 1956, andpublished it in 1959 in “ANote onTwoProblems
in Connexion with Graphs”. He later was awarded the Turning Prize for this andmany other contribu-
tions to computer science, perhaps most notably for his letter to the ACM titled “Go To Considered
Dangerous”, which later became a general campaign for structured programming.

Following AHU’s presentation of Dijkstra’s algorithmwith some updates fromWeiss’s approach, the
algorithm goes

(see also example code)

1 // initialization
2 For the selected vertex "s", put it in the "known" category.
3
4 For the vertices not in the known category, set their initial distance

to
5 the cost[1,s]:
6
7 // the Dijkstra loop
8
9 while there are unknown vertices:
10 choose a vertex w where the distance[w] is a minimum
11
12 add w to the known set
13
14 for each unknown vertex v:
15 distance[v] = min(distance[v], distance[w] + cost[w,v])
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See the code in the example.

TBD 5



All-pairs shortest path problem: Floyd’s algorithm

What if you wanted to the shortest path between all nodes? As noted in the text, you could certainly
use Dijkstra’s algorithm on each vertex to obtain such a table, but a more direct method was published
by R.W. Floyd in 1962 as “Algorithm 97.”

We again set up aN byN cost matrix, and with a similar concept to Dijkstra’s algorithm, we compare
possible routes. Unlike Dijkstra’s algorithm, this isn’t strictly greedy, and we end up with a O(N3)
running time in the simplest implementation.

Here’s the AHU formulation:

1
2 for(i = 1; i<=vertices; i++)
3 for(j = 1; j<=vertices; j++)
4 a[i][j] = cost[i][j];
5 for(k = 1; k<=vertices; k++)
6 for(i = 1; i<=vertices; i++)
7 for(j = 1; j<=vertices; j++)
8 if(a[i][k] + a[k][j] < a[i][j])
9 a[i][j] = a[i][k] + a[k][j]

6



Minimum spanning trees

The minimum spanning tree problem (MST problem) is among the most common graph problems
worked with in computer science; as youmight reasonably suppose, these are particularly common in
computer networking.

Indeed, a good bit of the tra�ic of many common computer networks these day is maintaining local
spanning tree information; on our local network, I captured a number of packets of this form:

Frame 29: 60 bytes on wire (480 bits), 60 bytes captured (480 bits) on interface 0
[Protocols in frame: eth:llc:stp]

IEEE 802.3 Ethernet
Destination: Spanning-tree-(for-bridges)_00 (01:80:c2:00:00:00)

Address: Spanning-tree-(for-bridges)_00 (01:80:c2:00:00:00)
.... ..0. .... .... .... .... = LG bit: Globally unique address (factory default)
.... ...1 .... .... .... .... = IG bit: Group address (multicast/broadcast)

Source: Cisco_cc:a5:9e (c4:71:fe:cc:a5:9e)
Address: Cisco_cc:a5:9e (c4:71:fe:cc:a5:9e)
.... ..0. .... .... .... .... = LG bit: Globally unique address (factory default)
.... ...0 .... .... .... .... = IG bit: Individual address (unicast)

Length: 38
Padding: 0000000000000000

Logical-Link Control
DSAP: Spanning Tree BPDU (0x42)

0100 001. = SAP: Spanning Tree BPDU
.... ...0 = IG Bit: Individual

SSAP: Spanning Tree BPDU (0x42)
0100 001. = SAP: Spanning Tree BPDU
.... ...0 = CR Bit: Command
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Control field: U, func=UI (0x03)
000. 00.. = Command: Unnumbered Information (0x00)
.... ..11 = Frame type: Unnumbered frame (0x3)

Spanning Tree Protocol
Protocol Identifier: Spanning Tree Protocol (0x0000)
Protocol Version Identifier: Spanning Tree (0)
BPDU Type: Configuration (0x00)
BPDU flags: 0x01, Topology Change

0... .... = Topology Change Acknowledgment: No
.... ...1 = Topology Change: Yes

Root Identifier: 4096 / 122 / 64:9e:f3:b2:e1:40
Root Bridge Priority: 4096
Root Bridge System ID Extension: 122
Root Bridge System ID: Cisco_b2:e1:40 (64:9e:f3:b2:e1:40)

Root Path Cost: 4
Bridge Identifier: 32768 / 122 / c4:71:fe:cc:a5:80

Bridge Priority: 32768
Bridge System ID Extension: 122
Bridge System ID: Cisco_cc:a5:80 (c4:71:fe:cc:a5:80)

Port identifier: 0x801e
Message Age: 1
Max Age: 20
Hello Time: 2
Forward Delay: 15

We will find that using some of these previous, more specialized forms of data structures will be of
great use in developing and retaining state about our graph algorithms.

TBD 8



Prim’s algorithm

Prim’s algorithm is essentially the Dijkstra algorithm1 applied to spanning trees rather than just shortest
paths. It can be augmented by using heaps as priority queues, giving it good performance.

Here’s the AHU formulation:

1
2 for(i=2; i<=vertices; i++)
3 {
4 lowcost[i] = cost[1][i];
5 closest[i] = 1;
6 }
7
8 for(i=2; i<=vertices; i++)
9 {
10 min = lowcost[2];
11 k = 2;
12 for(j=3; j<=vertices; j++)
13 {
14 if(lowcost[j] < min)
15 {
16 min = lowcost[j];
17 k = j;
18 }
19 }
20 output k, closest[k];
21 lowcost[k] = 99;
22 for(j=2; j<=vertices; j++)
23 {
24 if((cost[k][j] < lowcost[j]) &&
25 (lowcost[j] < 99))
26 {
27 lowcost[j] = cost[k][j];

1Historically, this is backwards: Prim’s algorithm appeared before Dijkstra’s version.
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28 closest[j] = k;
29 }
30 }
31 }

TBD 10



Kruskal’s algorithm

Kruskal’s algorithm is another step up, in that it can be implementedwith disjoint sets andwith priority
queues, where we are now starting to leverage more than just simple lists and associative arrays in
order to implement new algorithms.

Kruskal’s algorithm is a fundamentally simple o�line one: we order the edges, lowest weight to highest
weight. We initialize ourminimal spanning tree as an empty list of edges. To keepupwithwhich vertices
are already in the minimal spanning tree and which are not, we use a disjoint sets representation (AHU
calls this a merge-find ADT) since it is a simple way to do this.2

Wewill treat the vertices as being implicitly defined by the edge weight set.

1 vector<Edge> kruskal(vector<Edge> edges, int vertices)
2 {
3 DisjointSet s(vertices);
4 priority_queue<Edge,vector<Edge>,CompareEdge> pq;
5 vector<Edge> min_spanning_tree;
6
7 // Put edges into priority queue
8 for(auto x : edges)
9 pq.push(x);
10
11 while(!pq.empty() && (min_spanning_tree.size() != vertices - 1))
12 {
13 Edge e = pq.top();
14 pq.pop();
15
16 int u_set = s.findSet(e.get_u());
17 int v_set = s.findSet(e.get_v());
18
19 if(u_set != v_set)
20 {
21 min_spanning_tree.push_back(e);

2Note that we could as easily write this with ordinary set operations, but the union cost would likely be higher.
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22 s.unionSets(u_set,v_set);
23 }
24 }
25 return min_spanning_tree;
26 }

When we run this code over figure 9.50 graph G, we get the following output:

Edges in minimal spanning tree:

(1,4,1)
(6,7,1)
(3,4,2)
(1,2,2)
(4,7,4)
(5,7,6)

TBD 12
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