
Disjoint sets

The idea behind partitioning a set S into N disjoint subsets S0, S1, . . .SN−1, where disjoint means that
1) every element x is an element of some subset Si, and 2) that no element in subset Sj is found in
another subset Sk. Equivalently, you can say that for all i 6= j, then Si

⋂
Sj = ∅.

The traditional mathematical formulation for this is to call this an “equivalence relation.” Here you call
the elements of any Si “equivalent”, with the following definition for being equivalent:

• An element x is equivalent to itself. (Also known as reflexivity.)

• If element x is equivalent to y, then y is equivalent to x. (Also known as symmetry.)

• If element x is equivalent to y, and y is equivalent to z, then x is equivalent to z. (Also known as
transitivity.)
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Disjoint set problem

It would be nice if we express this in an e�icient fashion. Weiss carefully lays out the conditionals
building up to the problem that we want to solve: that this is done iteratively in an dynamic, online
fashion as we learn more about which elements are equivalent to each other.

His example is that we successively learn that elements a1 through a5 are∼ related in the following
fashion: a1 ∼ a2, a3 ∼ a4, a5 ∼ a1, and a4 ∼ a2. Clearly, by manipulating these using our rules, we
can see that these are in the same equivalence class by showing that all elements are equivalent to a
common element, a1:

a1 ∼ a2 (by problem statement)

a4 ∼ a2 =⇒ a2 ∼ a4 (reflexivity)

a1 ∼ a2 ∧ a2 ∼ a4 =⇒ a1 ∼ a4 (transitivity)

a3 ∼ a4 =⇒ a4 ∼ a3 (reflexivity)

a1 ∼ a4 ∧ a4 ∼ a3 =⇒ a1 ∼ a3 (transitivity)

a5 ∼ a1 =⇒ a1 ∼ a5 (reflexivity)

Clearly, simply using the equivalence relation definitions in a simplistic fashion isn’t very e�icient, but
the fundamental idea of naming the equivalence set a�er one of its members (all the items equivalent
to a1, for instance) appears viable.

The commonway to do this has been use “find” and “union” as our fundamental operations on the
disjoint set ADT. The operation “find” gives us a canonical name for the set (our a1, for instance), and
“union” lets us assert that two items are in the same equivalence class.

The classic data structure used to implement this idea comes from a paper back in 1964 by Fischer and
Galler (“An Improved Equivalence Algorithm”), which suggested using a forest data structure.

The version that Weiss presents goes along these lines. It uses an array to represent the forest; a root is
indicated by a negative number, and the name associated with an equivalence class is the array index
of its root. For instance, if you have an array
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-1 -1 0 1 2 2
0 1 2 3 4 5

then you have a forest with two trees, rooted at 0 and 1. Element 2 is in the same equivalence class as
element 0. Elements 3, 4, and 5 are in the same equivalence class as element 1.

Clearly these trees are pointing only toward their parent, which is somewhat novel since its far more
common for children tobe represented (and if youwanted to enumerate the elements in an equivalence
class e�iciently, you would likely want to think about how to represent children.)

The algorithm then for a “find” could be something like:

1 int find(int x)
2 {
3 if(a[x] < 0)
4 return x;
5 return(find(a[x]));
6 }

A good compiler will recognize this as tail recursion, and should be able to make nice iterative code for
this operation.

TBD 3



Unions

Tomake aunionmore e�icient, we can add somemore state to our forest array. Since it is advantageous
to keep trees as shallow as possible (so that our find operation has the least number of steps to get its
root), our union operation should try to minimize the depth of a tree.

Oneway to do so is to keepweights, andmake sure that the smaller tree is rooted into the larger tree:

1 int union(int root1, int root2)
2 {
3 if(a[root2] < a[root1])
4 {
5 a[root1] += a[root2];
6 a[root2] = root1;
7 }
8 else
9 {
10 a[root2] += a[root1];
11 a[root1] = root2;
12 }
13 }

Here we keep the weights in the root element, but of course as a negative number to indicate that
these are weights and not an index to a parent.

The final increase to e�iciency given by Weiss is the idea of path compression. We opportunistically
condense paths whenever we do a find operation:

1 int find(int x)
2 if(a[x] < 0)
3 return x;
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4 else
5 return (a[x] = find(a[x]);

Again, since this is a tail recursion, it’s very likely that a good compiler will turn this into good code.

TBD 5
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