
Sorting

Over the decades from the 1940s through today, many sorting algorithms have been created; it’s a
fundamental activity to reverse chaos back into order.

Donald Knuth’s classic series “The Art of Computer Programming” devotes the entirety of the third
volume to “Sorting and Searching”.

A list of the classic sorting algorithmsmight include:

• Bubble sort
• Insertion sort
• Heap sort
• Shell sort
• Quicksort
• Merge sort

But there are many other candidates, such as radix sorting, pancake sorting, and Batcher’s algorithm.
Radix sorting has traditionally been somewhat neglected, being associated in historical memory
with Hollerith cards, and Batcher’s algorithm, while surprising and elegant, only shines when you
assume that you can work in parallel (see Knuth, pp. 112-113 of the second edition of volume III.) (Even
more recondite, there is “pancake sorting”, where you assume the existence of an e�icient “flipping”
operation, usually more formally styled as “prefix reversal”. There is a popular press article at Flipping
Pancakes with Mathematics

For most of the following algorithms, we will assume that our data is stored in an array. While a few of
the algorithms have elegant linked versions, almost all of them have useful array versions; the ability
to go to an arbitrary index is fundamental to most of these algorithms.
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Inversions

Knuth spends the first portion of volume II on “inversions”, the idea being that if you have an array an

elements, then an inversion is when two elements ai < aj but j > i. For example, in the sequence
12, 31, 24, 11, you have the inversions 12, 11, 31, 24, 31, 11 and 24, 11. A sorted list, then, is a list of
with 0 inversions, and thus we can view sorting as merely removing inversions.

This turns out to be less useful in designing algorithms, and more useful in analyzing performance
since it does give us ametric to use for saying how sorted a list is at any one point (i.e., more inversions
imply less sorted.)
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Bubble sorting

This is possibly the simplest in conception: you simply compare each pair of elements in the array
successively, swapping any “inversions”. This “bubbles” the maximal value to the end. And, of course,
for successive trips through you don’t need to go to the end each time since you know that the top k

elements are already sorted at the top of the on the k + 1 iteration. If, at any stage, a run goes all the
way through without finding any inversions, you are through.

While this is probably the worst well-known general algorithm, it does have its place in the pantheon
of sorting algorithms for one special case: the almost sorted array. This actually is a notoriously tricky
situation for many algorithms, and very few of the other algorithms that we look at do well with this
situation. The bubble sort, despite all of its other limitations, does handle this in outstanding fashion.

Bubble sort also has a simple list version since it never compares arbitrary elements, just adjacent
ones. Of all the algorithms that we look at, the bubble sort handles almost sorted lists in a very strong
fashion.

Finally, Knuthmentions “the cocktail shaker” variation of the bubble sort, where the even iterations
go back down the list rather than up the list. Unfortunately, while an innovative idea, it’s not one that
adds any great strength to the algorithm.
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Insertion sort

Insertion sort, as the name suggests, uses the almost opposite technique of trying to correctly place
items at the beginning of the list.

The idea is that when we look at the kth item, we assume that the previous k − 1 items are already
sorted, and create a hole to insert this item.

Again, this is an O(N2) process, but it at least it is fairly deterministic. It’s not unusual to see this
embedded in other algorithms (notably quicksort and shellsort) since it handles small cases quite well
– it’s probably the preferred algorithm for small arrays.
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Shell sorting

Donald Shell introduced this idea back in the late 1950s. It gets very good performance for such a
simple sort.

Essentially, you conceptually split your array into contiguous sections, and then either swap the
elements of these sections to put them in order, or use an insertion sort. You then do a series of smaller
contiguous sections until you get to adjacent swaps.
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Heap sort

Heap sorting is a simple extension of the heap idea to sort a sequence of elements, we first build a
heap of those elements, and then do successive “deleteMin/deleteMax” operations to get the sorted
output.

When using an array implemetation, heap sorting can be space e�icient by simply reusing the emptied
array elements to store the sorted elements.

It’s also space e�icient when using a linked version. A linked version also is a bit more e�icient on
deletes since it only has a change some pointers.
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Merge sorting

Merge sorting is based o� amerge strategy.

The easiest way to visualize this as lists. Start with the elements to be sorted as a series of separate
one-element lists, and then merge these into lists of length 2, and then merge again into lists of length
4, and so forth until you finish.

Going to an array representation, you run into the problem that you need a temporary array of equaling
the size of the two elements to be merged. While you cannot get around the extra space, it is possible
to do so reasonably e�iciently by simply creating a second array equal in size to the first, and then
merging into that one. You can create two pointers, source and target, and then swap these as
you go through each iteration.

7



Quick sorting

Tony Hoare introduced QuickSort back in 1962. The idea is to recursively partition the elements into
ones that are less than and greater than the central element (called the “pivot”).

While this is a simple and elegant formulation, the details can be a bit more tricky. Choosing an
appropriate pivot, for instance, has been a matter of a great deal of research over the years. Weiss, like
many people, advocates choosing the median element of three possible locations: the first element,
the last element, and the center element. Others have simply chosen the first or last element, but there
are many other ideas (including versions where there are more than one partition, with more than one
pivot.)

One of the cleanest versions possible in C++ comes from algolist.net:1 /* code courtesy of www.algolist.net/Algorithms/Sorting/Quicksort */
2
3 /* this code leaves the pivot in place */
4
5 void quickSort(int left, int right, int arr[])
6 {
7 int i = left, j = right;
8 int tmp;
9 int pivot = arr[(left + right) / 2];
10
11 printf("quickSort(left = %d, right = %d, pivot = %d)\n",left,right,

pivot);
12
13 /* partition */
14
15 while (i <= j)
16 {
17 while (arr[i] < pivot) i++;
18 while (arr[j] > pivot) j--;
19
20 if (i <= j)
21 {
22 tmp = arr[i];
23 arr[i] = arr[j];
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24 arr[j] = tmp;
25 i++;
26 j--;
27
28 }
29
30 }
31
32 print_keys(N,arr);
33
34 /* recursion */
35
36 if (left < j) quickSort(left, j, arr);
37 if (i < right) quickSort(i, right, arr);
38
39 }

This version does notmove the pivot, unlikemost versions of quicksort, and certainly not likeWeiss’s.

Another point of research has been the partitioning process. The original formulation by Hoare (still
favored bymany) was to start at each end of the elements to be partitioned, andwork inwardly, finding
the next elements that don’t fit the criterion, and then swap those.
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Stability

It is common to state whether or not a sorting algorithm is “stable”; stability in this case meaning that
we preserve the original ordering of elements that have equal keys.

Bubble sort, insertion sort, andmerge sort are all stable.

Shell sort, quick sort, and heap sort are not stable.
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