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Hashing

Hashing is an old and time-honored method of accessing key/value pairs that have fairly random
keys.

The idea here is to create an array with a fixed size ofN , and then “hash” the key to compute an index
into the array. Ideally the hashing function should “spatter” the bits fairly evenly over the rangeN .
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Hash functions

As Weiss remarks, if the keys are just integers that are reasonably randomly distributed, simply using
the mod function (key % N) (where N is prime) should work reasonably well. His example of a bad
function would be one that has a table with 10 elements and keys that all end in 0, thus all computing
to the same index of 0.

For strings, Weiss points out that could just add the bytes in the string together into a sum and then
again compute sum%N. This generalizes for any arbitrary key type; just add the actual bytes of the
key in the same fashion.

Another possibility is to use XOR rather the sum (though your XOR needs to be multibyte, with enough
bytes to successfully get to the maximum range value.) You still have undesirable properties in the
distribution of bits in most string coding schemes; ASCII leaves the high bit at zero, and UTF-8 unifor-
mally sets the high bit for any code point outside of ASCII. This can be cured; C++ provides XOR-based
hashing via FNV hashing as a standard option.

Weiss gives this example for a good string hash function:

1 for(char c : key)
2 {
3 hash_value = 37 * hash_value + c;
4 }
5 return hash_value % table_size;
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https://en.wikipedia.org/wiki/Fowler%E2%80%93Noll%E2%80%93Vo_hash_function


Collision resolution

This is all well and good, but what happens when two di�erent keys compute the same hash index?

This is called a “collision” (and this term is used throughout the wider literature on hashing, and not
just for the data structure hash table.) Resolving hashes, along with choosing hash functions, is among
the primary concerns in designing hash tables.

Separate chaining

The first idea is to simply keep a list of the elements that compute to that index; this is o�en called
“separate chaining” or just “chaining”. The average length of the list (o�en called λ, though that is
generalized to “load factor”) is the ratio of the number of total entries in the hash table divided by the
number of hash table size.

A successful search in a chained hash table requires on average about 1 + (λ/2) links to be traversed.

Chained tables are very easy to implement, and are not uncommon. The performance is not that bad
with small load factors, and the coding is quite simple.

Linear probing

Another strategy that can be employed is styled “linear probing.” Instead of entering the element onto a
list at the index in the list, we just check to see if the next index is available; if it is, we store the element
there, and if it is not, then we continue to search linearly for a free slot.
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Again, the load factor λ is critical in analyzing performance. Weiss gives an average of only 2.5 probes
are necessary to insert into a hash table with a load factor of 0.5, and only 1.5 probes for a successful
search.

Quadratic probing

Insteadof just linearly searching for a free cell in the hash table, one can instead employ other equations.
Oneof themore popular ones (indeed, it was used in theBerkeley Fast Filesystem (theBFF)) is quadratic
hashing.

While it sounds like computing the o�set might be a bit expensive, we use a recursive definition of
squaring to keep it inexpensive: f(i) = f(i− 1) + 2i− 1. Since multiplying by a constant 2 is merely a
le� shi�, we only have two simple additions here rather than three multiplications.

Double hashing

Another possibility is to add a second hash function, h2, and then use a linear progression of h2 to
compute the o�sets. While double hashing can have attractive properties with regard to collisions,
the cost of a second hashing function may (or may not) be a barrier. Strings, even when using very
inexpensive hashing algorithms, tend to be relatively expensive to hash, and introducing a second
relatively expensive hashing function maymake this approach too expensive.
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Perfect hashing

During the 1980s and 1990s, there was a great deal of interest in “perfect hashing”. The idea was to
take a fixed set of inputs, and generate a “perfect hash” that would quickly take an input to a unique
spot in the table. Both time complexity and space complexity were to be optimized.

One of the more successful versions of this idea was published by Czech, Havas, and Majewski in
1992{“An Optimal Algorithm for Generating Minimal Perfect Hash Functions”, Information Processing
Letters, October 1992}. It was based on the then-prevalent idea that wewould actually bemanipulating
general graph represenations in our hashing functions; the CHM version worked by further specifying
that these would acyclic graphs, and then randomly generating such graphs.

While such “static” perfect hashing schemes work very well in practice, the “dynamic” versions have,
so far, been less so.
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Cuckoo hashing

Then came the mid-1990s; as Weiss recounts, there was a move away from trying to solve the dynamic
perfect hashing problem tomaking use of a new idea, based on a newwrinkle on the bins-and-balls
problem. Pagh and Rodler published a paper in 2001{ “Cuckoo Hashing”, Algorithms – ESA 2001.} that
introduced the idea of collisions causing displacement, modelled on the habit of the European cuckoo
for doing this in its nesting strategy. This based on using two hashing functions, andwhen an element is
to be inserted into an already occupied space, the algorithmmoves the current occupant to a location
chosen by its second algorithm. Weiss separates the two functions into two separate hash tables, which
is slightly di�erent than the original Pagh and Rodler algorithm.

This has proven to be a very usable strategy, and indeed, Weiss spends a great of deal of space in the
text on this algorithm, (13 of the roughly 600 pages, or about 2% of the text).
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Hopscotch hashing

Hopscotch hashing goes back to a linear probing process. Here we try to ensure locality in order to try
for good cache behavior. We assert a maximum distance H that an element can appear from its actual
hashed value.

If an insert of a new element E cannot be done with the current positioning of elements, then we shi�
those around “hopscotch” fashion in order to create a new hole for our insertion. We find the first
available hole, and thenmove candidates into that hole, freeing up a new hole, working back toward
the H-1 locations that we can use for our new element E.

This scheme seems to work reasonably well, and accords with the current fashion of trying to accom-
modate cache behavior.
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Robin Hood hashing

Another displacement variation on linear probing is based on the “Robin Hood” criterion: you compare
the probe length of the item you are trying to insert with the probe length of the current occupant;
you award the slot to the one with the longer (worse) probe length. If the item you are trying to insert
“wins” the slot, then item to be inserted becomes the candidate.

This approach was introduced back in 1986, in a thesis by Celis “Robin Hood Hashing”.

While its overall insertion strategy is probably not much better (if any) than simple linear search, there
have been arguments that its deletion performance can be better.
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https://cs.uwaterloo.ca/research/tr/1986/CS-86-14.pdf


“Extendible” hashing

Extendible1 hashing uses a trie based on the hash value computed from a key. This type of hashing has
found wide acceptance in the filesystems community since it gives a fast way to divide the buckets that
is still e�icent with regard to the number of i/o operations.

1"Extensible" and "extendable" are twomore common versions of this word.
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