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Trees

In the general case, a tree can have an arbitrary number of children. The usual idiom for handling such
a tree is to use a list to hold the children:

1 TreeNode<SomeClass>
2 {
3 SomeClass data;
4 TreeNode *first_child;
5 TreeNode *next_sibling;
6 }

This makes a reasonably nice data structure, and one that is reasonably amenable to breadth-first
search if you add a parent link.
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Traversals

The traditional categories for traversals are preorder, postorder, and inorder (optionally spelled with
hyphens).

A preorder traversal means that we do our work on the current element prior to descending into
any children. A postorder traversal means that we defer any work until we have finished processing
children.

Here’s some pseudocode for a preorder traversal for the above general tree:

1 void preorder(TreeNode *t)
2 {
3 work_on(t->data);
4 for(t1 = t->next_sibling; t1 = t1->next_sibling; t1)
5 preorder(t1->first_child);
6 }

Here’s some pseudocode for a postorder traveral for the above general tree:

1 void postorder(TreeNode *t)
2 {
3 for(t1 = t->next_sibling; t1 = t1->next_sibling; t1)
4 postorder(t1->first_child);
5 work_on(t->data);
6 }

An inorder traversal is typically associated with binary trees. A binary tree only allows two children;
the work on the node is done a�er descending into the first child but before the second child. There
does not seem to be a good general extension of this idea to general trees.
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More on binary trees.

As the name suggests, binary trees are defined with two children. It is usual to call these “le�” and
“right”; a typical definition might look like

1 BinaryTreeNode<SomeClass>
2 {
3 SomeClass data;
4 BinaryTreeNode *parent;
5 BinaryTreeNode *left;
6 BinaryTreeNode *right;
7 }

Asmentioned above, it’s not uncommon to add a “parent” link, which points back up to the parent
node.

Typical pseudocode for traversals:

1 void preorder(TreeNode *t)
2 {
3 work_on(t->data);
4 if(t->left != nullptr)
5 preorder(t1->left);
6 if(t->right != nullptr)
7 preorder(t1->right);
8 }

1 void postorder(TreeNode *t)
2 {
3 if(t->left != nullptr)
4 postorder(t1->left);
5 if(t->right != nullptr)
6 postorder(t1->right);
7 work_on(t->data);
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8 }

1 void inorder(TreeNode *t)
2 {
3 if(t->left != nullptr)
4 inorder(t1->left);
5 work_on(t->data);
6 if(t->right != nullptr)
7 inorder(t1->right);
8 }

Additional typical operations on trees include contains, makeEmpty, findMin, findMax, insert,
and remove. Clearly we can implement makeEmpty using a traversal. If we add predicates about
the relationship of values in the tree, we canmake the other operations significantly less thanO(N). If
we don’t, then these also will beO(N).
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Tree operations

General trees have pleasant enough operations with regard to implementation. By allowing for any
number of children, we don’t have any predicates that are hard to satisfy. Insertion in a general tree is
quite simple, and deletion is also quite reasonable.

When it comes to adding and removing elements from a binary tree, the operations themselves are
simple enough; the real question is what, if any, predicates about the tree that wewill have tomaintain.
If this is binary search tree, for instance, then wemust preserve the ordering of elements in the tree.
If the tree has a balancing requirement, as we will talk about later, then that balancing requirement
has to be maintained. Satisfying these predicates with our operations on the data structure is the
central concern; understanding their complexity is of course important, but making sure that our data
structure still has intact its defining charactertistics is evenmore so.

For instance, an insert for a binary search tree that is only preserving order might look something
like:

1 insert(TreeNode *t,SomeClass x)
2 {
3 if(t == nullptr)
4 {
5 t = new TreeNode{x};
6 return;
7 }
8 if(t->data == x)
9 return;
10 if(t->data < x)
11 {
12 if(t->left)
13 insert(t->left,x);
14 else
15 t->left = new TreeNode{x};
16 return;
17 }
18 if(t->data > x)
19 {
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20 if(t->right)
21 insert(t->right,x);
22 else
23 t->right = new TreeNode{x};
24 return;
25 }
26 return;
27 }

However, if we had a balancing requirement, we might then add a call to “rebalance” the tree. Or
perhaps our addition algorithmwould be directly responsible for maintaining balance.

Removal, is, asWeiss remarks, o�en trickier. For instance, structurallywith a BST, if we delete an interior
node, then we have the problem of what do we fill it that now-empty element with? The simplest (and
most common solution) is to choose either the rightmost child of the le� child, or the le�most child of
the right child (the more popular choice for some reason).

By definition, the le�most child has no le� child, and thus either only has a right child, or no child,
so we canmove its value up into recently vacated node. We can then attach its right child where the
parent le�.

1 delete(TreeNode *t, data)
2 {
3 if(t == nullptr)
4 {
5 return;
6 }
7 bool orphan = false;
8 bool leftchild = false;
9 bool rightchild = false;
10 if(!t->parent)
11 orphan = true;
12 else if(t->parent->left == this)
13 leftchild = true;
14 else
15 rightchild = true;
16 if(t->data == x)
17 {
18 if(!t->left && !t->right) // we have no children, change parent's
19 {
20 if(!orphan && leftchild)
21 t->parent->left = nullptr;
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22 else if(!orphan && rightchild)
23 t->parent->right = nullptr;
24 delete this;
25 }
26 else if (t->left && !t->right)
27 {
28 if(!orphan && leftchild)
29 t->parent->left = t->left;
30 else if(!orphan && rightchild)
31 t->parent->right = t->left;
32 }
33 else if (!t->left && t->right)
34 {
35 if(!orphan && leftchild)
36 t->parent->left = t->right;
37 else if(!orphan && rightchild)
38 t->parent->right = t->right;
39 }
40 else // both are defined...
41 {
42 TreeNode *n = t->right; // arbitrary
43 while(n->left)
44 n = n->left;
45 t->n;
46 }
47 return;
48 }
49 if(t->data < x)
50 {
51 delete(t->left,x);
52 }
53 if(t->data > x)
54 {
55 delete(t->right,x);
56 }
57 return;
58
59 }
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Balancing trees: AVL Trees

Dirac Library has a copy of the original translation of the article where the Adelson-Velsky and Landis
algorithm was published. This article was a seminal event, being apparently the first to tackle the
balancing problem.

The problem of balancing trees has turned out to be a fruitful endeavor; we have seen a very large
number of ideas implemented in this area. The idea is that we want to pack a tree as compactly as
possibly; searching and inserting into spindly trees give poor running times compared to ones more,
well, balanced. (Deletion, on the other hand, is generally much faster on spindly binary trees.)

The AVL algorithm turns out to do a good job in the general case; with reasonable assumptions, it turns
out to give very good performance in all of its operations.

The balancing requirement for an AVL tree is the height of all le� and right subtrees can only di�er by 1.
While this does not impose a maximal compactness, under reasonable assumptions, the compactness
is su�icient for very good performance.

With insertion, balance is restored as its terminal step. There are four possibilities for invoking such
rebalancing:

1. We have inserted into the le� subtree of the le� child of a node.

2. We have inserted into the right subtree of the right child of a node.

3. We have inserted into the le� subtree of the right child of a node.

4. We have inserted into the right subtree of the le� child of a node.

The first two cases are handled by what is termed a “single rotation” of the tree. The second two cases
are handled by a “double rotation.”

A single rotation looks like:

x

y

y

x
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A double rotation looks like:
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Rotations like these were introduced by the AVL paper, and are at the heart of the AVL tree. Because an
AVL tree maintains AVL balance for all of its nodes, any addition can induce at most only one rotation.
While that rotation can occcur anywhere on the path from the inserted node back to the root, it only
occurs once, and thus is not painfully expensive, unlike a scheme that tries to keep a BST completely
compact. By accepting this slightly lesser criterion of “AVL balance”, the maintenance of that property
becomes quite bearable.

We canmodify our previous pseudocode for insert to add this step at the end of the routine; while a
short circuit of the recursion is harder to implement (since we only need to do a rebalance once, it
would be nice if, once we did a rebalancing, we could just terminate the recursion), as Weiss points out,
this is still pretty inexpensive.

1 insert(TreeNode *t,SomeClass x)
2 {
3 if(t == nullptr)
4 {
5 t = new TreeNode{x};
6 return;
7 }
8 if(t->data == x)
9 return;
10 if(t->data < x)
11 {
12 if(t->left)
13 insert(t->left,x);
14 else
15 t->left = new TreeNode{x};
16 t->rebalance();
17 return;
18 }
19 if(t->data > x)
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20 {
21 if(t->right)
22 insert(t->right,x);
23 else
24 t->right = new TreeNode{x};
25 t->rebalance();
26 return;
27 }
28 return;
29 }

Deletion can also cause rebalancing; again, you need to recurse from the deletion point:

1 delete(TreeNode *t, data)
2 {
3 if(t == nullptr)
4 {
5 return;
6 }
7 bool orphan = false;
8 bool leftchild = false;
9 bool rightchild = false;
10 if(!t->parent)
11 orphan = true;
12 else if(t->parent->left == this)
13 leftchild = true;
14 else
15 rightchild = true;
16 if(t->data == x)
17 {
18 if(!t->left && !t->right) // we have no children, change parent's
19 {
20 if(!orphan && leftchild)
21 t->parent->left = nullptr;
22 else if(!orphan && rightchild)
23 t->parent->right = nullptr;
24 delete this;
25 }
26 else if (t->left && !t->right)
27 {
28 if(!orphan && leftchild)
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29 t->parent->left = t->left;
30 else if(!orphan && rightchild)
31 t->parent->right = t->left;
32 }
33 else if (!t->left && t->right)
34 {
35 if(!orphan && leftchild)
36 t->parent->left = t->right;
37 else if(!orphan && rightchild)
38 t->parent->right = t->right;
39 }
40 else // both are defined...
41 {
42 TreeNode *n = t->right; // arbitrary
43 while(n->left)
44 n = n->left;
45 t->n;
46 }
47 return;
48 }
49 if(t->data < x)
50 {
51 delete(t->left,x);
52 rebalance(t);
53 }
54 if(t->data > x)
55 {
56 delete(t->right,x);
57 rebalance(t);
58 }
59 return;
60
61 }

Splay trees

Splay trees take the idea of rotation in the opposite direction from AVL trees. Inserts and deletes do not
necessarily trigger rotation (you can reasonably choose either alternative); instead, merely accessing
an item always triggers whatever rotations that are necessary to bring it to the top of the tree.
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While this seems a bit whimsical, the performance in the general case proves to be comparable to other
balanced BST techniques.

B-trees

B-trees are extraordinarily common. The primary reason for this is that they are optimal1 when dealing
with data that has di�ering levels of access time.

A B-tree is an ordered tree that allows for more than two children, unlike a binary tree. The ordering
is maintained inside of each node; if a node can contain n elements, then it can then support n + 1
pointers to child nodes. The idea is that each k element in a node provides an endpoint of a range for
the children k and k + 1; for example, element 0 in a node provides an upper bound for its 0th child
nodes and lower bound for its 1st child nodes. Element 1 in a node provides an upper bound for its first
child node, and a lower bound for its second child node.

B-trees are used throughout operating systems, from filesystems to all kinds data structures inside of a
kernel.

Sets andmaps in the standard library

It is quite common for sets andmaps to be implemented using trees; indeed, in the STL, both are usually
implemented using trees (typically, a binary search tree for map, and a red-black tree for maps.)

A set is di�erentiated from a map by virtue of only having keys stored; maps allow keys and values
matching those keys to be stored.

The relevant idiom for using these in C++’s standard library goes along:

1 #include <map>
2 #include <set>
3
4 std::map<std::string,std::string> m;
5 m[key] = value; // store element in map
6 if(m.find(key) == m.end())
7 {
8 // key not found code goes here
9 }
10 else
11 {
1Well, at least as far as we can tell for now...
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12 // key found code goes here
13 }
14
15 std::set<string>s;
16 s.insert(key);
17 if(s.find(key) == s.end())
18 {
19 // key not found code goes here
20 }
21 else
22 {
23 // key found code goes here
24 }
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