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Abstraction and data types

If wemove away from the actual data, be it bits or our logical layout, and instead look at the operations
that we wish to accomplish, we start on a path that leads us to what have been called “abstract data
types.”

An abstract data type specifies the operations that we will use to accomplish some sort of “typing.”1 It
also specifies something about the values related to these operations.

For instance, following Weiss, he specifies a list as consisting ofA0,A1, ...,An−1 where we can define a
successor and predecessor relationship between the elements (though not for the terminal ones.)

Thus we can assert something like:

For all Ai where i > 0, there exists a unique predecessor Ai−1 (4.1)

For all Ai where i < n − 1, there exists a unique successor Ai+1 (4.2)

For purposes of this class, we will treat a type as having a set of predicates that are applicable; for
instance, (4.1) and (4.4) would be elements of a set of predicates for type list. All operations that are
defined for an abstract data type must preserve these predicates.

We will also use predicates for data structures; likewise, any operations on a data structure must
preserve the predicates associated with the data structure.

Distinguishing abstract data types and data structures

So, exactly how do abstract data types (ADTs) and data structures di�er?

An abstract data type is just the mathematical structure. A data structure can implement an abstract
data type; it must honor the strictures that the ADT imposes, but it is also more concrete. A realized
data structure actually exists as some set of bits.
1Wewon’t go into what a data type is in this class since it’s still a subject of deep research — for example, here’s a typical
definition in this from the highly respected "Types and Programming Languages" by Benjamin Pierce: "A type system is a
tractable syntactic method for proving the absence of certain program behaviors by classifying phrases according to the
kinds of values they compute." (page 1, section 1.1 "Types in Computer Science")
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For instance, an ADT for arithmetic over the natural numbers could have a defining predicate:2

0 is a natural number. (4.3)

For all natural numbers, there exists a unique successor Ai+1 (4.4)

0 does not have a predecessor. (4.5)

(4.6)

And then our addition andmultiplication operations:

s(x) = x + 1 (4.7)

x + 0 = x (4.8)

x + S(y) = S(x + y) (4.9)

x ∗ 0 = 0 (4.10)

x ∗ S(y) = (x ∗ y) + x (4.11)

(4.12)

We can create various data structures that implement various aspects of this ADT. One could be a
“multi-precision” integer package, which faithfully gives us all of the above conditions, subject to the
availability of memory (for example GMP or CLN). Another data structure could essentially be modulo
some power of 2 (indeed, that’s what C++ does for ideas like natural number “unsigned integer”, where
typically this modulo 232 or 264.) Or we could introduce ideas like “overflow” and “not a number”, as
we see in IEEE 754 arithmetic (which includes not just the integers, but approximations of the reals
also).

A hierarchy, if you like:

abstract data type

data structure

realized data structure

2This essentially Robinson arithmetic, broken into defining predicates and operations.
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Lists as an ADT

Going back to Weiss’s specification usingAn for a list, he suggests many ideas for operations: print-
List, makeEmpty, find, insert, remove, findKth, next, and previous.

The operations that are implemented in C++’s STL can be found here.

The C++ conception include the idea of having methods for adding and removing from the end of the
list, and for merging two lists. The latter is quite interesting in that, while it is easy enough to do with a
linked implementation of a list with a single link update, it is muchmore challenging to do e�iciently
with an array implementation.

Lists as an array implementation

Clearly, any of the above operations above can be done using an array, where each element is agreed
to be adjacent in memory. In C++’s standard library, vector gives a nice version of this; you can see the
strategy in action if you do something like:

1 #include <iostream>
2 #include <vector>
3
4 using namespace std;
5
6 int main()
7 {
8 vector<int> v;
9 for(auto i=0;i<32;i++)
10 {
11 cout << "At " << i << " Vector size: " << v.size() << "

Vector capacity: " << v.capacity() << endl;
12 v.push_back(i);
13 }
14 }

You can see that the capacity is being double each time that a new element is asked for which would
exceed the current capacity.
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The argument here3 is that any individual element is only copied a few times relative to its appearance
in the list.

Looking at the various operations given in the ADT, printList() will be O(N), makeEmpty() will be O(1),
find() will be O(N), findKth() will be O(1), next() and previous() will be O(1). It’s when we come to the
insert() and remove() that the e�iciency of an array su�ers in the general case. Doing an insert() or
remove() at the initial element means that the entire array has to be moved to accommodate this
change, which is an O(n) operation.

Simple linked lists

To avoid the pain of O(n) operations on what are likely to be the most common operations, we can
change from an agreed format like an array to a pointer-based approach, where we indicate the next
or previous element with a pointer. Insertions and deletions from the front or back are then O(1).
Insertions and deletions from a given point in the list are also O(1), but the findKth() operation is now
O(n).4

A0 A1 A2 A3 A4

A0 A1 A2 A4

A0 A1

X

A2 A3 A4

3A nice argument is given at Stackoverflow’s answer 5232198 about the amortized e�iciency of this strategy
4It is possible to use "unrolling" to change these characteristics by combining the use of pointer-based and array-based
implementation; see Shao et al in "Unrolling Lists", 1994. Also, later in the semester we will look at skip lists, which also
combine pointers and arrays in a di�erent, probabilistic fashion.
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Stacks

A stack is a list that only supports additions and deletions at the “top” of the stack.

Traditionally, additions are called “pushes”, and removals are called “pops”, so the base set of opera-
tions for a stack are push(), pop(), makeEmpty(), top(), and size().

The most popular implementations of stack in C++ are, as Weiss notes, probably based on vector. We
don’t have to worry about the O(N) nature of general insertion and removal from a stack since we have
limited ourselves to the easiest possible case of inserting and removing at the end, which is O(1).

Stacks are enormously useful. It is common to have hardware support stacks (using by designating
a register as a “stack pointer”, and perhaps designating other registers.) In the area of programming
language parsing, several algorithms have as an essential component the use of stacks. In the area of
programming models, the use of “stack reduction” is a very popular one (indeed, C and C++ funda-
mentally use this model, as domost imperative programming languages; in the functional language
families, you do find ideas such as “graph reduction” used instead.)

Queues

With stacks, we limit insertions and removals to one end of a list. With queues, we instead limit
insertions to the “head” of the list, and removals to the “tail” of the list. Queues are also widely used; in
analogy with the real world, queuing is a natural activity when you have multiple entities attempting
to access a single resource, such as a cash register or boarding a bus. In the world of computers, the
standard example is access to a printer (and that’s Weiss’s choice also.)

There is also a popular ADT called the “dequeue” or “deque” (many people prefer to pronounce this
like “deck”.) The idea here is that we allow insertion and removal from both ends of the ADT. Since this
covers the operations in queues and stacks, it is not uncommon to see the general structure under
each of these as a “dequeue” limited appropriately.

In C++, while the generic list class certainly covers dequeues with the operations push_front(),
push_back(), pop_front(), and pop_back(), there is also a generic class named “deque”. It supports the
same basic operations, but it uses an underlying vector representation rather than a linked list.
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