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ABSTRACT

Bayesian inference with Bayesian networks is a #P-complete problem in general. Exact
Bayesian inference is feasible in practice only on small-scale Bayesian networks or networks that are dramatically simplified, such as with naı̈ve Bayes or other approximations.
Stochastic sampling methods, in particular importance sampling, form one of the most
prominent and efficient approximate inference techniques that gives answers in reasonable
computing time. A critical problem for importance sampling is to choose an importance
function to efficiently and accurately sample the posterior probability distribution given a
set of observed variables (also referred to as evidence). Choosing an importance function,
or designing a new function, faces two major hurdles: how to approach the posterior probability distribution accurately and how to reduce the generation of undesirable inconsistent
samples caused by deterministic relations in the network (also known as the rejection problem). In my dissertation I propose Refractor Importance Sampling, consisting of a family
of importance sampling algorithms to effectively break the lower bound on the error of the
importance function to ensure it can approach the posterior probability distribution of a
Bayesian network given evidence. The aim is to increase the convergence rate of the approximation and to reduce sampling variance. I also propose Posterior Subgraph Clustering
to improve the sampling process by breaking a network into several small independent subgraphs. To address the rejection problem, I propose Zero Probability Backfilling and Compressed Vertex Tree methods to detect and store deterministic constrains that are the root
cause of inconsistent samples. The rejection problem is NP-hard and I prove in my dissertaxiv

tion that even limiting the inconsistent samples to a certain degree with positive probability
is too hard to be polynomial. I propose the k-test to measure the hardness of the rejection
problem by scaling the clause density of a CNF constructed from a Bayesian network. In
the final part of my dissertation, I design and implement importance sampling algorithms
for GPU platforms to speed up sampling by exploiting fine-grain parallelism. GPUs are
cost-effective computing devices. However, the randomness of memory-intensive operations by Bayesian network sampling causes difficulties to obtain computational speedups
with these devices. In my dissertation I propose a new method, Parallel Irregular Wavefront
Sampling, to improve memory access on GPU by leveraging the conditional independence
relations between variables in a network. I improve this scheme further by using the posterior distribution as an oracle to reduce costly memory fetches in the GPU. The proposed
methods are implemented and experimentally tested. The results show a significant contribution in efficiency and accuracy of Bayesian network sampling for Bayesian inference
with real-world and synthetic benchmark Bayesian networks.

xv

CHAPTER 1
INTRODUCTION

The aim of my dissertation research is to improve the efficiency and accuracy of importance sampling on Bayesian networks. The Bayesian network [80] formalism is one of
the dominant representations for modeling knowledge and uncertainty in intelligent systems [71, 89]. Popular applications can be found in areas of expert systems, decision
support systems, bioinformatics, medicine, image processing, and information retrieval.
A Bayesian network is a probabilistic graphical model of a joint probability distribution
(JPD) over a set of statistical variables and their probabilistic independence relationships.
By utilizing these relationships, the posterior probability distribution can be efficiently
calculated for evidential reasoning to answer probabilistic queries about the variables and
their influences.
Evidential reasoning by exact probabilistic inference is NP-hard [24]. Exact probabilistic inference by belief updating [80] is only efficient for networks of limited complexity [46] and is not feasible for large or complex models. Approximations by approximate
probabilistic inference are also NP-hard [26]. However, by contrast to exact inference,
approximate methods can be applied to realistic large-scale Bayesian network applications
because of their anytime [38] and anywhere [92] properties. In particular, stochastic sampling can be applied to a wide range of Bayesian networks [89].
1

1.1

Bayesian Network Sampling

Stochastic simulation algorithms, stochastic sampling or Monte Carlo (MC), form one
of the most prominent classes of approximate inference algorithms [89]. The first and simplest sampling algorithm proposed was Logic sampling [48]. Likelihood weighting [37]
was designed to overcome the poor performance of logic sampling under evidential reasoning with unlikely evidence, i.e. evidence with low probability. Markov Chain Monte
Carlo (MCMC) [41, 62] methods form another important group of stochastic sampling algorithms, for example Gibbs sampling, Metropolis sampling, and hybrid-MC sampling [15,
40, 79]. Stratified sampling [8], hypercube sampling [19], and quasi-MC [18] methods generate random samples from uniform distributions to improve sampling results.
Approximate Bayesian inference algorithms based on importance sampling [88] are
among the most frequently used stochastic sampling algorithms. Examples are Self Importance Sampling (SIS) and heuristic importance sampling [95]. Importance sampling
algorithms produce samples of statistical variable instantiations from a network, but differ
in the choice of an importance function defining the sampling distribution that approximates the (conditional) joint probability distribution of the Bayesian network. The closer
the importance function is to the actual distribution (with the possible exception of heuristics to support thicker tails [117]), the better the performance of sampling to yield good
convergence results in acceptable time [62]. The importance functions, which are typically
initially based on the prior probability distribution, eventually diverge from the actual posterior probability distribution modeled by the Bayesian network under evidential reasoning. The error variance of importance sampling may significantly increase when evidence
variables are instantiated and the distribution’s prior (in)dependence relations between statistical variables change to the posterior (in)dependence relations.
To improve the accuracy of the importance functions that model the posterior under
evidential reasoning, one approach is to approximate the posterior conditional probability
2

distribution by mini-bucket elimination [31], see for example [51] and [52]. Dynamic Importance Sampling (DIS) [68, 90] extends this approach by using a probability tree [10],
that leverages the context-specific independence relations, and by refining the approximated conditional probability tables (CPTs) of a Bayesian network during sampling. These
approximated CPTs can then be used to define the importance function.
Other advanced techniques to improve importance sampling accuracy and performance
are based on learning methods to adapt an importance function under evidential reasoning
to the posterior probability distribution, such as adaptive importance sampling [75] and
Adaptive Importance Sampling with Bayesian Networks (AIS-BN) [17], or methods that
directly compute an importance function based on the prior probability distribution and
the evidence, such as Evidence Pre-propagation Importance Sampling with Bayesian Networks (EPIS-BN) [114, 115]. For learning the posterior, both SIS and AIS-BN adapt the
importance function by making quantitative adjustments to the CPTs of the Bayesian network using a particular CPT learning algorithm. In my dissertation and published in [112]
I show that CPT learning alone does not suffice to match the adjusted importance function
to the actual posterior probability distribution, because the Kullback-Leibler Divergence
(KLD) error of all importance functions based on CPT learning are bound from below.
More recently, restructuring methods for adaptive importance sampling that change
both the Bayesian network structure and the quantitative information in the network’s CPTs
were proposed. DIS [68, 90] restructures the potential functions through a variable elimination process. In [115] a factorization algorithm is described that adjusts the network
structure to further reduce the error variance of importance sampling under evidential reasoning. However, a drawback of network restructuring is that potentially many new arcs
can be introduced in the graph, thereby increasing the complexity of the network. This is
especially problematic for large networks, because the complexity of the network topology
may be significantly raised as the arc additions cascade through the graph. Consequently,
3

large CPTs are produced since the size of a CPT of a graph vertex is determined by the
discrete value range of the variable’s values to the power of the in-degree of the vertex.
Thus, the number of CPT entries for a vertex is exponential in the in-degree of the vertex.
Another important problem in importance sampling is the undesirable generation of socalled inconsistent samples. When the underlying probabilistic distribution of a Bayesian
network is not strictly positive, importance sampling may generate many inconsistent samples that have a zero weight in the sampling distribution. Inconsistent samples do not
contribute to the sum estimate and are effectively rejected. This is referred to as the rejection problem in importance sampling. The rejection problem has been studied in the
context of adaptive sampling schemes [17], in the context of constraint propagation [43],
and Boolean satisfiability problems [44]. A restricted form of constraint propagation can be
used to reduce the amount of rejection [42]. An approach to circumvent the rejection problem by systematically searching for a nonzero weight sample for constraint-based systems
was introduced in [43]. The proposed backtracking algorithm SampleSearch was further
improved in [44] to generate a backtrack-free distribution. In [45], SampleSearch is further
generalized as a scheme in the framework of Mixed Network [30, 66]. Although algorithms
such as EPIS-BN, AIS-BN and SampleSearch mitigate the rejection problem to a certain
degree, eventually they all fail to generate sufficient consistent samples within reasonable
time on more extreme Bayesian networks, which is to be expected since the rejection problem is NP-complete in general.

1.2

Critical Challenges

In my dissertation research I analyzed the state-of-the-art algorithms for importance
sampling and the critical problems that limit the efficiency and accuracy of these methods.
Three challenging problems are addressed by my dissertation research.
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Firstly, the theoretical foundations of importance sampling [88] tell us that it is desirable that the importance functions should be designed to approach the posterior probability
distribution as close as possible, with the possible exception of heuristics to support thicker
tails [117]. To ensure convergence of the sum estimate approximate solution to the exact
solution requires us to carefully design an importance function that meets these constraints.
In my dissertation I prove that there is a hard lower bound on the KLD error of the importance function and the actual posterior probability distribution under evidential reasoning.
To break this hard bound, I propose [112] a family of Refractor Importance Sampling (RIS)
algorithms to adjust the Bayesian network’s topological structure and limit the complexities
induced by new arcs [113]. Furthermore, because the convergence of importance sampling
is proportional to the number of nodes [25], the importance sampling process can be accelerated by breaking the network into several independent subgraphs to sample from. Those
independent subgraphs can be detected by the method of Posterior Subgraph Clustering
(PSC) that I describe in my dissertation. To this end, the D-separation criterion [80] is
exploited under evidence instantiations and graph moralization.
Secondly, when the performance of importance sampling degrades due to the rejection
problem, inconsistent samples that cause this effect should be filtered as much as possible.
However, this requires detecting whether a sample has zero probability, which requires
probabilistic inference that is known to be NP-complete (if we could infer probabilities exactly with low cost, it would be unnecessary to sample the distribution!). Approximation of
the sample rejection problem by heuristics could be considered. However, in my dissertation I prove that the up-bounded approximate solution of the rejection problem is too hard
to be polynomial unless PH collapses to Σ2 . To assess the complexity of the sample rejection problem on a case-by-case basis, I develop a metric, the k-test, to statistically evaluate
in linear time the hardness of the rejection problem to sample a Bayesian network. The
k-test complements the well-known Local Variance Bound (LVB) [27] metric to measure
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sampling complexity. LVB fails on Bayesian networks with deterministic relations (that
is, CPTs with zero entries that cause zero probability samples) whereas the k-test can be
used safely. Furthermore, through leveraging the local structure of Bayesian networks and
by detecting deterministic constrains hidden in CPTs, in my dissertation I develop Zero
Probability Backfilling (ZPB) and Compressed Vertex Tree (CVT) methods to alleviate the
rejection problem by detecting, storing, and filtering inconsistent samples efficiently.

Thirdly, the computational demands to produce hundreds of thousands of samples, that
are needed to converge the sum estimate to the exact solution, are huge. Bayesian networks
with a few hundred variables are expensive to sample as it can take minutes to hours on a
high-end CPU. To speed up importance sampling, I designed and implement new methods
for importance sampling Bayesian networks on GPU. A GPU is a specialized co-processor
which offloads 3D graphics rendering from the CPU. Because of the popularity of 3D
games and 3D visualization, GPU has become one of the fastest pieces of computer hardware for “number crunching”. Furthermore, GPU has a better performance/cost ratio than
CPUs. GPU is designed for efficient streaming and necessarily imposes constraints on instructions and memory usage for GPU implementations of algorithms. In my dissertation I
develop and implement a generalized GPU-based sampling technique, which I named parallel irregular wavefront sampling. The principle is based on a classic wavefront approach,
but the wave has an irregular shape due to the irregular randomized memory accesses patterns. The algorithm uses the Bayesian network’s conditional independency structure to
improve concurrency and organize memory access in parallel. The posterior probability
distribution is used as an oracle during sampling to reduce the number of memory fetches
on average.
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1.3

Thesis Outline

Chapter 2. The Bayesian network formalism is one of the most advanced graph models
in the area of Artificial Intelligence [89]. It intersects at the fields of probability theory,
graph models, independency model theory, and information theory. This chapter gives a
brief introduction to Bayesian networks and Bayesian inference.
Chapter 3. Approximate Bayesian inference by importance sampling derives probabilistic statements from a Bayesian network. This is an essential part of evidential reasoning
with the network and an important aspect of many other Bayesian methods and algorithms.
A critical problem in importance sampling of a Bayesian network is the selection of a
high-quality importance function to sample a network’s prior and posterior probability distribution. The initially optimal importance functions eventually start deviating from the
optimal function when sampling a network’s posterior distribution given evidence, even
when adaptive methods are used that adjust an importance function to the evidence by
learning. In this chapter I propose a new family of RIS algorithms for adaptive importance
sampling under evidential reasoning. RIS applies “arc refractors” to a Bayesian network
by adding new arcs, removing and deflecting arcs from evidence vertices, and by refining
the conditional probability tables. The goal of RIS is to optimize the importance function
for the posterior distribution and to reduce the error variance of sampling. Experimental
results show a significant improvement of RIS over state-of-the-art adaptive importance
sampling algorithms.
Chapter 4. This chapter introduces PSC, a method to improve the efficiency of inference on posterior Bayesian networks under evidential reasoning. By exploiting the Dseparation criterion and evidence instantiations in the network, subgraph clusters can be
identified and separated from the network. The separation reduces the overall treewidth
of the network, which benefits the efficiency of exact inference algorithms. The separa7

tion also improves the convergence results of importance sampling, since separate subgraph clusters can be sampled independently. Empirical results show improvements for
SIS, AIS-BN, EPIS-BN, and RISAIS applied to two real-world Bayesian networks.

Chapter 5. Importance sampling is a powerful approximate inference technique for
Bayesian networks. However, the performance tends to be poor when the network exhibits
determinism, that is, zero (conditional) probabilities that cause deterministic relations between statistical variables in a non-strictly-positive JPD. Deterministic relations yield predictable influences between variables. In other words, only a strict subset of the set of all
variable states is permissible to sample. Samples inconsistent with the permissible state
space do not contribute to the sum estimate and are effectively rejected during importance
sampling. Detecting inconsistent samples is NP-hard, since it amounts to calculating the
posterior probability of a sample given some evidence. Several methods have been proposed to cache inconsistent samples to improve sampling efficiency. However, cache-based
methods do not effectively exploit overlap in the state patterns generated by determinism
in a local network structure to compress state information. In this chapter, I propose a
new algorithm to reduce the overhead of caching by using an adaptive decision tree to efficiently store and detect inconsistent samples. Experimental results show that my proposed
approach outperforms existing methods to sample Bayesian networks with deterministic
causalities.

Chapter 6. Approximate Bayesian inference is NP-hard. This chapter introduces the
k-test that I designed to measure the approximation hardness of Bayesian inference on
networks with determinism. Approximation by stochastic sampling is a widely-used inference method that is known to suffer from inefficiencies due to sample rejection. The k-test
predicts when rejection rates of stochastic sampling will be low, modest, high, or when
sampling is intractable for Bayesian networks with deterministic causalities.
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Chapter 7. Importance sampling is a widely-used method for probabilistic inference
with probabilistic networks. Importance sampling is relatively simple to parallelize, since
samples can be independently generated. Consequently, GPU implementations yield significant speedups over single-CPU implementations. However, because of physical limitations of GPU memory and bandwidth, the actual speedups obtained are strictly bounded by
the high data transfer requirements by these algorithms. In this chapter, I present and evaluate a new parallel irregular wavefront algorithm for importance sampling of probabilistic
networks on GPU. Results show that my proposed algorithm achieves greater speedups due
to the optimal local memory access compared to the simple parallel GPU implementations.
Chapter 8. This chapter summarizes the research contributions of my dissertation and
suggests possible avenues for future work.
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CHAPTER 2
PRELIMINARIES

A Bayesian network, or Bayesian Belief network [80], is one of the most popular formalisms to model knowledge and uncertainty in intelligent systems. A Bayesian network
consists of a qualitative component, namely an directed acyclic graph (DAG) that represents the dependence relations (edges and paths) between statistical variables (vertices),
and a quantitative component, namely the conditional probability tables (CPTs) for each
vertex representing the conditional probability assessments of the discrete statistical variables to define a joint probability distribution over the variables1 .
Unlike other frameworks to model intelligent systems, the theoretical basis of Bayesian
networks had already been well developed since the 19th century, namely Bayes’ formula [33]:
Pr(A | B) =

Pr(A ∩ B)
Pr(B)

.

The formula is the basis of many probability-based inference methods. The philosophy
behind applying Bayes’ formula for inference with uncertainties is that for a system whose
components are not totally independent with each other, the more knowledge we acquire
from the system, the more precise the inference-based conclusions we can make from observations. However, directly applying the Bayes’ formula for inference or prediction in a
1

In my dissertation, I will refer only to Bayesian networks over discrete statistical variables (unless continuous statistical variables are explicitly mentioned).
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complex system is an intractable task, even with the help of modern computers. Generally
speaking, the difficulties of applying Bayes’ formula in inference can be summed up by
two major problems: storage and computation cost.
Before exploring these problems in detail, let’s take a look at an example. Consider a
random space Ω comprising 100 variables {V1 , . . . , V100 } and each variable Vi has only 2
states. So the random space Ω contains 2100 basic elements. If we store the probabilities
of all 2100 elements and each probability value is represented by a 32-bit float, we need
2100 − 1 floats stored in 5 million yottabyte (5, 000, 000 · 1024 bytes). Even if we would
have sufficient memory and disk space to save this data, it will be too costly to access to
perform calculations. For probabilistic inference, to determine the conditional probabilities
of one of more variables given some evidence (by variable instantiations assigning a value
to each evidence variable), it will be needed to marginalize the distribution by summing up
all events consistent with the evidence instantiation, i.e. as many as 299 − 1 terms to sum.
The Bayesian network formalism addresses storage and inference through the chain
rule and the conditional independence relationships expressed in the network structure.
Section 2.1 provides the basics of probability theory underlying the Bayesian network
framework. Bayesian networks are formally defined in Section 2.2. The reasoning behind its definitions are given. Section 2.3 gives a brief overview of another graph model
for random systems, the Markov network framework. Methods for probabilistic inference
with Bayesian networks are classified and analyzed in Section 2.4.

2.1

Probability Theory

Definition 1 Let V be a finite nonempty set of discrete variables. The state space ΩU
of a variable U ∈ V is a finite set of values which the variable U may adopt, where
rU = |ΩU | ≥ 2. A value of U is any element of ΩU . Let X be a subset of V. The
11

outcome space ΩX of X is the Cartesian product of all state spaces of the variables in X,
ΩX = ×U ∈V ΩU . An element of ΩX is called a configuration or an instantiation of X. The
state space ΩX is also denoted as Cfg(X). The event space F of V is the power set of ΩV .
Usually, elements of ΩU are denoted by u, and elements of ΩX are denoted by x =
{u, U ∈ X}. For the entire set of variables V, the subscript of the outcome space ΩV
is omitted and the outcome space is written as Ω. If X is a proper subset of V, then the
outcome space ΩX is often called a partial outcome space of V of X; a configuration of X
is then called a partial configuration of V of X.
Consider for example V = {U, V, W } and X = {U, V }. Then {V = v}, {U = u, V =
v, W = w}, and {X = x, W = w} with x = {u, v} are alternative notations that denote
variables in V have certain values assigned. Furthermore, {X = x} denotes the set of
configurations in which the variables in X are assigned the value x.
Definition 2 Let V, Ω, and F be defined as in Definition 1. A probability distribution Pr
over V is a function Pr : F → [0, 1] satisfying the following conditions:
1. Pr(A) ≥ 0 for all A ∈ F,
2. Pr(A ∪ B) = Pr(A) + Pr(B) for all A, B ∈ F such that A ∩ B = ∅, and
3. Pr(Ω) = 1.
A Pr for which Pr(A) > 0 for all A ∈ F, A 6= ∅, is called a strictly positive probability
distribution.
Note that a probability distribution Pr over V is uniquely defined by the probabilities
of the configurations of V. Lower case (bold) letters are used to represent special configurations of variable(s), where (sets of) variables are denoted in (bold) upper case. For
example, Pr(V = v) is written as Pr(v), Pr(U = u, V = v) is written as Pr(u, v).
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If X ⊂ V, we say that the partial configuration x = {u, U ∈ X} conforms to v =
{u, U ∈ V} if a configuration v \ x exists such that v = {x, v \ x}. For brevity, formulas
containing more than one partial configuration over subsets of variables of V are assumed
to conform to the configuration v. For example, let V = X ∪ Y and ∀v ∈ Ω : Pr(v) =
Pr(x) · Pr(y) means that configurations x conform to v and configurations y conform to v
in the formula considered.
Lemma 1 Let V, Ω and F be defined as in Definition 1, and let Pr be a probability distribution over V. Let X and Y be proper subset of V such that V = XY and X ∩ Y = ∅.
Let ΩX and ΩY be the outcome spaces of X and Y respectively, and let FY be the event
space of Y. Then the function Pr0 : FY → [0, 1] defined as
Pr0 (y) =

X

Pr(x, y) =

x∈ΩX

X

Pr(x, y)

,

Cfg(X)

for all y ∈ ΩY is a probability distribution over Y.
Proof. From Definition 2 and X ∩ Y = ∅, Pr(y) =

P

x∈ΩX

Pr(x, y) = Pr0 (y).

2

The probability distribution Pr0 from Lemma 1 is usually referred to as the marginal
probability distribution or marginal for short. To distinguish the distribution Pr from
marginal distributions, Pr is usually referred to as the joint probability distribution. In
certain cases, Pr may be used to denote the joint probability distribution and a marginal
probability distribution.
Definition 3 Let V and F be defined as in Definition 1 and let Pr be a joint probability
distribution over V. Let A ∈ F be a set of variable configurations. Then, for each B ∈ F,
with Pr(B) > 0, the conditional probability of A given B, written Pr(A | B), is

Pr(A | B) =

Pr(A ∩ B)
Pr(B)
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.

Note that conditional probabilities Pr(A | B) are only defined when Pr(B) > 0. In
the sequel, all conditional probabilities are assumed to be well defined. If B = ∅ then
Pr(A | B) = Pr(A). It is easy to see that the function Pr(A | B) defines a probability
distribution which we will refer to as a conditional probability distribution.
The following theorem, referred to as the chain rule, follows from Definition 3.
Theorem 1 Let V and Ω be defined as in Definition 1 with v = {v1 , . . . , vn }. Let Pr be a
joint probability distribution over V. Then,

Pr(v) = Pr(vn | v1 , . . . , vn−1 ) · · · Pr(v2 | v1 ) · Pr(v1 )

,

for all v ∈ Ω.
Independence relationships between statistical variables can be used to reduce the complexity of representing the conditional probability factors Pr(vi | v1 , . . . , vi−1 ) in the chain
rule.
Definition 4 Let V and Ω be defined as in Definition 1 and let Pr be a joint probability
distribution over V. Let X, Y and Z be subsets of V. Then, X is conditionally independent
of Y given Z in Pr, if
Pr(x | y, z) = Pr(x | z)

,

or
Pr(x, y | z) = Pr(x | z) · Pr(y | z) ,
for all v ∈ Ω
The following example shows how Theorem 1 and Definition 4 can be used to reduce
the space and time complexity of computing conditional probabilities, which is critical for
probabilistic inference with probabilistic models.
14

Figure 2.1: An Example Bayesian Network.

Assume that a random system consists of four (0, 1)-valued statistical variables A, B,
C and D. {A, B} and C are independent and A and D are conditionally independent on
{B, C}. We want to calculate Pr(C = 1 | A = 1). If we use the full joint probability
table to represent the probability distribution, then 15 float values need to be stored. The
calculation of Pr(C = 1 | A = 1) requires at least 1 division and 7 additions.
Pr(B = 1, C = 1)
Pr(C = 1)
Pr(B = 1, C = 1)
=
Pr(B = 1, C = 1) + Pr(B = 0, C = 1)
P
Cfg(A) Pr(A, B = 1, C = 1)
P
= P
Cfg(A) Pr(A, B = 1, C = 1) +
Cfg(A) Pr(A, B = 0, C = 1)

Pr(B = 1 | C = 1) =

= 0.22 .

However, if we exploit the conditional independence structure of the distribution as
expressed in the Bayesian network shown in Figure 2.1, then only 8 floats are needed to
represent the probabilities and the calculation of becomes:
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Pr(B = 1 | C = 1) =
=
=

Pr(B = 1, C = 1)
Pr(C = 1)
P
Cfg(A) Pr(C = 1 | A, B = 1)Pr(B = 1 | A)Pr(A)
Pr(C = 1)
X

Pr(B = 1 | A)Pr(A)

(2.1)
(2.2)
(2.3)

Cfg(A)

= 0.4 × 0.1 + 0.2 × 0.9

(2.4)

= 0.22 ,

(2.5)

where Equation (2.2) is based on the chain rule. In Equation (2.3), Pr(C = 1 | A, B = 1)
is canceled by Pr(C = 1), because according to Figure 2.1, A, B are independent with C
when D is unknown, so Pr(C = 1 | A, B = 1) = Pr(C = 1). This example illustrates that
Bayesian network can reduce both the space and time complexity of probabilistic inference
through properly encoding conditional independency relationships in graph model. The
following section gives a formal definition of Bayesian network.

2.2

Bayesian Networks

We will first give the formal definition of a Bayesian network, then discuss the reasoning behind this definition. The definitions used in this section and Section 2.3 are mainly
from [9, 80] with some modifications.
We follow the notations used by the more recent literature on the subject. Uppercase
letters denote variables and lowercase letters the states of the variables. Boldface markup
is used for sets of variables (vertices), arcs, or states. The relation X → Y represents a
directed arc between two vertices X and Y in a graph G. The reflexive, transitive closure
∗

→ of the arc relation → represents directed paths between vertices in G.
Definition 5 A Bayesian network BN = (G, Pr) consists of a directed acyclic graph
(DAG) G = (V, A) with vertices V, arcs A ⊆ V × V, and a joint probability distri16

bution Pr over the discrete statistical variables V (represented by the vertices of G). Pr is
defined by
Pr(V) =

Y

Pr(V | π(V )) ,

V ∈V

where π(V ) denotes the set of parents of a vertex V and the conditional probability tables
(CPT) of the BN assign domain-specific probabilities to Pr(V | π(V )) for all V ∈ V.
The following notations are used to denote the relationships between vertices in G of a
Bayesian network BN = (G, Pr).
• χ(X) are the children of a vertex X defined by χ(X) = {Y | X → Y ∈ A}.
• ν(X) is the neighborhood of a vertex X consisting of its parents and children,
ν(X) = π(X) ∪ χ(X).
• ∂(X) is the Markov blanket of a vertex X defined by ∂(X) = ν(X) ∪ {Y | Y →
Z ∈ A ∧ Z ∈ χ(X)}.
• The combined parent set π(X) of X ⊆ V is defined by π(X) =

S

X ∈X

π(X ) \ X.

• The ancestor set An(·) is the transitive closure of π(·) and contains all ancestors of
a vertex. That is, An(X) is the set of vertices Y such that there is a nonempty path
∗

Y → X in G.
• The combined ancestor set An(X) of X ⊆ V is An(X) =

S

X ∈X

An(X) \ X.

• The mapping δ : V → IN denotes a topological order of the vertices. Thus, we have
that Y ∈ An(X) implies δ(Y ) < δ(X).
• The ahead set Ah(X | δ) of a vertex X ∈ V with respect to a topological order δ
is defined by Ah(X | δ) = {Y ∈ V | δ(Y ) < δ(X)}. Thus, δ(Y ) < δ(X) implies
Y ∈ Ah(X | δ).
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• A DAG G can be levelized [12], thereby defining the level of variables V ∈ V:


 0
if π(V ) = ∅
L(V ) ≡

 max{L(V 0 ) | V 0 ∈ π(V )} + 1 otherwise
• Lk (G) = {V ∈ V | L(V ) = k} is the set of variables at level k in G.
The graph G encodes independence relations between variables, determined by the Dseparation criterion [80]:
Definition 6 Let G = (V, A) be a DAG. A chain U1 , U2 , · · · , Um , m > 1 in G is Dseparated by a set of vertices X ⊆ V, if there is a triple U , V , W of consecutive vertices in
the chain such that one of the following conditions holds:
1. U → V ∈ A and V → W ∈ A and V ∈ X, or
2. U ← V ∈ A and V → W ∈ A and V ∈ X, or
3. U → V ∈ A and V ← W ∈ A and neither V nor its descendants are in X.
We call structure U → V ← W in condition 3 a V-structure, and V is a V-structure vertex.
Now, let X, Y and Z be disjoint subsets of V. Then, Z D-separates X and Y, denoted
as hX, Y | ZiD , if every chain in G between a vertex in X and a vertex in Y is D-separated
by Z.
Figure 2.2 shows the three conditions in which a vertex V D-separates the chain between
vertices U and W.
Given Definition 6, Pearl [80] proved an essential property of Bayesian networks.
Theorem 2 Let BN = (G, Pr) be a Bayesian network with G = (V, A). Then

hX, Y | ZiD

implies Pr(X, Y | Z) = Pr(X | Z) · Pr(Y | Z)
18
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Figure 2.2: Three Conditions for Blocking a Chain.

for all X, Y, Z ⊆ V.
Conditional independence can be viewed as the formalization of irrelevance, one of the
key concepts in many calculi in Artificial Intelligence [100]. In a Bayesian network, the
D-separation relationship induced by the local vertex structures in a DAG are exploited to
reduce the storage and computational demands of probabilistic inference with a Bayesian
network. In effect, D-separation implies (conditional) independence, so independence relations can be “read” from a graph by Theorem 2. However, there is not always a one-to-one
mapping between a DAG and the conditional independence relationships of a random system.
Definition 7 Let V be a set of variables. An independency statement is a statement of the
form I(X, Y | Z) where X, Y, and Z are disjoint subset of V. An independency model
MI over V is a set of independency statements.
A statement I(X, Y | Z) should be read as “X is conditionally independent of Y given
Z”. Through conditional independence, every probability distribution Pr induces an independency model MI .
Definition 8 Let V be a set of variables, and let Pr be a joint probability distribution over
19

V. The independency model MI induced by Pr is the set of independency statements MI =
{I(X, Y | Z) | ∀x ∈ ΩX , y ∈ ΩY , z ∈ ΩZ , Pr(x, y | z) = Pr(x | z)·Pr(y | z), Pr(z)>0}.
Definition 9 Let V be a set of variables. The semi-graphoid axioms are:
symmetry I(X, Y | Z) ⇔ I(Y, X | Z),
decomposition I(X, WY | Z) ⇒ I(X, W | Z),
weak union I(X, WY | Z) ⇒ I(X, Y | ZW),
contraction I(X, Y | WZ) ∧ I(X, W | Z) ⇒ I(X, YW | Z).
for any disjoint W, X, Y, Z ⊆ V. The graphoid axioms are semi-graphoid axioms together with the following additional axiom:
intersection I(X, Y | WZ) ∧ I(X, W | YZ) ⇒ I(X, WY | Z),
for any disjoint W, X, Y, Z ⊆ V.
The previous definition gives rise to a classification of independency models.
Definition 10 Let V be a set of variables, and let M I be an independency model over V.
• M I is semi-graphoid if M I is closed under the semi-graphoid axioms.
• M I is graphoid if M I is closed under the graphoid axioms.
• M I is stochastic if a joint probability distribution Pr over V exists such that Pr
induces M I .
• M I is positive stochastic if a strictly positive joint probability distribution Pr over V
exists such that Pr induces M I .
The relationships between these types of independency models are given in the following theorem.
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Figure 2.3: The Relationships between the Different Types of Independency Models.

Theorem 3 Every stochastic independency model is semi-graphoid. Every positive stochastic independency model is graphoid.
A proof of Theorem 3 can be found in [99] or in [3]. Figure 2.2 visualizes the relationships between these independency models.
Theorem 4 Let V be a set of variables. Let G = (V, E) be an undirected graph or a
I
directed acyclic graph. Let MG
be the independency model corresponding to G. Then,
I
MG
is closed under the graphoid axioms.

Proofs of Theorem 4 for undirected graphs and directed acyclic graphs can be found
in [80]. From Theorem 3 and 4, we observe that not all of the conditional independences of
a random system can be one-to-one mapped to a DAG. The following definition classifies
relationships between graphs and independency models.
Definition 11 Let V be a set of variables. Let M I be an independency model over V and
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let G = (V, E) be an undirected graph or a directed acyclic graph.
• G is a dependency map, or D-map, of M I if it satisfies that I(X, Y | Z) ∈ M I
implies < X, Y | Z >D .
• G is an independency map, or I-map, of M I if it satisfies that < X, Y | Z >D
implies I(X, Y | Z) ∈ M I .
• G is a minimal I-map of M I if G is an I-map of M I and no proper subgraph G0 =
(V, E0 ) is an I-map of M I .
• G is a perfect map, or P-map, of M I if G is both an I-map and D-map of M I .

In efficient and practical applications of Bayesian networks, we require the DAG G
of the network to be a minimal I-map of the independence model of the corresponding
random system. Then D-separation property hX, Y | ZiD on G implies that X and Y are
conditionally independent in Pr given Z, thus Pr(X, Y | Z) = Pr(X | Z) · Pr(Y | Z)
denoted by I(X, Y | Z).
The minimal set of vertices that D-separates vertex X from all other vertices is given
by the Markov blanket ∂(X) [80], which implies that Pr(X | ∂(X), Y) = Pr(X | ∂(X))
for any set Y ⊆ V \ {X}.
The joint Markov blanket of a set of vertices forms a boundary:

Definition 12 Let BN = (G, Pr) be a Bayesian network with G = (V, A) and let X ⊆ V
S
be a set of vertices. The Markov boundary ∂(X) of X is defined by ∂(X) = X∈X ∂(X).
The Markov boundary ∂(X) D-separates X from all other vertices, which implies that
Pr(X | ∂(X), Y) = Pr(X | ∂(X)) for any set Y ⊆ V \ X.
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2.3

Markov Networks

Undirected graphs are also used to represent conditional independence relationships in
a random system. This section gives a brief introduction to an undirected graph model, the
Markov network.
Definition 13 Let G = (V, E) be an undirected graph. A path U1 , U2 , . . . , Um , m > 1 in
G is blocked by a set of vertices X, X ⊆ V, if the path has at least one node in common
with X.
Definition 14 Let G = (V, E) be an undirected graph. Let X, Y, Z be disjoint subsets of
V. Z separates X from Y in G, written hX, Y | ZiG , if every path in G from a vertex in
X to a vertex in Y is blocked by Z.
A statement of the form hX, Y | ZiG is called a separating statement. In the sequel,
we omit the subscript G as long as the context makes it clear which graph G is considered.
The following separation property is referred to as the global Markov property:
Theorem 5 Let V be a set of variables. Let G = (V, E) be an undirected graph. Let
U ∈ V and ν(U ) be the neighborhood of U , which are all vertices reachable from U by
following one edge. Then for every U ∈ V, h{U }, V \ {U } | ν(U )i.
Pearl [80] gives a proof of Theorem 5.
An independency model can also be associated with an undirected graph. The global
Markov property states that in an undirected graph every vertex is separated by its neighbors
from all other vertices of the graph.
Definition 15 Let V be a set of variables. Let G = (V, E) be an undirected graph. The
I
independency model MG
over V corresponding to G is the set of independency statements

I(X, Y | Z) such that hX, Y | ZiG in G.
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Definition 16 Let V be a set of variables. A Markov network MN over V is an ordered
pair MN = (G, P) such that
1. G = (V, E) is an undirected graph, called the skeleton of MN, containing the
unique cliques C1 , . . . , Cm , m > 1, and
2. P = {gj : ΩCj → IR+ | j = 1, . . . , m} is a set of non-negative functions, called
potentials.

The potentials of a Markov network uniquely define a joint probability distribution
Pr over V in which the independency statements are represented by the skeleton of the
network. More specifically,
Theorem 6 Let V be a set of variables. and let MN = (G, P) be a Markov network over
V. Then,
Pr(v) = α ·

m
Y

gj (cj ) ,

(2.6)

j=1

for all v ∈ Ω, where α is a normalizing constant such that

P

v∈Ω

Pr(v) = 1, defines a

joint probability distribution over V such that G is an I-map of Pr.
The proof of Theorem 6 can be found in [80].
Compared to Bayesian networks, Markov networks have more limitations to represent
distributions. For example, a Markov network can only represent strictly positive distributions.

2.4

Bayesian Inference

Bayesian inference with a Bayesian network amounts to the calculation of conditional
probabilities given evidence e, where evidence consists of some observed values for select
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variables E of the network, where these evidence variables are instantiated by the evidence
instantiation e of observed values.
Generally speaking, Bayesian inference can be classified into the following three broad
categories:
Marginalization calculates or estimates the posterior marginal probability distribution of
an unobserved variable Pr(C = c | e).
Maximum A Posterior Assignment (MAP assignment) finds the assignment that maximizes the posterior probability of V = v for a set of unobserved variables V:
argmaxv∈Cfg(V) Pr(v | e).
Maximum Marginal assignment (MM assignment) finds the assignment of a variable C
that maximizes the posterior marginal probability: argmaxc∈Cfg(C) Pr(C = c | e).
Of these three problems, the posterior marginal probability distribution calculation or
estimation is the most important and most widely used. The conditional probability of a
variable given evidence allows diagnostic reasoning where symptoms are given as evidence
and a diagnosis is established from the posterior probability distribution through Bayesian
inference.

2.4.1

Exact Bayesian Inference

In this section, we briefly review the major algorithms for exact Bayesian inference.
Exact Bayesian inference with Bayesian networks is NP-hard [24]. To be more precise,
it is #P-complete [13]. Hence, in practice exact Bayesian inference is feasible only with
small-scale Bayesian networks or networks that are dramatically simplified, such as by
naı̈ve Bayes or other structural approximations.
Polytree [77] is one of the simplest Bayesian network structures. A polytree is a DAG
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whose underlying undirected graph forms a tree. This simple structure can be exploited to perform probabilistic inference very efficiently [56]. Pearl [77] introduced
a polynomial evidence propagation algorithm polytree propagation (also known as
belief propagation) that propagates λ-messages upward using a form of Bayes’ rule
and propagates ρ-messages downward in the tree branches. This form of messaging
allows the network to be updated given some evidence such that conditional probabilities of all non-evidence variables can be quickly determined.
Cutset Conditioning [93, 94, 101] cuts loops in a Bayesian network to create polytrees.
The algorithm breaks all loops by instantiating specific variables (the loop cutset)
to form a polytree. It then applies belief propagation on the polytree(s) for each
cutset instantiation. The sum of the probabilities weighted by the cutset-weighted
probability is the exact result

Pr(V ) =

X

Pr(V | c) · Pr(c) ,

Cfg(C)

where C is the cutset such that its instantiation results in a polytree by D-separation
Definition 6, so that Pr(V | C e) for each configuration of C can be efficiently
computed. The complexity of this algorithm is determined by the number of cutset
configurations that must be considered. The complexity grows exponentially with the
size of loop cutset. The problem of finding a minimal loop cutset has been proven to
be NP-hard [101].
Recursive Conditioning [28] alleviates the constraint that cutsets are required to separate
a Bayesian network directly into polytrees. Instead, it recursively applies the basic
formula
X

Pr(x) =

Cfg(C)
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Pr(x, c)

where C is the cutset to calculate marginals. Through caching the intermediate computation results, recursive conditioning has similar computation complexity to other
state-of-the-art exact inference algorithms.
Clique Tree or Junction Tree Algorithms [61] provide an efficient propagation method.
It is based on the recursive calculation of conditional probabilities associated with
the cliques of the graph. The general junction tree algorithm consists of three stages:
triangulation, generating the junction tree, and belief propagation. The triangulation process is also called the decomposition process, it combines the highly-related
vertices into clusters or more specific cliques. Since the size of potential functions
are exponential in the size of cliques, the space and time complexity of clique tree
algorithm is determined by the size of the maximum clique.
Variable Elimination [118] is a process of summing out unobserved variables one by one
by using the formula

Pr(x1 , · · · , xn ) =

X

Pr(x1 , · · · , xn , xn+1 ) .

xn+1

The performance of variable elimination depends on the selection of an elimination
order. Searching for an optimal elimination order has been shown to be as hard as
optimized triangulation of an undirected graph [58, 59].
Weighted Model Counting [16] (WMC) encodes a Bayesian network into a Conjunctive
Normal Form (CNF) over truth assignments based on variable states, then it computes the Bayesian network’s marginals either by a search algorithm on CNF or by
compiling the CNF into a structure that renders WMC a polynomial-time operation
in the size of the compiled structure. The WMC encoding replaces each value of statistical variable with a Boolean variable, and converts each configuration in CPT to a
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Boolean variable, then builds a CNF whose truth assignment (a model) is the same to
a valid configuration. Finally WMC assigns each model a weight which is equivalent
to the joint probability of the corresponding configuration. WMC can fully utilize
zero probability entries and local structures of the CPTs of a Bayesian network to
simplify calculations.
Although there are several other exact algorithms and variations of these, the methods
listed above are the most commonly used. None of the methods is known to be generally
the best, since the performance of each depends on the specific properties of a Bayesian
network. In general, it has been shown that the complexity of exact inference is determined
by the treewidth [13] of a network. In the worst case, the computational complexity of
exact inference is exponential in the treewidth.
The following is a formal definition of treewidth.
Definition 17 A tree-decomposition of an undirected graph G = (V, E) is a pair ({Xi |
i ∈ I}, T = (I, F)) with {Xi | i ∈ I} a family of subsets of V, one for each node of T , and
T a tree such that
•

S

i∈I

Xi = V.

• for all edges (v, w) ∈ E, there exists an i ∈ I with v ∈ Xi and w ∈ Xi .
• for all i, j, k ∈ I: if j is on the path from i to k in T , then Xi ∩ Xk ⊆ Xj .
The treewidth of a tree-decomposition ({Xi | i ∈ I}, T = (I, F)) is maxi∈I |Xi | − 1.
The treewidth of an undirected graph G is the minimum treewidth over all possible treedecompositions of G. The treewidth of a directed graph G is the treewidth of the underlying
undirected graph of G.
Consider a Bayesian network with n = |V | vertices and bounded treewidth w. If we
want to compute the probability of some instantiation e of variables E in the network,
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the computation can be done in O(n · exp(w)) time and space, using either conditioning,
variable elimination or junction tree. One of the main benefits of conditioning, however,
is that it facilitates a tradeoff between time and space. For example, one can answer the
previous query using O(n) space only, but at the expense of O(n · exp(w log n)) time. A
complete trade-off spectrum is also possible [28]. One of the main benefits of variable
elimination is its simplicity, which makes it the method of choice for introductory material
on the subject of inference in Bayesian networks.
Junction tree (or clustering) algorithms enjoy a key feature that favor them in largescale implementations by only consuming O(n · exp(w)) time and space. These algorithms
not only compute the probability of instantiation e, but also compute other useful probabilistic quantities including the posterior marginals Pr(x | e) for every variable X in the
Bayesian network. Hence, Junction Tree algorithms provide the largest amount of probabilistic information on a given Bayesian network, assuming that we are willing to commit
O(n · exp(w)) time and space.

2.4.2

Approximate Bayesian Inference

c | e) estimates the
Instead of calculating Pr(c | e) exactly, an approximation Pr(c
marginal within a relative error
Pr(c | e) c
≤ Pr(c | e) ≤ Pr(c | e)(1 + ξ)
1+ξ

,

c | e) ≤ Pr(c | e) + δ
∃δ > 0, Pr(c | e) − δ ≤ Pr(c

.

∃ξ > 0,

or absolute error

Approximate inference is NP-hard [26]. Stochastic approximate inference is too hard
to be polynomial unless PH collapses. However, approximate inference algorithms, es29

pecially stochastic sampling algorithms, form an attractive class of algorithms because of
their anytime [38] and anywhere [92] properties.
There are four main categories of approximate inference algorithms.
Model Simplification [57, 105] reduces the complexity of a BN to a tractable level (for
exact and approximate algorithms) within acceptable error bounds. Among many
such algorithms [46], Van Engelen’s arc removal [105] reduces treewidth by removing arcs that have weak impacts. To simplify the junction tree method, [57]
introduces an approximation to simplify Bayesian networks. The complexity of the
junction tree method is roughly determined by the size of largest clique component.
If the clique can be further divided into two parts by means of forcing additional
independence relationships, the size of the potential functions of the cliques can be
decreased dramatically and performance of the junction tree method is improved.
Search-Based Algorithms [50, 78, 81, 82, 98] compute the N instantiations of a sample
by creating a tree whose branches are associated with partial instantiations of the
variables. In every iteration, the search process selects one of the branches of the tree
associated with an instantiation. Elements or points missed during sampling should
be trivial or so rare that they only play a minor effect on the final result. The main
difference among them is the criterion to choose the branches in each iteration step.
For example, the maximum probability search algorithm [81] uses a criterion based
on maximum probability to select branches in each iteration step.
Loopy Belief Propagation (LBP) is a variation of Pearl’s polytree propagation. LBP directly runs the polytree belief propagation on a Bayesian network with loops. It
has been empirically demonstrated that LBP performs well in the context of errorcorrecting codes and computer vision [67]. However, for many graphs with loops
LBP may give poor results or even fail to converge. More recently, it has been shown
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that there is a close connection between belief propagation and certain approximations to the variational free energy in statistical physics [76, 110, 111]. Specifically,
the fixed points of LBP are shown to coincide with the stationary points of the Bethe
approximate free energy subject to consistency constraints. Bethe free energy approximation is a special case of a general class of approximations called Kikuchi
free energy approximations. A general class of LBP algorithms are also introduced,
which attempts to find the stationary points of Kikuchi free energy [110]. The recent
variant of LBP is iterative join-graph propagation [29], it combines LBP with the
mini-bucket technique.

Monte Carlo Methods (MC) can be used to approximate marginals, because the computation of the marginal can be viewed as an integral approximation problem [32,
86, 88]. According to the principle of large numbers [33] in probability theory, the
average value of an experimental result approaches the expected value, which can
be regarded as an integral in random space. There are two major subclasses in this
field: Markov Chain Monte Carlo Method (MCMC) [79] and importance sampling.
MCMC first creates an initial instantiation which is either randomly generated from
all possible instantiations or by one of other sampling methods. Then, to generate the
next instantiation, all non-evidential variables are sampled one at a time (in any given
order or in a random order). A random value for the selected variable is generated
from the conditional probability distribution of the variable given the current state of
all other variables. MCMC methods can be further classified [63]:
Metropolis Sampling uses the density Q(x0 ; x(t) ) to generate the next sample x0
from a current sample x(t) . Q(x0 ; x(t) ) can be a simple distribution such as a
Gaussian centered on the current x(t) . Then to decide whether to accept x0 as a
new state, we compute the quantity a =
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Pr(x0 )Q(x(t) ;x0 )
.
Pr(x(t) )Q(x0 ;x(t) )

If a > 1, the new state

will be accepted, otherwise the new state is accepted with probability a.
Gibbs Sampling is a special version of Metropolis sampling, whose density Q is
defined as conditional distributions of the full distribution Pr(X). For Bayesian
networks, the conditional probability distribution Pr(Xi | {Xj }j6=i ) is reduced
to the conditional probability distribution of Xi ’s Markov blanket ∂(Xi ), based
on the conditional independency relationships in the Bayesian network.
MC methods, also known as Stochastic simulation algorithms, stochastic sampling,
form one of the most prominent classes of approximate inference algorithms [89].
logic sampling [48] was the first and simplest sampling algorithm proposed. Likelihood weighting [37] was designed to overcome the poor performance of logic sampling under evidential reasoning with unlikely evidence. Stratified sampling [8], hypercube sampling [19], and quasi-MC [18] methods generate random samples from
uniform distributions to improve sampling results.

2.4.3

Importance Sampling

Approximate Bayesian inference algorithms based on importance sampling [88] are
among the most frequently used. Importance sampling is an effective alternative method to
direct numerical integration and has become the basis for many stochastic sampling algorithms to estimate the prior probability distribution Pr and posterior probability distribution
Pre given evidence e from a Bayesian network. Compared to MCMC, importance sampling
generates each sample independently. MCMC methods may discard some samples when
they are highly correlated to each other. Importance sampling does not suffer from this
problem, since each sample is independently generated. In the case of Bayesian inference,
the goal of importance sampling is to approximate the posterior probability distribution
Pr(· | e), often denoted, Pre , modeled by a Bayesian network given some evidence e,
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without actually updating the Bayesian network to model the posterior, when the latter is
too costly to compute with exact inference methods.
Because the summation process to calculate Pre can be viewed as an integration problem, we can analyze Bayesian network importance sampling from the viewpoint of approximating an integral.
Z
E[g(X) | p] =

g(x) p(x) dx ,

(2.7)

Ω

where g(X) is an integrable function of X over domain Ω and p(X) is a probability density
of X over Ω.
In Bayesian inference, it is difficult to calculate p. The basic idea of importance sampling is to draw from a distribution other than p, say f , in certain way to reduce the variance
of the sampling. Importance sampling approaches this problem by rewriting Equation (2.7)
into
Z
E[g(X) | p] =

g(x)
Ω

p(x)
f (x) dx
f (x)

,

(2.8)

with f (X) a probability distribution of X over Ω, often referred to as the importance function. It should be easy to sample from f (X) so that we can generate samples x1 , . . . , xN
from f (X) and use the following sample-mean formula
N
1 X
ĝN =
g(xi ) w(xi )
N i=1

with importance weights w(xi ) =

,

(2.9)

p(xi )
.
f (xi )

Assumption 1 The distribution f (X) is assumed to support p(X) on Ω. That is, ∀x ∈ Ω :
p(x) > 0 ⇒ f (x) > 0. Furthermore, it is assumed that

0
0

= 0 in w(xi ) =

p(xi )
.
f (xi )

For more details we refer the reader to [88, 117].
Almost surely ĝN converges to E[g(X) | p] for large N , but the result may converge to
the correct value very slowly when the variance is high. The minimum variance [117] of
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ĝN over all f (X) is given by
2

Z
Var[g(X) w(X) | f ] =

|g(x)| p(x) dx

2

Z
−

Ω

g(x) p(x) dx

(2.10)

Ω

and is obtained when the importance function is
|g(x)| p(x)
|g(x)| p(x) dx
Ω

f (x) = R

The integral

R
Ω

.

(2.11)

|g(x)| p(x) dx is computationally similar to the one we are pursuing, so

(2.11) is of little practical value. Instead we have to resort to heuristic strategies to design
effective importance functions.
In the case of Bayesian inference, since the domain of importance function is exponential in the number of variables, it is impractical to define an importance function f (X)
directly. Hence, f (X) is generally defined as a product of an importance function family
F.
The complexity of a stochastic sampling is for a large part determined by the number of
sampling cycles. More specifically, the time complexity, under certain acceptable variance
and error conditions of the approximation, is the optimal number of sampling cycles. This
problem is known as the stopping rule. The following discussions on the stopping rule are
mainly from [25, 88].
Consider a probability space (Ω, 2Ω , Pr). A sequence of samples {ω1 , ω2 , . . .} is generated by a sample generator from the probability space (Ω, 2Ω , Pr). We define the corresponding statistical variable as {ζ(ω1 ), ζ(ω2 ), . . .} and denote the expectation of the statistical variable E[ζ] as φ. The arithmetic mean µ of a simulation of ζ of size N is an estimate
of φ:
µ=

1
(ζ(ω1 ) + . . . + ζ(ωN )) .
N
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The sequence ζ(ω1 ), ζ(ω2 ), . . . forms a sequence of independent and identically-distributed
statistical variables. Thus, by the Central Limit Theorem [34], for sufficiently large N
the distribution of the estimate u is approximated by a normal distribution. Under this
assumption, the cumulative mass of the tails of the normal distribution gives the probability
that µ does not approximate φ to within a specific error tolerance. Thus, in the limit as N
tends to infinity, we have
"
Pr

#!
Z 
2
|µ − φ|
2
p
≥
→√
e−x /2 dx
2π −∞
var(ζ)

,

(2.12)

where var(ζ) denotes the variance of the sequence ζ(ω1 ), ζ(ω2 ), . . ..
Although the Central Limit Theorem guarantees that Equation (2.12) holds for infinite
N , we do not know how well the approximation holds for finite N . This makes Equation (2.12) difficult to use in practice. Chernoff bounds [33] and the Zero-One Estimator
Theorem [54] give bounds for Bernoulli trials [33], but they are expressed in terms of the
unknown quantity φ.
For stochastic simulation algorithms, one is interested in deriving an upper bound on N
which guarantees µ is a good estimate of φ. More specifically, for any positive , δ ≤ 1 we
would like to know the least number of trials N needed to guarantee that with a probability
of at least 1 − δ, µ approximates φ with relative error .
Definition 18 For , δ ≤ 1, µ is an (, δ)-estimate of φ if and only if

Pr(φ(1 + )−1 ≤ µ ≤ φ(1 + )) ≥ 1 − δ

.

The Zero-One Estimator Theorem gives the following result
Theorem 7 If , δ ≤ 1 and N =

4
φ2

ln 2δ then µ is an (, δ)-estimate of φ.
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2

Proof. See [54].

The major difficulty of applying Theorem 7 to a Monte-Carlo method as a stopping
rule is that the estimation of φ needs an estimator that is a best guess of the distribution
φ, which is φ itself. To circumvent this circular definition, a conservative lower-bound on
φ is computed with a polynomial-time algorithm and then used to derive a rough estimate
of N . Unfortunately, in many cases the best lower bound that can be computed is exponentially small in the size of the problem. In [25] another estimator is given based on the
second-order distribution to refer to a probability distribution over a probability parameter
of interest. For N trials and µN successes, the probability distribution over φ is described
by a beta function as follows:

β(φ | µ, N ) = B(µ, N )φµN −1 (1 − φ)(1−µ)N −1

,

where
B(µ, N ) =

(N − 1)!
(µN − 1)!((1 − µ)N − 1)!

.

By applying Taylor series and estimating the cumulative mass, we can state that
Theorem 8 Let φ have a beta-prior distribution. For given , δ ≤ 1, and estimate µ, if N
satisfies
N>

4
7
ln
2 µ δ

,

then µ is an (, δ)-estimate.
2

Proof. See [25].

Theorem 8 replaces the appearance of the unknown mean φ in the Zero-One Estimator
Theorem with the known current estimator µ. Thus, theorem 8 provides a practical bound
on the required number of trials derived from a principled analysis of information made
available about φ via simulation. Corollary 1 is retrieved from Theorem 8 and it guarantees
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the upper bound N of Theorem 8 is optimal.
Corollary 1 An approximation algorithm outputs an (, δ)-estimate after N simulations,
where N satisfies
14
Pr(N ≤ 2 ln
φ

 
4
)≥1−δ
δ

.

2

Proof. See [25].

The upper bound for N in Corollary 1 is within a multiplicative constant of the lower
bound, and therefore, it is optimal. Thus, with probability at least 1 − δ, the stopping rule
expressed by Theorem 8 is optimal.
The error estimator defined in Definition 18 is also called a randomized-relative error.
There is another error measurement randomized-absolute error that is defined as follows.
Definition 19 For , δ ≤ 1, µ is a randomized-absolute error approximation if and only if

Pr(φ −  ≤ µ ≤ φ + ) ≥ 1 − δ

.

If we apply the randomized-absolute error approximations then

N>

2
1
ln
2

δ

,

trails suffices for convergence. This result follows directly from the analysis of the ZeroOne Estimator Theorem. By applying Theorem 7, [25] gives a complexity analysis of
widely-used stochastic algorithms (n is the number of variables):
Basic Method With probability at least 1 − δ, the basic method of logic sampling out

n
puts an (, δ)-estimate of Pr(x | e) in running time O 2 Pr(x,e)
ln 4δ . The result is
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straight forward, because φ = Pr(x, e).
Rejection Method With probability at least 1 − δ, the rejection method outputs an (, δ)

n
estimate of Pr(x | e) in running time O 2 Pr(x,e)
ln 4δ . Both basic and rejection
logic sampling approaches have similar running times. Conceptually, the difference
is whether we spend more time sampling, or more time generating suitable samples.
MCMC With probability at least 1 − δ, the MCMC (, δ)-estimate of Pr(x | e) in running


T
time O 2 Pr(x,e)
ln 4δ where T is the time for φT (relative error for MCMC) satisfies
φT < 31 Pr(x | e).
Importance Sampling With probability at least 1 − δ,the likelihood sampling outputs an


an
(, δ)-estimate of Pr(x | e) in running time O 2 Pr(x,e)
ln 4δ . The value of a depends on the specific variant of importance function used. If the importance function
is optimal, a = Pr(e).

2.4.4

Bayesian Inference with Importance Sampling

Bayesian inference methods based on importance sampling are among the most frequently used stochastic simulation algorithms. Examples are Self Importance Sampling
(SIS) and heuristic importance sampling [95]. Importance sampling algorithms differ in
the choice of importance function that defines the sampling distribution. The closer the
importance function is to the actual distribution (with the possible exception of heuristics
to support thicker tails [117]), the better the performance of sampling to yield good convergence results in acceptable time [62]. A well-known problem is that the importance
functions, which are all initially based on the prior distribution, eventually start diverging from the exact posterior distribution under evidential reasoning. The error variance of
importance sampling may significantly increase when evidence variables are instantiated
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and the distribution’s prior (in)dependence relations change to posterior (in)dependence
relations.
To address this problem, one approach is to approximate the posterior conditional probability distribution by mini-bucket elimination [31], see for example [51] and [52]. Dynamic
Importance Sampling (DIS) [68, 90] extends this approach by using probability trees [10],
that leverages the context-specific independence relations, and by refining the approximated conditional probability tables (CPTs) of a Bayesian network during sampling.
Other advances in importance sampling are based on learning methods to dynamically
learn an importance function under evidential reasoning, e.g. adaptive importance sampling [75] and Adaptive Importance Sampling with Bayesian Networks (AIS-BN) [17], or
methods that directly compute an importance function based on the prior distribution and
the evidence, e.g. Evidence Pre-propagation Importance Sampling with Bayesian Networks
(EPIS-BN) [114, 115]. For learning, both SIS and AIS-BN adapt the importance function
by making quantitative adjustments to the CPTs of the BN using a particular CPT learning
algorithm.
More recently, restructuring methods for adaptive importance sampling that change
both the network structure and CPTs have been proposed. In [115] a factorization algorithm is described2 that adjusts the BN structure to further reduce the error variance of
importance sampling under evidential reasoning.
Also DIS [68, 90] restructures the potential functions through the variable elimination
process. However, a drawback of network restructuring is that potentially many new arcs
can be introduced. This is especially problematic for large networks, because the complexity of the network topology may be significantly increased and this can lead to large CPTs.
The number of table entries for a vertex is exponential in the in-degree of the vertex.
Importance sampling methods for Bayesian inference can be classified in three cate2

We will refer to Algorithm 1 in [115] as the “factorization algorithm.”
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gories based on the choice of importance function, see also [117]:
1. Static importance sampling methods estimate the prior distribution to define an importance function [37, 48]. The importance function is unchanged under evidential
reasoning to sample the posterior distribution.
2. Adaptive importance sampling methods adapt the importance function under evidential reasoning using a CPT learning algorithm, e.g. adaptive importance sampling [75], SIS [95], and AIS-BN [17].
3. Dynamic importance sampling methods compute an importance function based on
the prior distribution and evidence, e.g. EPIS-BN [114, 115], or calculated directly
as in [52] and [90].
DIS [68] can be considered a combination of 2) and 3). DIS builds new CPTs through
variable elimination [118] and probability tree pruning [68, 90], and DIS further refines
CPTs during the sampling process.
Adaptive methods 2) use various CPT learning algorithms to update the importance
function. SIS [95] takes the weighted average of the prior CPT and sampled CPT for the
update:
Pr(k+1) (v | π(V ), e) =

Pr(v | π(V )) + k Pr0 (v | π(V ), e)
(k+1)

,

(2.13)

where Pr0 (v | π(V ), e) is the updated CPT for V = v, which is calculated from samples in
the current iteration k. The weight of the estimated posterior CPT increases as the estimate
improves over the prior CPT. AIS-BN [17] uses a different strategy for the update:

Pr(k+1) (v | π(V ), e) = Pr(k) (v | π(V ), e) + η(k) (Pr0 (v | π(V ), e) − Pr(k) (v | π(V ), e)) ,
(2.14)
where Pr(k) (v | π(V ), e) is the previously estimated posterior CPT, Pr0 (v | π(V ), e) is the
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updated CPT calculated from samples in the current iteration k, and η(k) = a


b k/kmax
.
a

Both a and b are predefined positive constants, and kmax is the total number of iterations.
The success of AIS-BN is due to two heuristics [117]: the -cutoff to replace small
probabilities in the conditional probability tables by a larger  value, and by setting the
probability distributions of the parents of evidence nodes to uniform. This reduces the
sampling error by assuring that the importance function has thicker tails than the actual
posterior probability distribution.
Dynamic methods 3) such as EPIS-BN use -cutoff and LBP [70, 76, 106, 110, 111] to
update the CPTs directly. LBP converges faster than sampling if LBP does converge [114,
115]. Another approach is direct calculation. However, in general, calculating the posterior CPT exactly to determine the optimal importance function is typically too costly,
thus approximation approaches like mini-bucket elimination [51, 52] and probability tree
pruning [68, 90] are used to balance the cost and accuracy.
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CHAPTER 3

REFRACTOR IMPORTANCE SAMPLING

In this chapter, a new family of arc refractor methods is presented for adaptive importance sampling, which I will refer to as Refractor Importance Sampling (RIS). The method
locally modifies the network structure by way of “refracting” arcs incident to evidence vertices away to a subset of the ancestors of the evidence vertices. I prove that the error of
importance functions of all state-of-the-art methods are bounded from below under evidential reasoning, because Bayesian networks are not restructured to match the posterior
probability (in)dependence structure. RIS attempts to closely approximate the importance
sampling function of the posterior distribution by restructuring and, as a consequence, the
error variance of RIS is low.

An additional benefit of RIS is that it can effectively reduce the negative effects of
sample rejection, a well-known problem of importance sampling on networks with nonstrictly positive distribution. A RIS-based network modification is used to propagate zero
probabilities in CPTs upwards to the roots of the network to filter invalid samples more
efficiently.
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3.1

A Lower Bound on the KLD Error of an Updated
Importance Function

Importance functions that are adapted to the posterior by modifications made to the
CPTs of a Bayesian network can still diverge significantly from the actual posterior probability distribution. This error cannot be eliminated in general and is bounded from below.
The posterior joint probability distribution given evidence e for evidence vertices E ⊆
V will be denoted by Pre , such that Pre (X) = Pr(X | e) for all X ⊆ V. This notion gives
rise to the following definition that captures Pre by a Bayesian network.

Definition 20 Let BN = (G, Pr) be a Bayesian network with G = (V, A) and evidence
e for variables E ⊆ V. A posterior BN e of the BN is some (new) network defined as
BN e = (Ge , Pre ) with graph Ge over variables V \ E, such that BN e exactly models the
posterior joint probability distribution Pre .

The Kullback-Leibler information Divergence (KLD) [60] is a widely used measurement for comparing the difference between two related probability distributions. The KLD
is especially useful in approximate Bayesian inference algorithms. Because in those algorithms, we either want to measure the difference between the simplified Bayesian network
and original Bayesian network, or divergence between importance sampling function and
corresponding posterior probability. The following gives definitions and some important
property of KLD.
Definition 21 Let V be a set of statistical variables and let Pr and Pr0 be joint probability
distributions on V. Then Pr is absolutely continuous with respect to Pr0 over a subset of
variables X ∈ V, denoted as Pr  Pr0 k X, if Pr(x) = 0 whenever Pr0 (x) = 0 for all
configuration x of X.
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The continuity relation is a reflexive and transitive relation on probability distribution. Furthermore, the continuity relation satisfies:
• if Pr  Pr0 k X, then Pr  Pr0 k Y for all subsets of variables X, Y ⊆ V with
Y ⊆ X;
• if Pr  Pr0 k X, then Pr(· | y)  Pr0 (· | y) k X for all subsets of variables
X, Y ⊆ V and each configuration y of Y with Pr(y) > 0.
Definition 22 Let V be a set of statistical variables and let X ⊆ V. Let Pr and Pr0 be
joint probability distributions on V. The Kullback-Leibler information divergence (KLD)
or cross entropy of Pr with respect to Pr0 over X, denoted as I(Pr, Pr0 ; X), is defined as

0

I(Pr, Pr ; X) =



 P

Cfg(X)

Pr(x)
Pr(x) · ln Pr
if Pr  Pr0 k X
0 (x)


 ∞

otherwise

where 0 · ln(0/Pr0 (x)) = 0.
Note that the KLD I(Pr, Pr0 ; X) is not symmetric, thus it is not a distance metric.
Furthermore, the KLD has the following properties:
• I(Pr, Pr0 ; X) ≥ 0 for all subsets of variables X ⊂ V, especially I(Pr, Pr0 ; X) = 0
if and only if Pr(X) = Pr0 (X).
• I(Pr, Pr0 ; X) ≤ I(Pr, Pr0 ; V) for all subsets of variables X ⊆ V; and
• I(Pr, Pr0 ; X ∪ Y) = I(Pr, Pr0 ; X) + I(Pr, Pr0 ; Y) for all X, Y ⊆ V if X and Y are
independent in both Pr and Pr0 .
The KLD can be used to measure the error of adaptive sampling methods by comparing
the Bayesian network’s posterior probability distribution to the distribution induced by the
importance function. The divergence error of adaptive sampling methods that adjust the
44

CPT to calculate the updated importance function is bounded from below, as I prove in the
remainder of this section and published in [112].
To analyze the error in importance sampling, we essentially create an approximation
of BN e that models the instantiated evidence vertices using updated CPTs that are used to
calculate the updated importance function. Because all evidence vertices are ignored from
further consideration, this network will be referred to as the evidence-simplified Bayesian
network:

Definition 23 Let BN = (G, Pr) be a Bayesian network with G = (V, A) and evidence e
ce ), with
for variables E ⊆ V. The evidence-simplified BN is defined by ESBN e = (G0e , Pr
graph G0e = (Ve , A0e ) that excludes the evidence Ve = V \ E, and A0e = {X → Y ∈ A |
X, Y ∈
/ E}.

ce derived by CPT learning on an ESBN e approximates
The joint probability distribution Pr
the posterior distribution Pre that we are actually interested in. Suppose we are somehow
ce and
able to obtain the perfectly adjusted CPTs such that the divergence error between Pr
Pre is minimal, which would mean that

ce (V | πe (V )) = Pr(V | π(V ), e)
Pr

(3.1)

for all V ∈ V. The following theorem states this more formally.

Theorem 9 Let ESBN e = (Ge , Pre ) be an evidence-simplified Bayesian network given
ce (V | πe (V )) = Pr(V | π(V ), e)) for all V ∈ V, then the
evidence e for E ⊆ V. If Pr
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ce is minimal [60] and given by
KLD between Pre and Pr

PostKLD = 



X

X

Pr(x, π(X) | e) ln

X∈X Cfg(X,π(X))


X


Pr(π(E) | e) ln

Y
E∈E

Cfg(π(E))

with X = V \ E.
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Pr(x | π(X)) 
+
ce (x | πe (X))
Pr


Pr(e | π(E)) − ln Pr(e)

(3.2)

ce , where X = V \ E, is calculated by:
Proof. The KLD [60] between Pre and Pr
X

Pre (x) ln

Cfg(X)

=

X

Pre (x)
ce (x)
Pr

Pr(x|e) ln

Cfg(X)

=

X

Pr(x|e) ln

Pr(x|e)
ce (x)
Pr
Y
Y
Pr(x|π(X))
Pr(e|π(E))
X∈X

E∈E

Pr(e)

Cfg(X)

Y

ce (x|πe (X))
Pr

X∈X

Y
=

X

Pr(x|e) ln

Pr(x|π(X))

X∈X

Y

Pr(e|π(E))

E∈E

Y

− ln Pr(e)

ce (x|πe (X))
Pr

Cfg(X)
X∈X

X
Pr(x|π(X))
ln
=
Pr(x|e)
ce (x|πe (X))
Pr
x∈x
Cfg(X)
X
Y
+
Pr(x|e) ln
Pr(e|π(E)) − ln Pr(e)
X

E∈E

Cfg(X)

=

X
Pr(x|π(X))
Pr(x|e)
ce (x|πe (X))
Pr
X∈XCfg(X,π(X))
Cfg(X\{X,π(X)})
X
Y
+
Pr(π(e)|e) ln
Pr(e|π(E)) − ln Pr(e)
X

X

ln

E∈E

Cfg(π(E))

=

X

X

Pr(x, π(X)|e) ln

X∈XCfg(X,π(X))

X

+

Pr(π(e)|e) ln

X

X

Pr(e|π(E)) − ln Pr(e)

E∈E

Cfg(π(E))

=

Y

Pr(x|π(X))
ce (x|πe (X))
Pr

Pr(x, π(x)|e) ln Pr(x|π(x))

X∈XCfg(X,π(X))

+

X

X

ce (x|πe (X))
Pr

X∈XCfg(X,π(X))

+

X

Pr(π(e)|e) ln

Cfg(π(E))

1

Pr(x, π(X)|e) ln
Y

Pr(e|π(E)) − ln Pr(e)

E∈E
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From Equation (3.2)

The 1st , 3rd and 4th terms in (3.2) are determined by the original distribution. Hence,
X

X

Pr(x, π(x)|e) ln Pr(x|π(X))

X∈XCfg(X,π(X))

+

X

Pr(π(e)|e) ln

Y

Pr(e|π(E)) − ln Pr(e)

E∈E

Cfg(π(E))

ce we can only minimize
is constant. To minimize the divergence between Pre and Pr
X

X

Pr(x, π(X)|e) ln

X∈XCfg(X,π(X))

=

X

X

X

1
c
Pre (x|πe (X))
1

Pr(x, π(X)|e) ln

,

ce (x|πe (X))
Pr

X∈XCfg(π(X))Cfg(X)

which requires minimizing the following term for ∀X ∈ X ∀π(x) ∈ Cfg(π(X)):
X

1

Pr(x, π(X)|e) ln

ce (x|πe (X))
Pr

Cfg(X)

= Pr(π(x)|e)

X

Pr(x|π(X), e) ln

Cfg(X)

1
ce (x|π(X) \ e)
Pr

.

Because
X

ce (x|πe (X)) = 1
Pr

Cfg(X)

and by using Shannon’s information theory [96] we observe that to minimize
X

Pr(x|π(x), e) ln

Cfg(X)

1
ce (x|π(x) \ e)
Pr

ce (V |π(V ) \ e) = Pr(V |π(V ), e) for all V ∈ V. This completes the proof
we should set Pr
2

of Theorem 9.

By Theorem 9 the PostKLD is a lower bound that holds on the divergence of all sam48

pling distributions Pr0e generated by importance sampling algorithms that adjust the CPT,
such as SIS, AIS-BN, and EPIS-BN. That is, the divergence error is bounded from below
by the PostKLD

ce ; X) ≤ I(Pre , Pr0 ; X) ,
PostKLD = I(Pre , Pr
e

(3.3)

where I is the KLD [60] between two joint probability distributions P and Q over configurations of variables X defined by

I(P, Q; X) =

X

P (x) ln

Cfg(X)

P (x)
Q(x)

.

(3.4)

The information divergence bounds the absolute maximum error of the approximation
Q for P
r
|P (x) − Q(x)| ≤

1
I(P, Q; X)
2

(3.5)

for any x ∈ Cfg(X) [60]. Hence, by Theorem 9 and Equation (3.5) we have
r
ce (x)| ≤
|Pre (x) − Pr

1
PostKLD
2

.

(3.6)

ce =
The PostKLD is zero when specific conditions are met as stated below. Hence, Pr
Pre only when these conditions are met.

ce ) be an evidence-simplified Bayesian network given
Corollary 2 Let ESBN e = (Ge , Pr
ce (V | πe (V )) = Pr(V | π(V ), e))
evidence e for E ⊆ V. If π(E) ∩ (V \ E) = ∅ and Pr
ce = Pre .
for all V ∈ V, then Pr

ce is
Proof. Let X = V \ E. From Theorem 9 the KLD between Pre and Pr
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Y
X

Pr(x|e) ln

X∈X

Pr(e|π(E))

E∈E

Pr(e)

Cfg(X)

Y

Pr(x|π(X))
Y

.

ce (x|πe (X))
Pr

X∈X

Because π(E) ∩ (V \ E) = ∅ ⇒ ∀X ∈ X : Pr(X|π(X), e) = Pr(X|π(X)) we can set
ce (X|πe (X)) = Pr(X|π(X)) to minimize the divergence. Then,
Pr
Y
X

Pr(x|e) ln

Cfg(X)

Pr(x|π(X))

x∈x

Y
E∈E

Pr(e)

Y

Y

Pr(e|π(E))
=

ce (X|πe (X))
Pr

X

Pr(x|e) ln

Pr(e|π(E))

E∈E

Pr(e)

Cfg(X)

.

X∈X

Also from π(E) ∩ (V \ E) = ∅, we have that

∀E ∈ E : π(E) ⊆ E ⇒

Y
Pr(e|π(e)) = Pr(e)

.

e∈e

Hence,
X

Q
Pr(x|e) ln

E∈E

Cfg(X)

Pr(e|π(E))
=0 ,
Pr(e)
2

ce is zero.
and the KLD between Pre and Pr

Therefore, the optimal importance function that guarantees minimal error variance can
only be obtained when all evidence vertices are clustered as roots in G, assuming that
an optimal CPT learning strategy can be devised that effectively converges the CPTs to
Equation (3.1). Otherwise, the PostKLD is not guaranteed to be zero and optimal CPT
learning methods will be unsuccessful in minimizing the error variance.
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3.2

A Family of Restructuring Methods for Adaptive
Importance Sampling

This section introduces a new family of restructuring methods to reduce the error variance in adaptive importance sampling on Bayesian network by practically eliminating the
restrictive PostKLD lower bound on the divergence error with approximate restructuring
methods. The bound is eliminated with the full RIS procedure.

3.2.1

Optimal Bayesian Network Adaptation to the Posterior

The problem with CPT-learning-based approaches to adapt the importance functions to
the posterior distribution is that under evidential reasoning the dependence structure of the
posterior Pre cannot be generally matched by the approximated posterior sampling distribution Pr0e , Changing the CPTs by learning is insufficient, since the proof in the previous
section showed that the PostKLD is generally nonzero (except for very specific cases).
This can be remedied by restructuring a Bayesian network to allow the approximate Pr0e to
approach the actual Pre given evidence e. A naı̈ve way to accomplish this would be to produce a densely structured Bayesian network by connecting X → Y for all δ(X) < δ(Y ).
However, dense Bayesian networks exhibit large CPTs and require more costly computations as a result. The size of a CPT for a vertex is exponential in the in-degree of the
vertex. Restructuring methods such as the factorization algorithm [115] and full RIS may
introduce many new arcs, thereby generating dense networks.
To address the importance sampling error variance problem without resorting to methods that require excessive computational costs, this section introduces a family of efficient
and more optimal restructuring methods for adaptive importance sampling. These methods
allow the importance function to approach the posterior Pre . To facilitate Bayesian network restructuring, I introduce “arc refractors”, which strategically place additional arcs
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in a Bayesian network to model the influence of evidence on the sampling function.
First, we divide the non-evidence vertices of a Bayesian network into two classes according to their relationship with evidence vertices: the ancestors of evidence vertices and
those that are not.

Theorem 10 Let BN e (Ge , Pre ) be the posterior of a BN = (G, Pr) given evidence e for
E ⊆ V. If X ∈
/ An(E) for all X ∈ V \ E, then Pre (X | Ah e (X | δ)) = Pr(X | π(X)).
The evidence vertices in π(X) take configurations fixed by e, that is Pr(X | π(X)) =
Pr(X | π(X) \ E, e1 , . . . , em ) for all Ei ∈ π(X) ∩ E.

2

Proof. See [17].

Therefore, the CPTs of vertices X that are not ancestors X ∈
/ An(E) of evidence
vertices E can be used unchanged. For the remaining vertices, we use D-separation to
explore the influence of evidence. From Theorem 10 and by D-separation it follows that

Pre (V) =

Y

Pre (V | Ah e (V | δ))

V ∈V

=

Y

Pr(V | π(V ))

V 6∈An(E)

Y

Pre (V | Ah e (V | δ)) .

(3.7)

V ∈An(E)

The result of our arc refractor technique outlined below is to estimate Pre (V | Ah e (V |
δ)) in Equation (3.7) from samples and use it to improve the approximation Pr0e of the
quantity Pre we seek. To make this objective tractable, we reduce the sampling state space
by the shield σ(V | E) of vertex V given E, which is the minimal set1 σ(V | E) ⊆
An(E) ∩ Ah(V | δ) of E’s ancestor vertices ahead of V that are not already blocked by
V ’s parents, such that hV, Ah(V | δ) | π(V ) ∪ σ(V | E) ∪ {E}i. By D-separation and
1

We assume that Ah e = Ah when V’s indexing remains unchanged after observing the evidence.
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Equation (3.7) this guarantees

Pre (V) =

Y
V 6∈An(E)

Pr(V | π(V ))

Y

Pre (V | π(V ) ∪ σ(V | E)) .

(3.8)

V ∈An(E)

From this it is clear that by estimating Pre (V | π(V ) ∪ σ(V | E)) from importance samples, for example using SIS or AIS-BN, we can approach the optimal importance function
and break the restrictive PostKLD lower bound on the divergence error of sampling. A
prerequisite for this is the structural adaptation of the Bayesian network by means of arc
refractors to model Pre (V | π(V ) ∪ σ(V | E)) for all V ∈ An(E) and subsequently for all
evidence vertices E ∈ E.

3.2.2

Parametric Arc Refractors

To reduce the network density possibly resulting from many new arcs, I present a parametric approach. Algorithms 1 and 2 implement a parametric form of the RIS arc refractor
procedure using a level threshold L ≥ 0 to select a subset σL (V | E) ⊆ σ(V | E) for the
new parent set πe (V ) = π(V ) ∪ σL (V | E).
Note that there are two special cases. Firstly, RIS (L = 0) gives σ0 = ∅, which corresponds to standard adaptive importance sampling without restructuring, since the parent
sets are unchanged πe (V ) = π(V ). Secondly, when RIS (L = ∞) we obtain the full RIS,
i.e. σ(V | E) = σ∞ (V | E) to satisfy Equation (3.8).
Algorithm 3 implements a variation of arc refractoring that restricts the restructuring
to the parents of an evidence vertex rather than all of its ancestors. This further limits
the network density as desired but may negatively affect the accuracy of the importance
function.
Algorithm 1 computes σL (V | E) in O(|A|) worst-case time for any L, V and E,
assuming An(·) takes unit time (for example using a lookup table). Note that the shield
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Input: Vertex V ∈ An(E), evidence vertex E ∈ V, and level threshold L ≥ 0
Output: Set of vertices S = σL (V | E)
Data: Queue of vertices Q
S ←∅;
foreach X ∈ Ah(V | δ) in reverse topological order δ do
Q ← {X} ;
while Q 6= ∅ do
Y ← Q.pop();
if Y = E then
S ← S ∪ {X};
break;
end
∗
if Y 6= V ∧ Y 6∈ S ∧ Y ∈ An(E) ∧ kX → Y k < L then
Q.push(children(Y ))
end
end
end
Algorithm 1: Parametric Shield σL (V | E) of Vertex V given Evidence E.
Input: BN = (G, Pr), evidence e for E ⊆ V, and RIS level threshold L ≥ 0
Output: RIS (L) restructured BN e
foreach E ∈ E in topological order δ do
foreach V ∈ An(E) do
πe (V ) = π(V ) ∪ σL (V | E);
remove arc V → E from G and expand the CPT of V to hold Pr0e (V | πe (V ));
end
end
Algorithm 2: Parametric RIS (L) Level Search Procedure.

σL (V | E) can be computed in advance for each V ∈ V given evidence vertices E.
Algorithm 2 takes O(|V||A|) time if |E|  |V|, otherwise the time is O(|V|2 |A|).
The CPT of a vertex V is updated by populating the expanded entries σL (V | E) \ {V }
using sampling data. This update incurs negligible overhead according to our experiments,
see Section 3.4.3. AIS-BN or SIS CPT learning steps Equations (2.13) and (2.14) are used
to adapt the (extended) CPTs during the AIS-BN or SIS sampling process. For the extended
CPTs we duplicate the CPT entries to fill the new entries, such that they are consistent with
the old entries and new parents. This is allowed because the new CPT is directly related to
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Input: BN = (G, Pr), evidence e for E ⊆ V, and level threshold L ≥ 0
Output: RIS p (L) restructured BN e
foreach E ∈ E in topological order δ do
foreach V ∈ π(E) /* restrict to parents of E */ do
πe (V ) = π(V ) ∪ σL (V | E);
remove arc V → E from G and expand the CPT of V to hold Pr0e (V | πe (V ));
end
end
Algorithm 3: Parent-Set Restricted RIS p (L) Level Search Procedure.
the old CPT.
Figure 3.1 shows an example refractored Bayesian network using RIS (L = ∞). E is
the evidence vertex. Here, σ∞ (C | E) = σ∞ (B | E) = {A}. Refractor arcs A → B and
A → C are added. Note that arc A → B adjusts for the fact that the influence relationship
between A and B has changed through evidence E. Arc E → D is no longer required and is
removed as in [104]. Figure 3.1 also shows the CPT extension of vertex C.
Initially the arc A → C has no quantitative causal influence, until CPT learning updates
the CPT. The (extended) CPTs are updated using SIS or AIS-BN by merging the samples
into the CPT while sampling the posterior. Figure 3.2 demonstrates the CPT learning process with AIS-BN for C of Figure 3.1. In this example, the kmax is set to 1 and b is set to
0.5 for η(k) Equation (2.14).
The effect of evidence on other vertices is attenuated when the length of the path between the evidence and the vertices increases [49]. The level threshold L cuts influences
that are L arcs away from the evidence. Because of this observation, lowering the level
threshold is expected to incur only a limited reduction of the improvement of the error
variance of importance sampling with RIS arc refractors. A further reduction of arcs can
be achieved by the parent-set restricted RIS p procedure. The effect of these optimizations
depend on the properties of the network, which will be further explored in Section 3.4.3.
The worst-case time complexity of the factorization algorithm is O(|V|2 ), while worst
case time complexity of RIS (L = ∞) is O(|V|2 |A|). However, most of the actual time
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Figure 3.1: An Example Bayesian Network Before and After RIS (L = ∞). The
CPT Extension of Vertex C is Highlighted.
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Figure 3.3: Result of a Backward (Left) and Forward (Right) Searches to Add
Arc Refractors.

is spent expanding and updating the CPTs rather than RIS. The additional algorithmic
complexity of RIS is balanced by the reduced CPT update costs.
Note that Algorithm 1 performs a search over the network in reverse topological order.
The following lemma explains the advantage.
Lemma 2 Fewer arcs are added by a reverse topological search over the network to compute σL (V | E) in Algorithm 1 than by a forward topological search. Furthermore, the arcs
added by reversing the topological search over evidence vertices in Algorithm 2 would be
the same as added by a forward topological search in Algorithm 2.
The reason is quite intuitive and Figure 3.3 illustrates the effect of the search direction on
an example network. As can be observed, a forward search produces an extra redundant
arc.

3.3

Sample Rejection Reduction with Arc Refractors

Straight-forward application of importance sampling on Bayesian networks may lead
to poor performance when the underlying probability distributions of the networks are not
strictly positive [17, 116]. For those networks, importance sampling may generate many
inconsistent samples that have a zero probability weight in the sampling distribution. Because inconsistent samples do not contribute to the sum estimate of the distribution, the
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sample is rejected. A relatively high rate of rejection leads to an inefficient sampling process.

3.3.1

The Sample Rejection Problem

This section briefly states the definition of inconsistent samples, describe the common
causes, and present two effective approaches to reduce sample rejection based on RIS.
A sample xi with w(xi ) = 0 is called inconsistent, since xi is an impossible event
w(xi ) = 0 ⇒ p(xi ) = 0 by Assumption 1. Fortunately, when the prior probability distribution Pr of a Bayesian network is strictly positive, evidential reasoning is not hampered
by sample rejection, as stated more formally below.
Lemma 3 Let BN = (G, Pr) such that Pr is strictly positive, that is ∀ v ∈ Cfg(V ) :
Pr(v) > 0. For any observation E = e the posterior distribution Pr(· | e) is strictly
positive, that is ∀x ∈ Cfg(V \ E) : Pr(x | e) > 0.
Proof. From ∀v ∈ Cfg(V) : Pr(v) > 0 we have Pr(e) > 0. Hence, ∀x ∈ Cfg(V \ E) :
Pr(x | e) =

Pr(x,e)
Pr(e)

2

> 0.

From Lemma 3 and Assumption 1 we can easily see that Pr(xi ) > 0 ⇒ f (x) > 0 ∧ Pr(xi |
e) > 0, and hence w(xi ) > 0 for any sample xi and any evidence e. By contrast however,
when the probability distribution of a Bayesian network is not strictly positive, importance
sampling may generate many inconsistent samples thereby significantly reducing the efficiency of importance sampling.
There are two common cases that cause the importance sampling process to generate
inconsistent samples xi when f (xi ) > 0 while p(xi ) = 0 ⇒ w(xi ) = 0. Suppose sample
xi = (x1 , . . . , xn ) ∈ Cfg(Xi ), Xi = V \ E, generated by an importance function f (Xi ) =
Q
0
0
X∈Xi Pr (X | π(X), e) is inconsistent Pr(xi | e) = 0, where Pr (X | π(X), e) is the
Bayesian network’s (updated) CPT for evidence e, for example CPT updating using (2.13),
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Figure 3.4: An Example Bayesian Network with Two Vertices.

(2.14), or LBP. We have two possibilities:
1. For all xj ∈ {x1 , ..., xn }, the configuration of π(Xj ) is consistent with both xi and
e, and we have that Pr(xj | π(Xj ), e) > 0 and Pr0 (xj | π(Xj ), e) > 0. There
must be an ek of e = (e1 , . . . , em ) that is inconsistent Pr(ek | π(Ek ), e) = 0 for at
least one configuration of π(Ek ) consistent with xi . In this case the forward sampling
procedure detects that ek is inconsistent with the sample xi and the sample is rejected.
2. There is an xj ∈ {x1 , ..., xn } such that Pr(xj | π(Xj ), e) = 0 for a configuration
of π(Xj ) that is consistent with both xi and e, despite that Pr0 (xj | π(Xj ), e) > 0.
Thus, the sample xi is rejected.
To illustrate the first cause, consider for example the Bayesian network shown in Figure 3.4. Suppose B = true is observed. A will be set to false most frequently. Note that
when A = false, the probability of B = true is 0. This problem persists with all sampling
methods, though the probability of rejection may vary. For example, in Stratified sampling
with 10,000 iterations, not even one consistent sample will be generated.
Advanced importance sampling algorithms approach the posterior probability distribution through CPT learning. For the example in Figure 3.4 after learning about 1,000 samples, AIS-BN changes the CPT Pr(A = true) = 0.909 and Pr(A = false) = 0.091. Thus,
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most of the samples after 1,000 iterations will be consistent. However, the effectiveness
of CPT learning to mitigate this problem is still limited and a large number of iterations is
required to reduce the rejection rate. Even worse is that for most CPT learning algorithms it
is impossible to increase the probability of an impossible event. The rejection problem also
occurs in backward sampling, because forward sampling is part of all backward sampling
strategies.
The second cause of sample rejection may occur with certain CPT updates that modify
Pr0 (xj | π(Xj ), e) to nonzero. For example, the -cutoff heuristic [17, 114, 115, 117]
should be implemented to avoid the modification of zero entries2 . This restriction of the
heuristic ensures that no invalid samples are introduced.

3.3.2

RIS-Based Zero Probability Backfilling

To reduce the overhead of sample rejection, I propose a new method Zero Probability
Backfilling (ZPB). This method is a RIS-based strategy to reduce the number of rejected
samples. ZPB prevents importance sampling from instantiating π(Ek ) to a configuration
consistent with the sample when Pr(ek | π(Ek )) = 0, which corresponds to the first case
discussed in Section 3.3.1. ZPB propagates zero conditional probabilities towards the network roots when evidence is observed. The additional arcs introduced by RIS support this
propagation
Algorithm 4 shows the ZPB procedure. Suppose Ek is an evidence variable with impossible event Pr(ek | p) = 0 for some configuration p = (p1 , . . . , pm ) of its parent set
π(Ek ) = {P1 , . . . , Pm }. ZPB finds a vertex V with π(Ek ) ⊆ π(V ) ∪ {V }, and forces
Pr0 (v | π(V ) \ π(Ek ), p) = 0̄ for all configurations v of V , where 0̄ indicates the forced
zero value3 .
2

However, the SMILE tool [114, 115] as of this time of writing does not modify zero CPT entries in the
-cutoff heuristic.
3
Forcing zero entries in the CPT is for signaling only. Because this invalidates the axioms of probability,
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Procedure ZPB (BN, e)
Input: BN = (G, Pr), evidence e for E ⊆ V
Result: Modified Pr into Pr0 CPTs
for i ← 1 to |E| do
foreach p ∈ Cfg(π(Ei )) do
1

if Pr(ei | p) = 0 then ZPBProp (BN, p, ∅);
end
end
Procedure ZPBProp (BN, x, Visited )
Input: BN = (G, Pr), configuration x for X ⊆ V
Result: Modified Pr into Pr0 CPTs
if x ∈ Visited then return;
foreach V ∈ V do

2

3

if X ⊆ π(V ) ∪ {V } then
foreach p ∈ Cfg(π(V )) do
if p is consistent with x then
foreach v ∈ Cfg(V ) do
if v is consistent with x then Pr0 (v | p) ← 0̄ ;
end
if V 6∈ X ∨ ∀v : Pr0 (v | p) = 0̄ then
ZPBProp (BN , p, Visited ∪ {x});
end
end
end
end
end
Algorithm 4: ZPB Procedure.
During the sampling process, if event (P1 = p1 , . . . , Pk = pk ) is instantiated, the

sampling process will stop at vertex V , because Pr0 (V | π(V ) \ π(Ek ), p) = 0. When
V is sampled before Ek , the sampling process discovers that the sample is inconsistent
earlier. If the CPT changes to Pr0 (V | π(V )) = 0̄ for all configurations V given the
configuration π(V ), the impossible event configurations are propagated further (line 3 in
ZPB). If impossible event configurations are propagated to the root vertices, inconsistent
samples can be completely eliminated.
we use 0̄ to denote these marked zeros.
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I prove the correctness of the ZPB procedure.
Theorem 11 Let BN , V, e and E as defined in Algorithm 4. Let Pr be the probability
distribution of a Bayesian network before applying ZPB and f the importance function
defined by Pr0 after applying ZPB to the Bayesian network given evidence e for E. Then,
V
∀v ∈ Cfg(V) e ⊂ v : Pr(v) > 0 ⇒ f (v) > 0. Thus, f (v) supports Pr(v | e) by
Lemma 3 and Assumption 1 is met for the prior and posterior.
V
Proof. Because ∀v ∈ Cfg(V) e ⊂ v and Pr(v) > 0, it is easy to get Pr(v) =
Q
v∈v PrV (v|π(v)) > 0. Here, PrV represents CPT of variable V . Let fV represent CPT
Q
(or importance function) of variable V after ZPB, f (v) = v∈v fV (v|π(v)). Suppose
V
f (v) = 0, then ∃Vn ∈ V and vn ∈ v π(vn ) ⊂ v satisfy fVn (vn |π(vn )) = 0. Since
Pr(v) > 0 ⇒ Pr(vn |π(vn )) > 0, we have that fVn (vn |π(vn )) must have been modified by ZPB. According to line 2 of ZPB there is a sequence: E, V1 , · · · , Vn , that satisfies
V
V
V
V
E ∈ E π(E) ⊆ {V1 }∪π(V1 ) π(V1 ) ⊆ {V2 }∪π(V2 ) · · · π(Vn−1 ) ⊆ {Vn }∪π(Vn ).
According to line 3 of ZPB, we find configuration vn−1 , π(vn−1 ) consistent with v and
fVn−1 (vn−1 |π(vn−1 )) = 0. Repeating this in ZPB, we find configuration e, π(E) consistent
with v and PrE (e|π(E)) = 0 (from line 1 of ZPB). This conflicts with Pr(v) > 0. Thus
Q
the assumption that f (v) = v∈v fV (v|π(v)) = 0 was invalid. Hence, by contradiction
V
we conclude that ∀v ∈ Cfg(V) e ⊂ v, Pr(v) > 0 ⇒ f (v) > 0.
2
The requirement π(Ek ) ⊆ π(V ) ∪ {V }, that is needed for full propagation towards the
roots, may not always be satisfied for any given Bayesian network. Consider for example
Figure 3.5. Vertex A and B are not connected, thus we can not modify the CPTs to exclude
the impossible configurations (A = false, B = true, C = false) and (A = false, B =
false, C = false).
However, after applying the RIS procedure this requirement is frequently met, since
those parent vertices are likely to be connected after arc refractoring due to the additional
arcs that extend the parent set of vertices topologically ahead of Ek . For example, either a
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Figure 3.5: An Example Bayesian Network.

new arc A → B or a new arc B → A will be added in the example shown in Figure 3.5 by
RIS, since A and B are conditionally dependent on the observed evidence C.
Without the RIS and ZPB modification, the Bayesian network in Figure 3.5 consistently
produces rejected samples. Suppose C = false is observed. A = false will be sampled most
frequently and rejected. Similar for B = false. After the addition of arc A → B by RIS, the
ZPB procedure clears the CPT entries of A and B to 0̄ to eliminate the sample rejection.

3.4

Results

In this section an empirical validation of the RIS and ZPB methods is given with several
experiments.

3.4.1

Test Cases and Measurement Methods

Two classes of test cases were used to cover the different aspects of the experiments:
1. Synthetic Bayesian networks, which are randomly generated with 20 or 21 vertices
and 30 or 31 arcs. Each random variable has 2 or 3 states. The CPT for each variable
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Table 3.1: Bayesian Networks used in the RIS Experiments.
BN
A LARM -37
H EPAR II-70
PATHFINDER
A NDES
MUNIN

|V|
|A|
37
46
70
123
109 195
223 338
1041 1397

max |π(V )|
4
6
5
6
3

Prob. Distribution
Positive
Positive
Nonnegative
Nonnegative
Nonnegative

is randomly generated with uniform distribution for the probability interval [0.1, 0.9]
and with bias for the extreme probabilities in intervals (0, 0.1) and (0.9, 1). The size
of these Bayesian networks make it tractable to compute the errors for validation.

2. Five real-world Bayesian networks: A LARM -37 [6], PATHFINDER [47], H EPAR II70 [74], A NDES [22] and

MUNIN

[4]. The distributions of these networks are more

extreme than the synthetic Bayesian network. The distributions of A LARM -37 and
H EPAR II-70 are strictly positive. PATHFINDER, A NDES and MUNIN are non-negative
and are used to verify our RIS ZPB procedure.
Table 3.1 shows the main characteristics of these Bayesian networks.

In the experiments, all evidences and observed values were generated randomly. Table 3.2 lists the abbreviations used in the experiments with their meanings. RIS (L = n)
denotes the RIS algorithm with level n, where L = ∞ represents full RIS. RIS p (L = n)
denotes the parent-set restricted RIS algorithm. The suffix “+0” indicates RIS with ZPB,
for example RIS (L = 2) + 0 indicates RIS level 2 with ZPB.
The Mean Squared Error (MSE) metric was used to measure the error of the importance
sampling results Pr0e compared to the exact solution Pre :
v
u
u
1
MSE = t P

Xi ∈X

ni
X X

ni

Xi ∈X j=1
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(Pr0e (xij ) − Pre (xij ))2

,

Table 3.2: Sampling Methods Used in the RIS Experiments.
Sampling Method
AIS
SIS
LBP
EPIS-BN
Stratified
Gibbs
DIS
RIS(L),RISp (L)
RISAIS
RISSIS

Description
Adaptive Importance Sampling, also known as AIS-BN [17]
Self Importance Sampling [95]
Loopy Belief Propagation [70, 106, 110, 111, 76]
Evidence Pre-propagation Importance Sampling [114, 115]
Stratified Importance Sampling [8]
Gibbs Sampling [40]
Dynamic Importance Sampling [90, 68]
Section 3.2
RIS-based on AIS
RIS-based on SIS

where X = V \ E, ni is the cardinality of variable Xi ’s state set and xij represents the
jth value of variable Xi . I also measured the KLD of the approximate and exact posterior
probability distributions:

KLD =

X

Pre (x) ln

Cfg(X)

Pre (x)
Pr0e (x)

.

Theorem 9 gives a lower bound for the KLD of the posterior probability distributions
of SIS and AIS-BN, which is indicated in the results by the PostKLD lower bound.

3.4.2

RIS-Based AIS and SIS Results

The MSE of four algorithms is experimentally compared, AIS, RISAIS, SIS, and RISSIS on positive distributed Bayesian networks (both synthetic and real-world). For this
comparison a selection of 21 Bayesian networks from the generated synthetic test case
suite was made. The other 79 test cases have PostKLD ≤ 0.1, which means according to
Theorem 9 that the RIS advantage is expected to be modest to low.
Figure 3.6 shows the results for the 21 synthetic Bayesian networks, where the sample
frequency is varied from 1,000 to 19,000 in increments of 1,000. The dark shaded column
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Figure 3.6: Synthetic Bayesian Network Results: Ratio of Lowest MSE for RISAIS Versus AIS, and RISSIS Versus SIS.
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Figure 3.7: Synthetic Bayesian Network Results: KLD of RISAIS, RISSIS, AIS
and SIS with PostKLD Lower Bound.
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Figure 3.8: Ratio of Lowest MSE for RISAIS Versus AIS, and RISSIS Versus
SIS (for A LARM -37 and H EPAR II-70).
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in the figures represent the ratio of lowest MSE cases for RISAIS versus AIS and RISSIS versus SIS. A ratio of 50% or higher indicates that the RIS algorithm has lower error
variance than the non-RIS algorithm. For RISAIS this is the case for all but one of the 19
measurements taken In total, the MSE is lowest for RISAIS in 61.4% on average over all
samples. For RISSIS this is the case for all but four of the 19 measurements taken. In total,
the MSE is lowest for RISSIS in 58.4% on average over all samples.
It can be expected that the higher the PostKLD lower bound the better the RIS algorithms should perform. In order to determine the impact with increasing PostKLD, I
selected all 100 synthetic Bayesian network test cases and measured the KLD after 11,000
samples.
Figure 3.7 shows the results for RISAIS and RISSIS, where the 100 Bayesian networks
are ranked according to the PostKLD. Recall that the PostKLD is the lower bound on the
KLD of AIS and SIS. From the figure it can be concluded that AIS and SIS do not approach
the exact solution for a significant number of test cases, whereas RISAIS and RISSIS are
not limited by the bound due to arc refractoring.
Interestingly, the RISSIS and SIS results are better on average than RISAIS and AIS. In
this study SIS appears to approach the PostKLD closer than AIS. This is largely due to the
use of the -cutoff in AIS. It should be noted that around points 1 and 26 in Figure 3.7 the
KLD of RISAIS is worse compared to AIS. The reason is that -cutoff of AIS heuristically
changes the original CPT which may have a negative impact on the RIS algorithm’s ability
to adjust the CPT to the optimal importance function. Others [114] have also found similar
negative effects of -cutoff on A NDES. Further experiments with our setup showed that
suppressing the -cutoff on these two cases indeed improved the KLD results.
Figure 3.8 shows the results for A LARM -37 and H EPAR II-70, where the sample frequency is varied from 1,000 to 19,000 in increments of 1,000. The dark column in the
figures represent the ratio of lowest MSE cases for RISAIS versus AIS and RISSIS versus
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SIS. A ratio of 50% or higher indicates that the RIS algorithm has lower error variance
than the non-RIS algorithm. For RISAIS this is the case for all but one of the 19 measurements taken. In total, the MSE is lowest for RISAIS in 56.7% on average over all samples.
For RISSIS this is the case for all 19 measurements taken. In total, the MSE is lowest for
RISSIS in 60.3% of the cases.
The results show that the RIS algorithms reduced the error variance for synthetic networks and real-world networks. The RIS approach eliminates the PostKLD lower bound
that limits the ability of AIS and SIS to approach the optimal importance function.

3.4.3

Parent-Set Restricted RIS and Level Search Results

To verify the impact of the parent-set restricted RIS and level search algorithms on
network complexity (number of arcs) and sampling accuracy with RIS, we performed experiments with 10 randomly selected synthetic Bayesian networks and random choices of
five evidence vertices, giving 50 different test cases.
Figure 3.9 compares the complexity of Bayesian networks after RIS (L = ∞), RIS p (L
= ∞), RIS (L = 1, 2) and RIS p (L = 1, 2) by measuring the average number of new arcs.
From the figure we see that both the parent-set restricted and the level search approaches
can effectively reduce the number of additional arcs, where the full RIS (L = ∞) is the
worst. Not surprisingly, RIS p (L = 1) is the most effective.
Figure 3.10 compares the average KLD values of RIS (L = ∞), RIS p (L = ∞),
RIS (L = 1, 2), and RIS p (L = 1, 2). AIS is used for CPT learning and the number of
samples for CPT learning is 10,000. Figure 3.10 shows that RIS p preserves the property of RIS to break the lower bound PostKLD. Their average KLD are similar to that of
RIS (L = ∞). Therefore, the parent-set restricted RIS and level search algorithms preserve
the ability of RIS to approach optimal importance function.
Figure 3.11 shows the average MSE of of RIS (L = ∞), RIS p (L = ∞), RIS (L =
68

1, 2), and RIS p (L = 1, 2). AIS is used for CPT learning in those tests. 10,000 samples
were generated. Figure 3.11 shows that the parent-set restricted RIS and level search algorithms do not degrade the accuracy of sampling. In fact, they perform even better than full
RIS RIS (L = ∞).
The RIS algorithms were tested with ZPB on the A NDES network to verify the performance compared to Gibbs Sampling, Loopy Belief Propagation, Stratified Sampling and
EPIS-BN. We randomly selected 100 sets of evidences and each one has 25 evidences. AIS
is used in the following experiments for CPT learning.
Figure 3.12 compares the average number of new arcs added by RIS (L = ∞), the
factorization algorithm [115], RIS p (L = ∞), RIS (L 6= ∞), and RIS p (L 6= ∞) on
A NDES. The parent-set restricted RIS with level search effectively reduces the number
of new arcs on this large network. When comparing RIS (L = ∞) with the factorization
algorithm and full RIS (L = ∞), we observe that parent-set restricted RIS with level search
generates fewer new arcs in all but a few cases. The impact on MSE and KLD is reported
in the next section.
To verify that the overhead of the RIS procedure is low, we tested the A NDES networks with 25 evidences and 50 cases. RIS (L = 2) is used and the number of samples is
300,000. AIS was used for sampling/learning. For this typical configuration, the average
percentage time overhead of refractor/sampling is only 0.108% and the average percentage
time overhead of refractor/learning is only 0.099%.

3.4.4

RIS with ZPB

The following experiments verify the impact of ZPB on the RIS based algorithms. Because inconsistent samples only occur in non-strictly positive probability spaces and the
effect on the final sampling result is only noticeable when the number of inconsistent samples is a large percentage of the total number of samples, PATHFINDER was chosen for
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Figure 3.9: Synthetic Bayesian Network Results: Average Number of New Arcs.
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Figure 3.10: Synthetic Bayesian Network Results: Average KLD, 10,000 Samples Using AIS for CPT Learning.
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Figure 3.11: Synthetic Bayesian Network Results: Average MSE, 10,000 Samples Using AIS for CPT Learning.
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Table 3.3: A NDES: Average MSE of RIS p .
RISp (L = 3) + 0
Average MSE
1.43E-03
MSE Variance
8.45E-05

RISp (L = 2) + 0
1.31E-03
5.66E-05

RISp (L = 1) + 0
1.40E-03
6.46E-05

testing. We randomly selected 50 groups with 20 evidence vertices each. In each experiment, 12,000 samples were generated. And the comparisons are made among various RIS
algorithms with and without ZPB.
Figure 3.13 shows that ZPB effectively reduces the number of inconsistent samples.
The accuracy of inference is improved as illustrated in Figure 3.14. Figure 3.14 uses AIS
or SIS for CPT learning. It shows a dramatic improvement of the accuracy and convergence
of sampling using RIS algorithms with ZPB. For some cases the MSE improvement is a
factor of 100.
It should be mentioned that in Figure 3.14 three abnormal results are found, in which
the MSE of ZPB is worse. Although ZPB reduces the possibility of generating inconsistent
samples, they can not be entirely eliminated.
The results on A NDES Figure 3.12 showed a dramatic reduction of arcs. To verify the
impact on MSE with RIS and ZPB, Table 3.3 shows the MSE test results for RIS p (L =
1, 2, 3) + 0. For this test 300,000 samples were generated. The three average MSEs are
close, indicating negligible impact on MSE. We select RISp (L = 2)+0 as a representation
to compare to other approximate inference algorithms, shown in Figures 3.15, 3.16, and
3.17.
Figure 3.15 compares the average MSE results of Gibbs Sampling, Stratified Sampling,
LBP, DIS, EPIS-BN and RISp (L = 2) + 0. We choose propagation length 100 for of LBP,
because 100 is sufficient for LBP to converge on A NDES if it converges. Except Gibbs
Sampling and LBP, the 300,000 samples include both consistent and inconsistent samples.
Parameters of DIS are set according to [68] and parameters of EPIS-BN are set according
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to [114]. Elvira4 [23] is used for DIS tests. It is easy to verify that RIS p (L = 2) + 0
produces much better results than LBP, Gibbs Sampling and Stratified Sampling. The
average MSEs of DIS and EPIS-BN are close to that of RIS p (L = 2) + 0, in order to
further compare EPIS-BN and DIS with RIS p (L = 2) + 0, we compare the MSE between
EPIS-BN, DIS and RIS p (L = 2) + 0 case by case for all the 100 test cases in Figure 3.16.
To highlight the results of Figure 3.16, MSE values larger than 0.007 are truncated
from Figure 3.16. This only affects a few points of the DIS results. EPIS-BN and DIS are
considered the state-of-the-art importance sampling methods for Bayesian networks. For
91% of the cases we found that RIS p (L = 2) + 0 was better than EPIS-BN. The maximum
improvement of the MSE for RIS p (L = 2) + 0 over EPIS-BN is about 4 times. In 94% of
the cases we found that RIS p (L = 2) + 0 performed better than DIS.
To investigate this further, Figure 3.17 shows detailed results for one case from the
100 cases illustrated in Figure 3.16. Figure 3.17 shows the MSE of RIS p (L = 2) + 0,
DIS and EPIS-BN ranging from 50,000 samples to 300,000 samples. Also in this case,
RIS p (L = 2) performed better than EPIS-BN and DIS after 100,000 sampling iterations.
This result indicates improved convergence behavior compared to EPIS-BN and DIS.
Figure 3.18 compares the average MSE results between LBP, RISp (L = 2), EPIS-BN
and DIS on

MUNIN .

I randomly generate 40 test cases, each case contains 20 evidences.

The number of samples is 60,000. Parameters and configurations are similar to those of
A NDES experiments, except that -cutoff is turned on for EPIS-BN and RISp (L = 2)
uses LBP for CPT learning. Figure 3.19 shows the case by case MSE results of the four
algorithms. MSE value larger than 0.08 has been truncated for clear comparison. From
Figure 3.18 and 3.19, we see RISp (L = 2) performs best. EPIS-BN has very close performance to that of RISp (L = 2), but its variance is high. In some cases DIS performs as
good as EPIS-BN and RISp (L = 2), but in other cases it performs worse.
4

I had to make a small modification to Elvira to also count the number of inconsistent samples for the
total number of samples to ensure fair comparisons in our experiments.
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for 60,000 Samples.
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From these experiments it can be concluded that RISp (L) combined with ZPB performs best on average to improve sampling with SIS and AIS-BN. For strictly positive
Bayesian networks it is best to set L to 2 or 3 to break the KLD lower bound. If the structure of the Bayesian network is flat and the in-degree is small, then L can be increased above
2 or 3 so that the importance function can approach to posterior probability more closely
without dramatically increasing the density of the network. For a Bayesian network that
exhibits high levels of determinism (zeros in the CPT), the use of ZPB with RISp (L) helps
significantly to reduce inconsistent samples.
However, the best performing RIS algorithm depends on the actual Bayesian network
used. There is no single algorithm that beats all others in all test cases on lowering the MSE
and variance, while ensuring low arc density of the refractored Bayesian network. The
choice depends on the importance of the tradeoff between the resulting network density
increase and reduction of the error variance of the RIS-based sampling method.

3.5

Comparison to Related Work

EPIS-BN uses a “factorization algorithm” [115] to restructure a Bayesian network to
improve importance function learning. Factorization first marks all ancestors of the evidence vertices, then adds new arcs between the parents of each marked vertex in a backward sweep. If there is only one evidence vertex the factorization algorithm is equivalent
to the RIS algorithm. This is more formally stated in the following proposition.
Proposition 1 If there is only one observed vertex (evidence) and the refractor (RIS) algorithm and factorization algorithm use the same topological ordering, then new arcs added
by these two algorithms are the same.
Proof. Name the vertex observed E. First we prove that the arc added in the factorization
algorithm will also be added in refractor algorithm. Assume that an arc A → B is added in
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factorization algorithm, according to the factorization algorithm vertices A and B must have
at least one common child (assumed to be vertex C). C is either the ancestor of evidence E
or even the evidence E itself. But C could not be ancestor or parent of B. This means that
∗

there a path A → E, and the vertex B and its parents are not in this path. So the arc A → B
should be added in refractor algorithm.
Second we prove that the arc added in the refractor algorithm will also be added in
factorization algorithm by mathematic induction and assume n is the number of unobserved
vertex in the graph.
When n = 1, refractor algorithm is equivalent to factorization algorithm.
Assume that when n = k this is also true. Now consider situation n = k + 1 and
let us call the vertex which is topologically ahead of any other vertex as A. Considering
both refractor and factorization algorithms visit vertex backwardly, if A is removed from
the graph, for the remaining graph, refractor and factorization algorithms are equivalent
because of the assumption.
If there is no new arc added between A and any of other vertex by refractor algorithm,
then either A is not ancestor of any evidence, or A have no common child with any other
vertex which is not directly connected with A, or both. So factorization algorithm will also
not add any new arc between A and other vertex.
∗

If new arc A → B is added in refractor algorithm, then there is a directed path A → E
and this path is not D-seperated by B and its parents. We name the child of A on the path
∗

A → E as C. Now let us discuss the relationship between C and B.
∗

∗

If B → C exists. Let D be the child of B on path B → C. if A → D exists, A → B will
be added by factorization algorithm. If A → D not exists, A → D will be added by both
factorization and refractor algorithm, because they have common descendent C.
∗

∗

If B → C does not exist, then the path B → E can not be D-seperated by C and its
parents. We also know that B is topologically ahead of C (because if C is ahead B, then
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∗

C → B either exists, or is added by refractor algorithm, or all the paths C → E have been
blocked by B and its parents, then A → B can not be added by refractor algorithm), so
according to refractor algorithm, B will be added as the parent of C. Thus A → B will also
2

be added by factorization algorithm.

For multiple evidence vertices the RIS algorithm produces fewer arcs, a desirable property. The factorization algorithm introduces many unnecessary arcs on average, leading
to denser networks compared to the RIS methods. The experiments in Section 3.4.3 Figure 3.12 explore this further. In large complex Bayesian networks, factorization may add a
lot of new arcs, thus increasing the density of Bayesian networks significantly. In [115] the
authors design a simplified factorization method which only adds new arc between parents
of evidences. This simplified factorization is equivalent to RIS p (L = 1), because Algorithm 3 only visits parents of evidences and L = 1, so new arcs can only be added between
parents of evidences. However, our experiments show that L > 1 gives the lowest average
MSE and lowest MSE variance, for example L = 2 in Table 3.3. Therefore, Algorithm 3
provides more flexibility to explore the RIS space.
Reconstruction algorithms based on variable elimination [51, 52] reconstruct the potentials. Since the size of a potential is exponential to the width of the elimination order,
certain approximations, such as the mini-bucket algorithm [31], must be used to constrain
the size of the potentials. A recent advanced example of this approach is DIS [68, 90]. DIS
reduces the error of approximation by probability tree pruning and by refining potentials
during sampling. However, DIS and variable elimination-based algorithms do not fully
leverage the result of Theorem 10. If the sampling order is consistent with the topological
order of a Bayesian network, there is no need to modify the CPT of a vertex that is not
an ancestor of evidences. If the elimination order is not consistent with a reversed topological order, then the potentials of a vertex that is not an ancestor of an evidence vertex
will be reconstructed. Since practical reconstruction algorithms (mini-bucket, probability
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tree pruning) are not exact, approximation errors are thus introduced in those potentials.
Unfortunately, this problem cannot be simply resolved by forcing elimination order to follow a reversed topological order, because a reversed topological order may induce a larger
elimination width.

3.6

Conclusions

In this chapter I introduced a new family of arc refractor methods was presented for
adaptive importance sampling algorithms that prevent an arc explosion after network restructuring, while ensuring that the importance function still closely approximates the posterior distribution. Even a small number of arc refractors can lead to a significant improvement of importance sampling under evidential reasoning. A critical problem in importance
sampling on Bayesian networks is to select an optimal importance function to sample the
distribution. Importance functions start deviating from the optimal importance function
under evidential reasoning on a network, even when adaptive methods are used that adjust
an importance function to the evidence by learning. In this chapter we proposed a family
of Refractor Importance Sampling algorithms that apply “arc refractors” to the network by
adding arcs and adjusting the conditional probability tables in the network. The parent-set
restricted RIS with level search reduces the number of new arcs while ensuring the RIS
algorithm’s sampling accuracy. The validity and performance of the algorithms was tested
using a set of synthetic networks and real-world networks, showing significant sampling
improvements. RIS-based algorithms can be combined with Zero Probability Backfilling
to reduce sample rejection, a common problem of importance sampling on non-strictly
positive probability distributions.
The sample rejection turns out to be a very serious problem for importance sampling on
Bayesian networks. This problem will be further discussed in detail in Chapters 5 and 6.
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CHAPTER 4
POSTERIOR SUBGRAPH CLUSTERING OF
BAYESIAN NETWORKS

This chapter introduces the Posterior Subgraph Clustering algorithm. The algorithm has
several advantages for probabilistic inference on Bayesian networks. The algorithm is
empirically verified with real-world Bayesian networks.

4.1

Introduction

The quantitative part of a Bayesian network models a joint probability distribution over
a set of random variables by factoring the random space into conditional probability tables,
the CPTs. The qualitative part of a Bayesian network consists of a directed acyclic graph
that models the (conditional) independence relationships between the random variables represented as vertices. The graph defines an independence map, meaning that probabilistic
(conditional) independences can be safely inferred from the graph using the D-separation
property [80]. This property can be utilized to simplify calculations of probabilities, such
as calculating the posterior probabilities of variable states given that some evidence is observed for other variables by fixing the evidence states by instantiating the evidence vertices. When a reasonable number of evidence variables (vertices) is observed, the network
80

can be divided into subnetworks, each of those subnetworks is D-separated from the other
subnetworks.
Posterior Subgraph Clustering (PSC) finds the subgraphs D-separated by evidence and
adjusts the quantitative Bayesian network part by changing the CPTs of the resulting subnetworks to propagate the evidence. Uncovering the subnetworks that are separated increases the efficiency of probabilistic inference, since the subnetworks are less complex
than the graph as a whole with respect to exact and approximate inference algorithms. If
the subnetwork is sufficiently small to obtain exact results in acceptable time, then any of
the exact inference algorithms can be applied.
Approximate inference methods also benefit from PSC. The cost of stochastic sampling
is asymptotically determined by the number of variables in the (sub)graph or the marginal
probability of evidence [25]. Sampling the subnetworks separately yields better results
using fewer samples compared to sampling the full network.
In [73] and [108] the authors use the junction tree algorithms to decompose Bayesian
networks into subgraphs. A significant difficulty of these algorithms is that sooner or later
(under lazy propagation), the potential function will need to be recalculated and the cost of
this becomes exponential to the treewidth. By contrast, our work utilizes evidence vertices
to split the network, thus enabling dynamic optimization under evidential reasoning. Furthermore, in my PSC method most of the potential functions are untouched and the cost of
updating the remaining potential functions is negligible (Corollary 4).

4.2

Posterior Subgraph Clustering

The goal of the posterior subgraph clustering algorithm is to search for subgraphs that
are D-separated by evidence. The Markov boundaries of the subgraphs split the Bayesian
network into clusters of independent subnetworks, which can be then be separately used
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Procedure PSC (BN, E)
Input: BN = (G, Pr), G = (V, A), E ⊆ V
Output: clusters S = {V1 , . . . , Vn }
L ← ∅; S ← ∅;
foreach E ∈ E do
foreach Pj , Pk ∈ π(E) \ E such that Pj → Pk ∈
/ A ∧ Pk → Pj ∈
/ A do
1

2

3

if Pj is topologically ahead of Pk then
L ← L ∪ {Pj → Pk }
end
else
L ← L ∪ {Pk → Pj }
end
end
end
X ← V \ E;
A ← A ∪ L;
while X 6= ∅ do
select a vertex X ∈ X;
Vi ← {X}, X ← X \ {X} ;
while there is an unmarked V ∈ Vi do
mark V ;
foreach N ∈ ν(V ) and N ∈
/ E do
Vi ← Vi ∪ {N }, X ← X \ {N }
end
end
S ← S ∪ {Vi };
end
A ← A \ L;
Algorithm 5: The PSC Procedure.

for probabilistic inference with evidence. To this end, the CPTs of vertices in the cluster
need to be properly adjusted to propagate the evidence in each subnetwork.
Algorithm 5 shows the posterior subgraph clustering procedure. The arcs in L are
added to identify the subgraphs efficiently. They are removed from the Bayesian network
at the end of the procedure. The set of clusters S contains the resulting subgraphs, where
S partitions V \ E into Vi , such that the Vi are mutually conditionally independent given
E. Figure 4.1 shows an example of PSC process. The leftmost graph in Figure 4.1 is the
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Figure 4.1: A PSC Example.

original Bayesian network, and vertex B, C are evidences. At first, a new arc A → G is
added, because they are evidence C’s parents (line 2 of algorithm 5). Then A is selected as
the first vertex added to V1 (line 3 of algorithm 5), then A’s neighbor G is added into V1
(line 3 of algorithm 5). This process stops at vertex B and C because they are evidences.
Then D is added into V2 and E is added into V3 for similar process. Finally the partition
{{A, G}, {D}, {E}} is returned.

Lemma 4 Let BN , E, V, and S = {V1 , · · · , Vn } be defined as in Algorithm 5. Let
X = V \ E. Then, S is a partition of X, such that hVi , X \ Vi | EiD for all Vi ∈ S.

Proof.
Since the algorithm only stops when X is empty and each vertex in X is inserted into
certain Vi of S at line 2 or 3, S is a cover of X.
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Now assume there is a X ∈ Vi ∩ Vj . According to Algorithm 5, ∀ W ∈ X, W ∈ Vi
if and only if there is a chain W, W1 , · · · , X on G and {W, W1 , · · · , X} ∩ E = ∅. For the
same reason, ∀ U ∈ Vj , U 6= X, there is a chain U, U1 , · · · , X on G, {U, U1 , · · · , X} ∩
E = ∅, since X ∈ Vj . So Vj ⊆ Vi . In the same way we can prove that Vi ⊆ Vj . Thus if
Vi ∩ Vj 6= ∅ ⇒ Vi = Vj . Therefore, S is a partition of X.
To prove hVi , X \ Vi | EiD , it is sufficient to prove that ∀ W ∈ X \ Vi , E D-separates
any chain between W and Vi . Let C = X, X1 , · · · , W be an arbitrary chain that connects
W and X, X ∈ Vi . Since W ∈
/ Vi , according to Algorithm 5, the chain C must contain at
least one evidence E ∈ E, that is C = X, · · · , Xl , E, Xr , · · · , W .
We now prove that the evidence vertices on chain C could not all be V-structure vertices
by reductio ad absurdum. Assume each evidence vertex on chain C is V-structure vertex
and Ei is one of those evidence vertices, then Ei ’s adjacent vertex on the chain C could not
be another evidence vertex, because if Ej → Ei ∈ A ∧ Ej ∈ E, then the other arc of Ej
on chain C must be O → Ej or Ej → O (O is the other adjacent vertex of Ej on chain
C), then Ej is not a V-structure vertex. We can assume that Ri → Ei and L → Ei are on
chain C and Ri , Li ∈ V \ E. In Algorithm 5 (line 1), Ri and Li must be connected by an
arc during the process of uncovering partition S. Since Ei is an arbitrary evidence on C,
we can remove all the evidence vertices on C, then the leftover vertices can build up a new
chain (may contain new arcs added by line 1 of Algorithm 5). Then W must be added into
Vi in Algorithm 5. But this conflicts with W ∈
/ Vi .
There is an E on chain C, E ∈ E such that E satisfies either condition 1 or condition 2
of Def. 6. In either case, C is D-separated by E. Since W ∈ X\Vi and W , C are arbitrary,
2

then hVi , X \ Vi | EiD

Theorem 12 Let BN = (G, Pr), G = (V, A). Let E be a set of observed evidence and
X = V \ E be the remaining vertices. Given a partition S = {V1 , . . . , Vn } of X, such
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that hVi , X \ Vi | EiD for all Vi , then

Pr(X | E) =

n
Y

Pr(Vi | E) .

(4.1)

i=1

Proof. It follows directly from the decomposition property of D-separation that hVi , Vj |
EiD for all Vi 6= Vj . Thus, we have Pr(Vi , Vj | E) = Pr(Vi | E)Pr(Vj | E) for all
Vi 6= Vj , which implies the validity of the factorization (12).

2

Theorem 13 Let BN , E, and S = {V1 , . . . , Vn } be defined as in Algorithm 5. Then,
∂(Vi ) ⊂ E and hVi , E \ ∂(Vi ) | ∂(Vi )iD for all Vi ∈ S.

Proof. Let X = V \ E. Assume there is a vertex B ∈ ∂(Vi ) and B ∈ X. Then there
are two possibilities: first, there is a vertex M ∈ Vi with B ∈ ν(M ), then according to
line 3 of Algorithm 5 this implies B ∈ Vi ; second, there is a vertex M ∈ Vi and there
is a vertex C ∈ χ(M ) with B ∈ π(C), then either C ∈ E or C ∈
/ E, according to line 1
and 3 of Algorithm 5 this implies B ∈ Vi . All combinations conflicts with Def. 12, thus
∂(Vi ) ⊂ E.
To prove hVi , E \ ∂(Vi ) | ∂(Vi )iD , we only need prove that any chain C that connects
any vertex in E \ ∂(Vi ) with any vertex in Vi is D-separated by some vertex in ∂(Vi ).
Thus, chain C = N, . . . , L, B, R, . . . , E, E ∈ E and N, L ∈ Vi , here L is the rightmost
vertex of Vi on chain C, it means there is no vertex of Vi on the chain B, R, . . . , E, so
B ∈ ∂(Vi ). Now, there are two cases:
• If the arcs among L, B and R are configured L → B → R or L ← B ← R or
L ← B → R, then B D-separate the chain L.
• If the arcs are configured L → B ← R: since B, R, · · · , E contains no vertex from
Vi , then R ∈
/ Vi . Thus according to Def. 12 this implies R ∈ ∂(Vi ). The arc
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between R and the other adjacent vertex of R on the chain C (say vertex O) could be
R → O or R ← O, in either case R will D-separate the chain L.
2

Therefore, hVi , E \ ∂(Vi ) | ∂(Vi )iD .

Corollary 3 Let BN , E, and S = {V1 , . . . , Vn } be defined as in Algorithm 5. Let X =
V \ E. Then,
Pr(X | E) =

Y

Pr(Vi | ∂(Vi )) .

(4.2)

0<i≤n

2

Proof. Follows from Theorems 12 and 13.

Corollary 4 Let BN , E, and S = {V1 , . . . , Vn } be defined as in Algorithm 5. Define
EVi = {E ∈ E | ∃X ∈ π(E), X ∈ Vi }. Then,
Pr(Vi | e) = αei

Y

Pr(X | π(X)) ×

X∈Vi

Y

Pr(e | π(E))

(4.3)

E∈EVi

for all Vi ∈ S, where αei is a normalization constant that is only dependent on e and Vi .
P
Proof. Let X = V \ E. Then we have that Pr(Vi | e) = Cfg(X\Vi ) Pr(X | e)
P
Q
Q
Q
= Cfg(X\Vi ) X∈Vi Pr(X | π(X)) E∈EV Pr(e | π(E)) X∈X\Vi Pr(X | π(X))
i
Q
−1
E∈E\EV Pr(e | π(E))Pr(e) .
i

From Lemma 4, we have ∀X ∈ Vi ⇒ π(X) ∩ (X \ Vi ) = ∅ and ∀X ∈ {X \ Vi }⇒
Q
π(X) ∩ Vi = ∅ and ∀E ∈ E \ EVi ⇒ π(E) ∩ Vi = ∅. So Pr(Vi | e) = X∈Vi Pr(X |
Q
P
Q
Q
π(X)) E∈EV Pr(e | π(E)) Cfg(X\Vi ) X∈X\Vi Pr(X | π(X)) E∈E\EV Pr(e|π(E))
i

i

−1

Pr(e) .
Therefore, αei =

P

Cfg(X\Vi )

Q

X∈X\Vi

Pr(X | π(X))

constant, since it contains no free variable in Vi .
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Q

E∈E\EVi

Pr(e | π(E)) Pr(e)−1 is
2

Corollary 3 tells us that the subgraphs generated by Algorithm 5 and their Markov
boundaries divide the original Bayesian network into a cluster of independent subnetworks.
Probabilistic inference on the subnetworks is safe, if the evidence is absorbed into each
subnetwork. Corollary 4 tells us how to do this, since it provides a formula to adjust the
Q
CPTs. From X∈Vi Pr(X | π(X)) in Equation (4.3), it is clear that the CPT of nonQ
evidence vertex should be preserved. From E∈EV Pr(e | π(E)) in Equation (4.3), it is
i

clear that the CPT of evidence vertex that is a child of a non-evidence vertex of subnetwork
should also be preserved. The other evidence vertices’ CPTs can be set to their observed
value according to [104], for example, if E = e is observed and E has no non-evidence
parent in a subnetwork, then Pr(E = e) = 1.
To analyze the complexity of the posterior subgraph clustering procedure, we split Algorithm 5 into two parts defined by the two top-level loops. The first part adds new arcs
between non-evidence vertices to graph. The asymptotic complexity is O(|V \ E|2 ). The
second part visits each arc at most twice, so the asymptotic complexity is O(|V|2 ). Thus
the asymptotic complexity of the entire algorithm is O(|V|2 ).

4.3

Analysis

If all real-world uses of a Bayesian networks only require probabilities for a single variable given some evidence, then it is sufficient to use one of the subnetworks that contains
the variable. If more than one variable is to be inferred, then the use of the subnetwork
turns out to be less complex for exact inference algorithms and for stochastic simulation
algorithms. So the benefit of this approach seems universal.
The treewidth [87] of a Bayesian network is a critical criterium for measuring the complexity of exact inference algorithms. Assuming P 6= NP, it has been proven [13] that a
low treewidth is the single structural restriction that can be used to guarantee the tractabil87

ity of exact inference. When the number of evidence vertices is large, the treewidths of
those subgraphs are smaller than that of original Bayesian network. This can be verified by
our experiments in Section 4.4. Some non-tractable exact inference problems may become
tractable as a result.
For stochastic simulation algorithms, the performance sampling is determined by the
(, δ)-estimate [25]. The complexity of sampling algorithms is asymptotically determined
by the number of variables or the marginal probability of evidence. For example, suppose a
probability of 1 − δ is required to achieving accuracy, likelihood weighting gives an (, δ)

an
ln 4δ time. Here n is the number of variables, a is a
estimate of Pr(x | e) in O 2 Pr(x,e)
positive number determined by the sampling algorithm and e is observed configuration of
all evidence. Assume ns and es are the corresponding values of a subnetwork, then es ⊂ e
implies Pr(x, es ) ≥ Pr(x, e) and ns ≤ n, so

ans
2 Pr(x,es )

ln 4δ ≤

an
2 Pr(x,e)

ln 4δ . Thus, sampling

on subnetwork requires few samples and less compute time.

4.4

Results

The experiments are conducted on two collections of tests on two real-world Bayesian
networks: A NDES [22] and L INK [53]. A NDES has 223 vertices and L INK has 724 vertices. The first collection of tests verifies the treewidth of subgraphs generated by posterior
subgraph clustering and the second collection of tests compares MSE results of applying
sampling algorithms on the subnetworks generated by posterior subgraph clustering with
those of on the whole original network.

4.4.1

Impact on Treewidth

We randomly generated 5 groups of instantiated evidence vertices for A NDES and 8
groups of instantiated evidence vertices for L INK. Each group contains 100 different tests
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Figure 4.2: A NDES: Treewidths of Subnetworks.

Figure 4.3: L INK: Treewidths of Subnetworks.

cases and the number of instantiated evidence vertices of each test case ranges from 100
to 180 for A NDES and from 150 to 500 for L INK, so in total there are 500 test cases for
A NDES and 800 test cases for L INK. Because optimal triangulation of a graph is an NPcomplete problem [109], the calculation of treewidth of A NDES and L INK is not tractable
on these large networks. Maximum cardinality search [102] is used to approximate the
treewidth of A NDES, L INK and their subgraphs. The calculated treewidth is 25 for A NDES
and 121 for L INK.
For A NDES, we first applied our posterior subgraph clustering to the 500 test cases, and
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used the clique tree algorithm on those subgraphs, then compared the results with results
we obtained by directly using the clique tree algorithm on the entire Bayesian network
to verify the algorithm. L INK is too complex to use any exact algorithm. For L INK we
applied posterior subgraph clustering on 800 test cases and compute the treewidths of the
subgraphs for comparison.
Figure 4.2 and Figure 4.3 show the treewidth of subgraphs. Since posterior subgraph
clustering will generate several subgraphs in each test case, we selected the maximum
treewidth of all the subgraphs in each test case for comparison. In the figures, “MaxMax”
is the maximum value of the 100 maximum treewidths and “MinMax” is the minimum
values of the 100 maximum treewidths. “AvgMax” is the average value. The standard
deviation is shown as an error bar in the figures.
From Figures 4.2 and 4.3 it can be concluded that the treewidth of the subgraphs decreases constantly as the number of instantiated evidence vertices increases. For L INK,
the treewidth of subgraphs decreases to such a small number that exact inference becomes
clearly tractable on this network.

4.4.2

Impact on Importance Sampling

The Mean Squared Error (MSE) metric was used to measure the error of the importance
sampling results Pr0e compared to the exact solution Pre :
v
u
u
1
MSE = t P

Xi ∈X

ni
X X

ni

(Pr0e (xij ) − Pre (xij ))2

,

Xi ∈X j=1

where X = V \ E, ni is the cardinality of variable Xi ’s state set and xij represents the jth
value of variable Xi .
The 500 test cases of A NDES were used in the following tests to verify the performance
of stochastic sampling optimized with posterior subgraph clustering. RISAIS [112] intro90

Figure 4.4: A NDES Results for |E| = 120 using a Range of Sample Iterations.

duced in the previous chapter was used for sampling on subnetworks generated by posterior
subgraph clustering. We compare the results of posterior subgraph clustering with those
of other state-of-the-art importance sampling algorithms, SIS, AIS-BN, EPIS-BN and RISAIS. In Figure 4.4, the number of instantiated evidence vertices is fixed at 120, but the
number of samples varies from 10,000 to 210,000. The average MSEs of AIS-BN, RISAIS
and PSC+RISAIS are compared. Clearly posterior subgraph clustering does improve the
performance of RISAIS. In Figure 4.5, the number of samples is fixed to 210,000, but the
number of instantiated evidence vertices varies from 120 to 180. We compared the average
MSE of SIS, EPIS-BN and PSC+RISAIS. Posterior subgraph clustering improves RISAIS
to perform the best in all cases.

4.5

Conclusions

Posterior subgraph clustering is a method to split a Bayesian network into smaller subnetworks that are D-separated by evidence. Because the subnetworks are conditionally
independent from each other given the evidence, probabilistic inference can be applied to
each separate subnetwork. In this chapter I showed that the complexity of the subnetworks
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Figure 4.5: A NDES Sampling Results for 210,000 Samples and Varying |E|.

is decreased and the complexity of exact and approximate inference on the clustered network is lower than that of original network. The conclusion is based on the underlying
assumption that there are sufficient evidence vertices to generate subnetworks. The experimental results show that instantiating fewer than 50% of the vertices (of 223 vertices in
total) as evidence already produced subnetworks for A NDES that show a significant performance improvement with exact and approximate inference.
This naturally leads to the question as to the necessary number and placement of evidence vertices in the network to effectively cluster the network into several subnetworks,
and what kind of vertices are more suitable to be observed as evidence than others for clustering. I believe those questions are worth investigating. Also practical criteria are needed
to decide whether to apply exact inference or approximate inference algorithm on a subnetwork generated by posterior subgraph clustering. Another possible improvement is to
modify the network, e.g. by evidence absorption [104] and by removing weak arcs [105]
so that more subnetworks can be produced.

92

CHAPTER 5
COMPRESSED VERTEX TREE

This chapter introduces the Compressed Vertex Tree algorithm to optimize importance
sampling on Bayesian networks that model non-strictly positive probability distributions
by alleviating the rejection problem caused by inconsistent samples. The algorithm is empirically verified with real-world Bayesian networks.

5.1

Introduction

In Chapter 3 it was found that the performance of importance sampling on Bayesian
networks that model non-strictly positive probability distributions (i.e. exhibit deterministic causalities) tends to be poor, see also [17, 44, 116]. This limits its use as a real-time
inference method under certain conditions. Deterministic causalities form predictable influences between statistical variables in a network such that only a strict subset of the
variable states is permissible. Samples inconsistent with the permissible state space have
zero probability in the joint probability distribution. Inconsistent samples do not contribute
to the sum estimate and are effectively “rejected” by the sampling algorithm.
Detecting inconsistent samples ahead of time to eliminate the cost of rejection is a
NP-hard problem, since it requires the posterior probability of a sample given some evidence, which is known to be a NP-hard problem [24]. The impact of sample rejection
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on performance of importance sampling has been studied extensively. Particularly in the
work on adaptive sampling schemes [17], in the context of constraint propagation [43],
and Boolean satisfiability problems [44]. Constraint propagation can be used to reduce the
rejection rate [42], but cannot eliminate rejection. Systematically searching for a nonzero
weight sample in constraint-based systems was proposed in [43] called SampleSearch and
improved in [44]. SampleSearch algorithms generate backtrack-free distributions. SampleSearch is further generalized [45] as a sampling method for Mixed Networks [30, 66].
Sampling algorithms that use alternative formulations of Bayesian networks, such as conjunctive normal forms [44], also suffer from sample rejection because of the independent
and identically distributed (i.i.d.) sampling requirement.
When the number of inconsistent samples is a small percentage and rejection rates are
consequently relatively low, methods such as SampleSearch [45] are effective. SampleSearch uses constraint propagation as an “oracle” to resolve inconsistencies during sampling. In general, constraint propagation is a NP-complete problem. Thus, the computational demands for larger networks with high degrees of determinism is challenging. SampleSearch caches inconsistent samples as they are found during the sampling process, effectively eliminating the regeneration of previously-generated inconsistent samples. However, SampleSearch’s tree-structured “cache” can grow exponentially in size as in the worst
case the number of rejected samples is proportional to the state space of Bayesian network
variable state configurations.
Typically, only the states of strict subsets of the variables yield impossible configurations. This is due to deterministic causalities between variables, i.e. the local dependence
structures. For example, take a Bayesian network over a set of variables V = {V1 , . . . , Vn }
and suppose1 Pr(vi | vj ) = 0. Then, all configurations of V with vi , vj are impossible,
i.e. an exponential number of inconsistent samples with state patterns that overlap due to
1

Throughout this chapter we write Pr(vi | vj ) for Pr(Vi = vi | Vj = vj ) for brevity.
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localized deterministic causalities. It is clear that efficient caching of samples suggests
the exploitation of local network structure, especially for networks with high degrees of
determinism, to mitigate exponentially-growing caching requirements.
In this chapter, I propose a new algorithm to reduce the overhead of caching by using an
adaptive decision tree to efficiently store and detect inconsistent samples. The tree stores
the inconsistent sample configurations in compressed form, hence we refer to the method
as Compressed Vertex Tree (CVT) search. Similar to SampleSearch, a CVT structure stores
the vertices corresponding to statistical variables that have zero probability constraints in a
tree. However, by contrast to SampleSearch, CVT is adaptive and maintained by a detecting
and merging process that keeps the tree compressed, requiring only a small amount of overhead to perform the modifications. Hence, the CVT storage requirements are significantly
lower and detecting inconsistent samples is more efficient compared to other methods as is
demonstrated by the results in this chapter.

5.2

Importance Sampling with Compressed Vertex Trees

The CVT concept is introduced to store and detect zero probability constraints to optimize importance sampling on Bayesian networks with deterministic causalities.

5.2.1

The Sample Rejection Problem Revisited

A sample xi with w(xi ) = 0 is called inconsistent, because xi is an impossible event
w(xi ) = 0 ⇒ p(xi ) = 0. An inconsistent sample does not contribute to the sum estimate (2.9) and is effectively “rejected”. The phenomenon is caused by the presence of a
deterministic causalities in the network. Consider for example Figure 5.1 with a partial
deterministic influence of variables B and C on D. Suppose D = 0 is observed, then any
sample with C = 1 will be rejected in forward sampling (from the roots) which occurs at a
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Figure 5.1: A Bayesian Network with Deterministic Causalities.

rate of 1,000,000 to 1 since Pr(C = 1) = 0.999999.
Rejection also occurs in backward sampling, because forward sampling is part of all
backward sampling strategies. In backward sampling, a sampling ordering is selected.
Suppose B is sampled forward and C is sampled backward. Then B = 0 will be sampled
most frequently, because Pr(B = 0 | ·) > 0.9999. Note that whether C = 1 or C = 0 the
sample is always inconsistent, because Pr(D = 0 | B = 0, C = 0) = 0 and Pr(D = 0 |
B = 0, C = 1) = 0. This also happens when sampling C forward and B backward.
State-of-the-art importance sampling algorithms, such as AIS-BN [17], EPIS-BN [115],
and RIS [112] reduce the rejection rate by learning methods that adjust the probabilities in
the conditional probability tables of the network.

5.2.2

The CVT Approach

Configurations of variable states can be stored as patterns in a search tree to efficiently
match zero probability constraints, e.g. those that originate from the example shown in Figure 3.5. Assume that only configurations (B = 1, C = 1) and (A = 0, C = 0) that produce
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Figure 5.2: Possible Trees to Store Zero Probability Constraints.

zero probability constraints are found at a certain stage of sampling example of Figure 3.5.
A search tree to store these patterns can be constructed. There are many ways to achieve
this, resulting in considerable differences in tree sizes resulting from node orderings. Consider for example the three trees shown in Figure 5.2. The left tree has the constraint
(B = 1, C = 1) duplicated, due to the suboptimal top-down ordering A → B → C. The
ordering C → B → A yields an optimal tree, as shown in Figure 5.2(b).
The problem is that the size of the resulting tree is very sensitive to the vertex ordering
used in the top-down construction. Prior work on tree-based caching (such as SampleSearch) do not consider optimization of the tree structure. In the worst case this leads to a
tree with redundant branches that represent identical states.
We propose two modifications of the tree-based sample search:
1. A branch can be marked “Any” to represent any state of a variable.
2. Adaptive refinement is used to dynamically optimize the tree structure by merging
tree branches to reduce the tree size.
The suboptimal CVT with order A → B → C is shown in Figure 5.2c. Because of the
suboptimal order, the tree in Figure 5.2c is not as efficient as the tree in Figure 5.2(b).
Clearly, the tree in Figure 5.2(c) is optimal compared to Figure 5.2(a). The key concept
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of our approach is to construct and reorder trees by way of combining parts to achieve
optimized compressed trees, which is facilitated by wildcard “Any” states and a branch
merging algorithm.
We first introduce some terminology. For a BN = (G(V, A), Pr), evidence e and a
sampling order δ, ∀Vi ∈ V, Teδ (Vi ) denotes the CVT of the variable Vi and Vi is called
the key variable of Teδ (Vi ). The family of all variables in Teδ (Vi ) is denoted as2 Feδ (Vi ).
Furthermore, ∀Vj ∈ Feδ (Vi ), δ(Vj ) ≤ δ(Vi ). In CVT Teδ (Vi ) we refer to a path from the
root node to a leaf node a walk. Furthermore, a walk is a key walk when the walk visits the
key variable Vi .
To illustrate these definitions, consider Figure 5.2(c). Sampling order is A → B → C
and C is the key variable of T (C). So F(C) = {A, B, C}. The walk Root → A = Any →
B = 1 → C = 1 is a key walk. The walk Root → A = 0 → B = 1 is a non-key walk.

5.2.3

CVT Construction and Sample Matching

CVT is an adaptive decision tree to match samples for rejection decisions. CVT allows
for efficient adding, searching, and matching of zero probability constraints represented by
tree walks. The process of constructing a CVT consists of repeatedly merging overlapping
walks into a new CVT. Algorithm 6 illustrates the method to add a zero constraint into a
CVT. Lines 1 and 4 in Algorithm 6 ensure that the subtree under the Any branch is also
contained in any state-valued branch. When a node has a branch for each state for that
variable, then the Any branch becomes redundant. Line 2 in Algorithm 6 removes the Any
branch and line 3 in Algorithm 6 prevents the creation of a new Any branch. During the
merging process, when a subtree is found to be complete, the subtree can be removed and
the root of subtree becomes a leaf by line 5 in Algorithm 6.
Figure 5.3 demonstrates how Algorithm 6 merges two tree walks {B = 2, C = 0} and
2

Teδ (Vi ) and Feδ (Vi ) will be written as T (Vi ) and F(Vi ) when the context of δ and e is clear.
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Procedure MergeWalk (root, p)
Input: root node of tree,p a zero constraint
Result: merge walk p into tree rooted at root
cur ← root;
while cur 6= null do
if cur .var ∈ p then
if cur [p[cur .var ]] = null then
if cur [Any] 6= null then
1
2

3

4

5

cur[p[cur .var ]] ← CopyTree(cur [Any]);
if ∀s ∈ Cfg(cur.var), cur[s] 6= null then
delete cur[Any], cur[Any] ← null
end
else
cur[p[cur.var]] ← new node(cur.var)
end
end
cur ← cur[p[cur.var]];
else
if cur[Any] = null then
if ∃s ∈ Cfg(cur.var), cur[s] = null then
cur[Any] ← new node(cur.var);
cur ← cur[Any]
else
cur ← null
end
else
cur ← cur[Any]
end
foreach s ∈ Cfg(cur.var) do
MergeWalk (cur[s], p)
end
end
Cut complete sub-trees
Algorithm 6: Merging a Tree Walk into a CVT.
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Figure 5.3: An Example of Merging Tree Walks by Algorithm 6.

{A = 0, B = 1, C = 0} into a CVT. In the walk {B = 2, C = 0}, there is no value
of A, so the branch B = 2 → C = 0 is directly added under A = Any branch. For
walk {A = 0, B = 1, C = 0}, since there is a any branch of A and branch A = 0 is
new, so according to line 1 of Algorithm 6, the subtree of A = Any is copied and branch
B = 1 → C = 0 is added under branch A = 0.
To construct a CVT, first a set F(Vi ) is selected. Any variable whose sampling order
is ahead of the key variable Vi can be in F(Vi ). However, if all those arbitrarily-selected
variables are in F(Vi ), the size of CVT will quickly grow exponentially large. The set
F(Vi ) should be the smallest set satisfying ∀Vj ∈ V \ E, δ(Vj ) < δ(Vi ) ⇒ Pre (Vi | F(Vi ) \
{Vi }, Vj ) = Pre (Vi | F(Vi ) \ {Vi }).
Algorithm 7 is the CVT construction algorithm under the assumption that the sampling
order (referred to by δ) is identical to the topological order of the Bayesian network’s
vertices. In Algorithm 7, Vδi denotes a variable whose sampling order is i and t.variables
represents all the variables that show up in the walk t and whose value in t is not Any.
When the sampling order is identical to the topological order of the network, the Refractoring algorithm (RIS) [112] or factorization algorithm of EPIS-BN [115] can be used
to shrink F(Vi ) to the minimal set. If the sampling order is not identical to the topological
order, techniques such as mini-bucket can be used to select F(Vi ).
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Procedure InitCVT (BN, e, δ)
Input: BN : (G(V, A), Pr), e: observed values of E, δ: the sampling order
Result: T , ∀Vi ∈ V, T (Vi ) is initialized.
foreach Vi ∈ V \ E do
1

Use the refractoring algorithm to decide F(Vi )
foreach c ∈ Cfg(π(Vi )), vi ∈ Cfg(Vi ) do
if Pr(vi | c) = 0 then MergeWalk (T (Vi ).root, (c, vi ))
end
end
foreach ei ∈ e and ei is Ei ’s observed value do
F(Ei ) ← π(Ei ) ∪ {Ei }
foreach c ∈ Cfg(π(Ei )) do
if Pr(ei | c) = 0 then MergeWalk (T (Ei ).root,c)
end
end
return T
Procedure BuildCVT (BN, e, δ)
Input: Same as InitCVT
Result: T
T ← InitCVT(BN, e, δ)
foreach Ei ∈ E do
Add Ei to the end of δ and mark T (Ei )
end
for i = |δ| to 1 do
if T (Vδi ) is marked then
foreach non-key walk t in T (Vδi ) do
if ∃j, j < i ∧ t.variables ⊂ F(Vδj ) then
MergeWalk (T (Vδj ),t)
Mark T (Vδj ) and remove t from T (Vδi )
end
end
end
end
return T
Algorithm 7: CVT Construction.
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Algorithm 7 at line 1 uses the refractoring algorithm [112] to select F(Vi ). Since
Pre (·) = 0 ⇔ Pr(·, e) = 0, those zero entries in the conditional probability table (CPT) of
the Bayesian network are critical for finding the zero constraints, thus function InitCVT
will merge them. For an evidence variable, only the zero entry which is consistent with its
observed value is merged and those entries are all non-key walks in CVT. Note that for a
CVT T (Vi ), all its non-key walks are useless, because when sampling variable Vi , if the
instantiation of previous sample variables contains one non-key walk, then no value of Vi
can be sampled. Thus, non-key walks should be removed from the CVT and merged into
the CVT of the variable that is ahead of Vi (in sampling order). The function BuildCVT
is a process of backwards (in sampling order) moving non-key walks from one CVT to
another. If the sampling order is not consistent with topological order, then the function
InitCVT should be modified according to the sampling order and importance functions.
However, as long as InitCVT ensures that F(Vi ) satisfies ∀Vj ∈ V \ E, δ(Vj ) < δ(Vi ) ⇒
Pre (Vi | F(Vi ) \ {Vi }, Vj ) = Pre (Vi | F(Vi ) \ {Vi }) and all zero entries in CPTs are
merged into a CVT, the CVT can be efficiently used to eliminate the rejection problem.
The sample matching algorithm Algorithm 8 is used to match previously-recorded inconsistent samples for the purpose of filtering. The cur .var represents the random variable
that corresponds to the current tree node cur. In searching the CVT, if a branch corresponding to the query is found, the search will follow that branch. If not, it will follow through
the Any branch.
When Algorithm 8 returns M ATCH, the probability of configuration v is 0. The importance function fi of variable Vi can be redefined as fi (F(Vi )) × [SearchCVT(F(Vi ))].
Here, [SearchCVT(F(Vi ))] = 0 if procedure SearchCVT(F(Vi )) returns M ATCH, otherwise [SearchCVT(F(Vi ))] = 1. It is then straightforward to calculate the conditional
probability from this new importance function. Since the branches of CVT represent zero
constraints induced by evidences, the induced probability distribution is unbiased as long
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Procedure SearchCVT (root, v)
Input: root node of tree, v: a configuration
cur ← root;
while cur is not a leaf do
if cur [v[cur .var ]] 6= null then
cur ← cur[v[cur .var ]]
else
if cur [Any] 6= null then
cur ← cur [Any]
else
return N O M ATCH
end
end
end
return M ATCH
Algorithm 8: CVT Search to Match and Filter Inconsistent Samples.

as the original importance function fi is unbiased.

5.3

Results

This section presents the experimental validation and performance results of CVT for
importance sampling on PATHFINDER [47] and A NDES [22]. Tests were performed with
an AMD Athlon 4200 1GHz 2GB memory and 512KB L1 cache. All programs are written
in C++ and compiled with g++ 4.4.3 -O3 and run on Linux 2.6.32-27.
PATHFINDER [47] and A NDES [22] exhibit determinism studied by several authors
in this context. Both networks are reasonably large, with |V| = 109, |A| = 195 for
PATHFINDER and |V| = 223, |A| = 338 for A NDES. A NDES requires many more samples
to converge closer to the exact solution as compared PATHFINDER.
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Figure 5.4: Average MSE for PATHFINDER (50 Test Cases and 12,000 Sampling
Iterations) and A NDES (100 Test Cases and 300,000 Sampling Iterations).
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Figure 5.5: MSE Results of 300,000 Sampling Iterations for 100 Test Cases (A NDES).

5.3.1

MSE Accuracy Results

The Mean Squared Error (MSE) metric was used to measure the error of the importance
sampling results Pr0e compared to the exact solution Pre :
v
u
u
1
MSE = t P

Xi ∈X

ni
X X

ni

(Pr0e (xij ) − Pre (xij ))2

,

Xi ∈X j=1

where X = V \ E, ni is the cardinality of variable Xi ’s state set and xij represents the jth
value of variable Xi .
The MSE of the following methods is compared to determine the differences in convergence accuracy:

• RIS-AIS [112],
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Figure 5.6: Number of Inconsistent Samples in 12,000 Sampling Iterations for 50
Test Cases with RIS-AIS, AIS-BN+SampleSearch and EPIS-BN (PATHFINDER).

• AIS-BN [17] with SampleSearch (AIS-BN+SampleSearch) [44],
• EPIS-BN [114, 115], and
• RIS-AIS with CVT (RIS-AIS+CVT) presented in this chapter.
In the tests, 50 test cases are randomly generated each with 20 evidence vertices set in
PATHFINDER and 100 test cases, each with 25 evidence vertices that were set in A NDES
to produce posterior distributions. For A NDES, 300,000 sampling iterations are performed.
For PATHFINDER, 12,000 sampling iterations are performed. A NDES is more complex and
requires more samples than PATHFINDER. The MSE of RIS-AIS+CVT is the best and
lowest of all sampling methods as is shown in Figure 5.4.
The average MSE of EPIS-BN is close to that of RIS-AIS+CVT. To confirm the gains
of RIS-AIS+CVT versus EPIS-BN, I compared the MSE for all the 100 test cases in Figure 5.5. For all but 7 out of 100 test cases, RIS-AIS+CVT outperforms EPIS-BN, with a 4
times lower MSE in the best case.

5.3.2

Sample Rejection Results

To validate the sample rejection rate improvement, I evaluated the CVT algorithms for
RIS-AIS [112]. Figure 5.6 compares the number of inconsistent samples generated by
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importance sampling with three methods on PATHFINDER for 50 random test cases (each
with a different evidence configuration pattern). The results for A NDES are comparable
(not shown). Without CVT, as shown in Figure 5.6, all three methods generate inconsistent
samples. With CVT to reduce rejection rates for RIS-AIS, no samples are rejected for
PATHFINDER and only 0.3% are rejected for A NDES (not shown in the figure). CVT either
eliminated or significantly reduced the rejection amount. CVT cannot always eliminate
rejection, which is not surprising because of the hardness of the rejection problem. In
the experiments we found that CVT did not work well for the BN 69 UAI to BN 75 UAI
networks of the UAI competition [7]. I found that no importance sampling algorithm can
generate consistent samples in reasonable time for these extreme test cases.

5.3.3

CVT Compared to Related Work

SampleSearch [45] caches zero constraints in a tree structure to detect inconsistent samples to reject. To compare the conceptual difference to CVT, we present the following example. Consider the network as defined in Figure 3.5. Suppose the sampling order is A, B,
C and that D is observed as 0. With SampleSearch the constraint violation can only be identified during sampling at vertex D. Figure 5.7(a) shows the search tree of SampleSearch.
By contrast, when applying RIS (assuming arc B → C is added by RIS), CVT can be
built up on vertex B and C respectively, as illustrated in Figure 5.7(b). I need to point out
that the tree in Figure 5.7(a) is built up during sampling and requires most of inconsistent
samples to be sampled once, while the tree of Figure 5.7(b) is built before sampling starts.
The success of CVT is due to the exploitation of the local independent relationships
in Bayesian networks and the hidden constraints in CPTs. Because of this, CVT is generally more effective to reduce inconsistent samples in Bayesian networks sampling but
less effective in other frameworks such as CNF formulations. To verify this analysis, we
compared the size of the trees (measured by number of nodes) for CVT and SampleSearch
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Figure 5.8: Number of Tree Nodes in 12,000 Sampling Iterations for 50 Test
Cases with CVT and SampleSearch (PATHFINDER).
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Table 5.1: Timing Overhead (Seconds) Versus Rejection Rate Savings with CVT.

PATHFINDER
A NDES

RIS-AIS RIS-AIS+CVT RIS-AIS Rejection Rate
0.28s
0.29s
21.1%
21.7s
23.2s
6.30 %

in PATHFINDER’s 50 test cases (Figure 5.8). Figure 5.8 shows that CVT uses far fewer tree
nodes than SampleSearch.
In the worst case however, a CVT may still grow very large. The size of a CVT can be
limited by a threshold to avoid excessive growth, but the difficulties are in how to choose
zero constraints that are most likely to be encountered in the sampling process and keep
those in the CVT.

5.3.4

Measuring the CVT Overhead

Filtering invalid samples before sampling should not be too costly and not much more
costly then allowing invalid samples to be rejected. The initial construction of the CVT can
be done offline. Searching the CVT incurs overhead. I measured the overhead of CVT on
the sampling time of RIS-AIS using the testbed implementation.
The results are shown in Table 5.1. The timing overhead of CVT for PATHFINDER
is 3.6% while 21.1% of the total sampling time is saved by CVT filtering. The timing
overhead of CVT for A NDES is 6.9% while 6.3% of the total sampling time is saved by
CVT filtering. The results for PATHFINDER show a significant gain in overall sampling
efficiency. For A NDES the results are mixed. The testbed implementation is not fully
optimized for this study. I expect a better tradeoff with a memory layout of CVT nodes that
increases spatial locality for caching to reduce memory traffic.
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5.4

Conclusions

In this chapter I presented an approach to enhance importance sampling performance
by reducing inconsistent samples. The CVT adaptive decision tree efficiently stores the
zero constraints that must be filtered from the sampling process. It ensures efficient searching and matching of constraints. Empirical results show that Refractor Importance Sampling (RIS) with AIS-BN enhanced with CVT favorably compares to state-of-the-art importance sampling algorithms in terms of a lower approximation error and increased sampling
speeds.
CVT and SampleSearch [45] are not the only methods to store zero constraints to match
inconsistent samples. For example, zero constrains can be compiled as “nogoods” into
Ordered Binary Decision Diagrams (OBDD) [11]. An OBDD is a global structure. By
contrast to CVT, OBDDs do not utilize the local independencies represented by a wildcard
“Any” branch. Furthermore, CVT construction identifies zero constraints, while OBDD
relies on other algorithms to detect those zero constraints. On the other hand, CVT could
utilize OBDD’s Directed Acyclic Graph structure to save space. I believe this direction
deserves further investigation.
Zero constraints can also be stored in CPTs or in importance function tables of the
Bayesian networks. However, this is not deemed efficient. As was illustrated in Figure 3.5,
storing zero constraints in CPTs requires expanding each CPT exponentially to meet the indegree requirements of additional variable influences. The positive values stored in CPTs
give little information to expedite the rejection problem. Rule based [83, 84] storage is not
a solution, because the search expense will be proportional to the number of rules. Another
solution is to use Probability Tree [10]. Similar to CPTs, a complete probability tree also
stores many positive values, which provide little information for the purpose of rejection
decisions.
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CHAPTER 6
MEASURING THE HARDNESS OF
STOCHASTIC SAMPLING ON BAYESIAN
NETWORKS WITH DETERMINISTIC
CAUSALITIES: THE K-TEST
This chapter presents the k-test, a metric to determine the approximation hardness of
Bayesian inference. First, the rejection problem of importance sampling is revisited, which
is the focus of this chapter. Then it is proven that exact and approximate determination of
inconsistent samples is NP-hard. The k-test algorithm is given and results of the k-test on
real-world and benchmark Bayesian networks show that the k-test is a accurate metric to
determine the expected sample rejection rate.

6.1

Introduction

The Local Variance Bound (LVB) [27] metric demarcates the boundary between the
class of Bayesian networks with tractable approximations and those with intractable approximations. In certain cases the LVB of a Bayesian network can be used as a quantitative
estimation of the expected rate of convergence of the approximate solution to the exact
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solution under stochastic sampling of the network.
However, the LVB metric is not suitable to measure the approximation hardness of
Bayesian networks with deterministic causalities, because the LVB metric is the ratio of
the maximum to the minimum probability value of the conditional probability table (CPT)
entries of the variables in the Bayesian network. Any zero entry in the CPT invalidates
the LVB. This means that the LVB is undefined for many real-world networks that model
JPDs with zero probabilities, such as

MUNIN

[4], PATHFINDER [47], A NDES [22] and the

CPCS [85] networks. Hence, their inference tractability classification fails and it is not
possible to give an estimation of the hardness of approximate inference.
In my dissertation research I developed the k-test, a metric to determine the approximation hardness of Bayesian inference. By contrast to the LVB metric, the k-test metric can
be applied to Bayesian networks that model JPDs that include zero probabilities. This extends the approximation hardness estimation to an important class of real-world Bayesian
networks. The k-test applied to a Bayesian network indicates when sample rejection rates
are expected to be low, modest, or prohibitively high.

6.2

Exact and Approximate Inconsistent Sample
Filtering is NP-Hard

No polynomial-time algorithm exists that can filter all samples x with Pr(x) = 0 from
important sampling to prevent rejection. Exact determination of Pr(x) = 0 is known to be
NP-hard. It turns out that approximate filtering of samples with Pr(x) = 0 is also NP-hard
as is proven in this section.
As expressed by Equation (2.8), the goal of the importance function f is to approximate
the posterior probability distribution Pr(X|e), modeled by a network given some evidence
e for E, without actually updating the network to the posterior, which is prohibitively
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expensive.
The importance function f should be tractable. Here, “tractable” means that there exists
a sampling order δ, such that for any valid instantiation xδ(1) , · · · , xδ(m) of Xδ(1) , · · · , Xδ(m)
m ≥ 1, the complexity of computing Prf (xδ(m+1) | xδ(1) , · · · , xδ(m) ) is polynomial. Here,
Prf (·) is the probability distribution induced by f . A sampling order δ that meets these
requirements is called a tractable sampling order for f , or simply a tractable order.
Importance sampling methods generally require tractable sampling that is consistent
with a Bayesian network’s topological order of the vertices V. This is true for AIS-BN [17],
EPIS-BN [115], and SIS [95]. By contrast, the tractable sampling order of DIS [68] is a
reversed elimination order, which may or may not be consistent with a Bayesian network’s
topological order of the vertices.
A well-known problem of importance sampling on Bayesian networks with deterministic causalities is that the sampling performance can be poor. When the JPD has zero probabilities, many samples may end up having zero weights w(x) = 0 in the sampling process.
These samples do not contribute to the sum estimate (2.9) and are effectively rejected.
Such a sample is inconsistent, since x is an impossible event w(xi ) = 0 ⇒ p(xi ) = 0 by
Assumption 1.
The sample rejection problem is a judgement that Pr(xδ(1) · · · xδ(m) , e) > 0, which is
equivalent to determining Pr(e) > 0, because Pr(e) > 0 ⇔ ∃x ∈ Cfg(Xδ(1) ) : Pr(x, e) >
0. Cooper [24] pointed out that the problem of determining Pr(e) > 0 is NP-complete.
The approximate sample rejection problem is also NP-hard, as shown in the proof in Appendix A. Note that Dagum and Luby [26] proved that approximate Bayesian inference is
NP-hard. However, that proof is not applicable to sample rejection problem of Bayesian
networks with deterministic causalities.
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6.2.1

Probabilistic Turing Machines

The Probabilistic Turing Machine (PTM) formulation is used in the complexity analysis
of approximate algorithms and probabilistic algorithms. We briefly introduce PTM and
class RP, see [5] for more details.
Definition 24 The Probabilistic Turing Machine (PTM) is a Turing machine with two transition function sets λ0 , λ1 . To execute a PTM M on an input x, we choose in each step with
probability

1
2

to apply the transition function in λ0 and with probability

1
2

to apply λ1 . This

choice is made independently.
The machine M only outputs 1 (“accepted”) or 0 (“rejected”). We denote by M (x)
the random variable corresponding to the value M outputs at the end of execution. For a
function T : N → N, we say that M runs in T (n)-time if for any input x, M halts on x
within T (|x|) steps regardless of the random choices it makes.
Definition 25 BPTIME(T (n)) contains every language L for which there is a PTM M
running in T (n) : ℵ → ℵ time such that

We define BPP =

S

c>0

x ∈ L ⇒ Pr(M (x) = 1) ≥

2
3

x∈
/ L ⇒ Pr(M (x) = 0) ≥

2
3

(6.1)

BPTIME(nc )

Definition 26 RTIME(T (n)) contains every language L for which there is a PTM M
running in T (n) time such that
x ∈ L ⇒ Pr(M (x) = 1) ≥

2
3

x∈
/ L ⇒ Pr(M (x) = 0) = 1
We define RP =

S

c>0

RTIME(nc )
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(6.2)

The number 2/3 in definition 25 is arbitrary, and any real number between 1/2 and 1 can
replace 2/3. Obviously RP ⊆ NP and RP ⊂ BPP.

6.2.2

Hardness of the Sample Rejection Problem

First, we give a formal definition of the sample rejection problem in view of tractability:

Definition 27 For any tractable1 importance function f with tractable sampling order δ,
For a BN, e are evidences and e 6= ∅. f is an importance function and δ is a sampling
order. Pre (·) is the BN’s posterior probability distribution (Pre (·) ≡ 0, if Pr(e) = 0).
the Rejection Problem of f with δ is defined as: let e 6= ∅, Pr(e) > 0, be the observed
evidence2 , if Prf (xδ(1) , · · · , xδ(m−1) ) > 0 (m ≥ 1), then ∀x ∈ Cfg(Xδ(m) ) determine
whether Pre (xδ(1) , · · · , xδ(m−1) , x) > 0.

Definition 27 is reasonable, because if during sampling of the mth variable Xδ(m) the
rejection problem is solved, then sampling process can pick up a xδ(m) from Cfg(Xδ(m) )
such that Pre (xδ(1) , · · · , xδ(m) ) > 0. This process repeats until we find a consistent sample.
Note that Definition 27 requires nothing when Pr(e) = 0. Thus, the exact rejection
algorithm is a partial function (Rejection Function) Γδ : Ωδ → {0, 1}, Ωδ = Cfg(E) ×
S|X|
i=1 Cfg(Xδ(1) · · · Xδ(i) ). If Pr(e) = 0, Γδ (e, ·) is undefined (could be any); if Pr(e) > 0,


 1, Pre (xδ(1) · · · xδ(m) ) > 0
Γδ (e, xδ(1) · · · xδ(m) ) =
 0, Pr (x · · · x

e δ(1)
δ(m) ) = 0
1

Only tractable importance functions with tractable sampling orders are considered, because the sampling
process should be polynomial.
2
e 6= ∅ because generating a consistent sample on a BN without evidence is a trivial problem.
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Here, the sampling probability distribution PrΓf , induced by importance function f and
rejection function Γδ , is obtained by:
PrΓf (xδ(m) | xδ(1) · · · xδ(m−1) )
= P

Prf (xδ(m) | xδ(1) · · · xδ(m−1) ) × Γδ (xδ(m) | xδ(1) · · · xδ(m−1) )
x∈Cfg(Xδ(m) ) Prf (x | xδ(1) · · · xδ(m−1) ) × Γδ (xδ(1) · · · xδ(m−1) , x)

.

(6.3)

Assuming Pr(e) > 0, a rejection algorithm solves the rejection problem in computable
T (n) time, for input with length n. The ill-defined case Pr(e) = 0 can be bounded by
counting down from T (n) and returning a random decision when the counter reaches 0.
Hence, it can be assumed that rejection algorithms are time bounded.
The sample rejection problem is NP-complete. That is, there is no polynomial time
algorithm that generally classifies consistent and inconsistent samples from Bayesian networks.
Lemma 5 For any tractable importance function f with tractable sampling order δ, the
rejection problem is in NP.
Lemma 5 is straightforward because verifying whether a sample is consistent is O(n). To
prove that the rejection problem is NP-complete, we reduce the 3SAT problem into the
rejection problem and the reduction is polynomial.
Corollary 5 For any tractable importance function f with tractable sampling order δ, the
sample rejection problem is NP-complete.
Proof. This follows from [24]. For any 3CNF F, we convert F to PIBNET by [24]. Assume that Y (the descendent vertex of all the other vertices in PIBNET, which represents the
value of F) is the only evidence and that Y = T rue. For any tractable importance function
f with sampling order δ, if the rejection problem can be resolved in polynomial time, we
can obtain a full sample by Equation (6.3) in polynomial time. In case the denominator of
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Equation (6.3) is zero, we can randomly pick a value of Xδ(m) . If Pr(Y = T rue) > 0, then
Γ is well defined and ensures one consistent sample (its weight > 0). If Pr(Y = T rue) = 0
the generated sample must be inconsistent. Hence, we can differentiate Pr(Y = T rue) = 0
from Pr(Y = T rue) > 0 by solving the rejection problem. From Lemma 5 the rejection
problem is in NP, and therefore the rejection problem is NP-complete.

2

Approximate sample rejection problem is also NP-hard. A rejection algorithm is called
approximate, if it may accept xδ(m) , even when Pr(e, xδ(1) · · · xδ(m) ) = 0, for Pr(e) >
0 ∧ Prf (xδ(1) · · · xδ(m−1) ) > 0. Still, if Pr(e, xδ(1) · · · xδ(m) ) > 0 then an approximate
algorithm must accept it to avoid biased sampling. In other words, an approximate rejection algorithm is an one-side error approximation. Furthermore, an approximate rejection
function Γ̂A
δ of an approximate rejection algorithm A is defined like Γδ : if Pr(e) > 0,


 1, if A accepts xδ(1) · · · xδ(m)
A
Γ̂δ (e, xδ(1) · · · xδ(m) ) =

 0, else
When there is no confusion, Γ̂A
δ is simplified in this text as Γ̂δ or simply Γ̂.
Let PrΓ̂f denote the sampling probability distribution induced by importance function f
and Γ̂ (PrΓ̂f can be computed from Equation (6.3) where Γδ is replaced by Γ̂). Then, for
inconsistent sample set Ωe = {x | x ∈ Cfg(X) ∧ Pre (x) = 0}, PrΓ̂f (Ωe ) > 0. PrΓ̂f (Ωe )
gives the probability that inconsistent samples are generated or the average percentage of
inconsistent samples over all the samples. If PrΓ̂f (Ωe ) = 0, we get an exact algorithm.
Clearly for an approximate rejection algorithm, the smaller PrΓ̂f (Ωe ) is, the better is the
approximation. We hope that there exists a polynomial ξ up-bounded (ξ up-bounded means
∃ξ, 0 < ξ < 1, for any BN and any possible evidences e (Pr(e) > 0), PrΓ̂f (Ωe ) <
ξ) approximate rejection algorithm, so that n consistent samples can be retrieved from
samples with high probability.
116

n
ξ

Furthermore, since both the algorithm for computing the importance function and the
rejection algorithm may be stochastic, for a BN and evidence e, the PrΓ̂f (Ωe ) may be a random variable. Thus, it is reasonable to define randomly up-bounded or (ξ, σ) up-bounded
as ∃ξ σ, 0 < ξ < 1 ∧ 0 ≤ σ < 1, for any BN and BN’s evidence e (Pr(e) > 0), such that
Pr[PrΓ̂f (Ωe ) < ξ] ≥ 1 − σ. In other words, we relax the requirement of ξ up-bounded to
the case where ξ up-bounded is satisfied with high probability. However Theorem 14 gives
a pessimistic answer.

Theorem 14 If there exists a polynomial (ξ, σ) up-bounded approximate rejection algorithm for some tractable importance function f with tractable sampling order δ, then
NP ⊆ RP.
Proof. Assume that Γ̂A
δ is the approximate rejection function of approximate rejection algorithm A and PrΓ̂f is the sampling probability distribution induced by importance function
f and Γ̂A
δ . Let ξ, 0 < ξ < 1 and σ, 0 ≤ σ < 1. Then for any 3CNF F, we convert F to
PIBNET by the method of [24]. In PIBNET, value of vertex Y is corresponding to value
of F. For Y = T rue as the only evidence. Then we independently execute importance
ln 3
) times with tractable importance function f and
sampling process m (m > − ln(σ+(1−σ)ξ)

approximate rejection algorithm A. Since both generating importance function f and rejection algorithm A maybe stochastic, we may obtain m different PrΓ̂f (·). Then we generate a
sample from each PrΓ̂f (·). If any one of the m samples is consistent, we accept F. If none
of them is consistent, we reject.
• If F is unsatisfiable, no consistent sample can be generated.
 m−i
P
m
• If F is satisfiable, Pr[PrΓ̂f (Ωe ) < ξ] ≥ 1 − σ ⇒ Pr(F rejected) < m
i=0 i σ

P
m
m−i
(1 − σ)i ξ i . Since m
(1 − σ)i ξ i = (σ + (1 − σ)ξ)m , σ + (1 − σ)ξ < 1
i=0 i σ
ln 3
and m > − ln(σ+(1−σ)ξ)
, so Pr(F rejected) < 13 .
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Hence, NP ⊆ RP, if a polynomial (ξ, σ) up-bounded approximate rejection algorithm
2

exists.

Since RP ⊆ P/poly [2] and NP ⊆ P/poly ⇒ PH = Σ2 [55, 97], if a polynomial
(ξ, σ) up-bounded approximate rejection algorithm exists, then PH will collapse to Σ2 . It
is widely believed that PH does not collapse to Σ2 , thus a polynomial (ξ, σ) up-bounded
approximate algorithm is unlikely to exist. Furthermore Theorem 14 tells that all tractable
importance sampling algorithms may fail to generate sufficient samples in polynomial time
for certain cases. Another implication of Theorem 6 is that for any tractable importance
function f sampling order δ, no polynomial approximate rejection algorithm satisfies ∃ξ σ :
0 < ξ < 1 ∧ 0 ≤ σ < 1, for any BN and valid e such that PrΓ̂f (Ωe ) < ξPrf (Ωe )
with probability larger than 1 − σ unless PH collapses to Σ2 . Because Prf (Ωe ) < 1,
so PrΓ̂f (Ωe ) < ξPrf (Ωe ) ⇒ PrΓ̂f (Ωe ) < ξ. In other words, no polynomial approximate
rejection algorithm can help importance sampling to reduce inconsistent samples with high
probability.
Because (ξ, 0) up-bounded is equivalent to ξ up-bounded, It is straightforward to get
the corollary 6.

Corollary 6 If there exists a polynomial ξ up-bounded approximate rejection algorithm for
some tractable importance function f with tractable sampling order δ, then NP ⊆ RP.

6.3

The k-Test

In this section the k-test is developed to measure the approximation hardness of sampling Bayesian networks with deterministic causalities. The random k-SAT problem and
the Satisfiability Threshold Conjecture are explained that form the basis for the k-test. An
algorithm to efficiently compute the k-test ratio of a Bayesian network is given.
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6.3.1

Hardness of Sample Rejection

Cooper [24] proved that computing Pr(x) for any x is NP-hard in general. Computing
Pr(x) to classify inconsistent samples x with Pr(x) = 0 from consistent ones with Pr(x) >
0 is prohibitively expensive as a measure to determine the hardness of sampling.
Furthermore, the approximate sample rejection problem is NP-hard, as found by our
proof in Appendix A. Note that Dagum and Luby [26] proved that approximate Bayesian
inference is NP-hard. However, that proof is not applicable to the sample rejection problem
of Bayesian networks with deterministic causalities.
To empirically estimate the rejection rate requires a significant number of samples to be
produced to cover the exponential state space of a network. Furthermore, the choice of a
sampling algorithm may also influence the estimation of the ratio, such as by CPT learning
adopted by state-of-the-art sampling algorithms.
Therefore, exact, approximate, and empirical determination of the hardness of sampling
Bayesian networks exhibiting zero probabilities poses significant computational difficulties.
The sample rejection problem can be transformed into an equivalent random k-SAT
problem, which forms the basis of our k-test.

6.3.2

Random k-SAT

Franco and Paull [35] first observed, among other important results, that random instances of the k-SAT problem undergo a “phase transition” as the ratio of clauses to
variables passes through a threshold. Let Fkn,m denote a k-CNF with n variables and m

k-clauses created by uniformly and randomly choosing m clauses from the Ck = 2k nk
possible clauses. Franco and Paull [35] claim that Fkn,m=rn is with high probability (w.h.p.
limn→∞ Pr(n ) = 1) unsatisfiable if r ≥ 2k ln 2. The reasons are given as follows. Let a be

a truth assignment and let Sk = (2k − 1) nk be the number of k-clauses consistent with the
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given assignment a. Then for Fkn,m , Pr(Fkn,m (a) = true) =

Sk
m



/

Ck
m



≤ (1 − 2−k )m the

expected number of satisfying truth assignments of Fkn,m is at most 2n (1 − 2−k )m = o(1)
for m/n ≥ 2k ln 2.

This result has led to the following popular conjecture.

Satisfiability Threshold Conjecture. For k ≥ 3, there exists a constant rk such that

lim Pr(Fkn,rn

n→∞



 1, if r < rk ,
is satisfiable) =

 0, if r > rk

(6.4)

Since 1990 much work has been done on this conjecture to narrow the threshold rk .
One class of methods is based on mathematical analysis. In the milestone paper [36],
Friedgut used the second moment method to prove the existence of a nonuniform satisfiability threshold, i.e. a sequence rk (n), around which the probability of satisfiability goes
from 1 to 0. Inspired by [36], Dimitris and Cristopher [1] further narrowed the threshold
around O(2k−1 ln 2).

Another method is to design and analyze a polynomial algorithm that can find a truth
assignment with uniformly positive probability (w.u.p.p. limn→∞ infPr(n ) > 0) or w.h.p.,
if, for a satisfiable Fkn,rn , r is smaller than the lower bound of rk . In [14] and [20] this
method is used to narrow the lower bound of rk to O(2k /k). The current best result is
from [21], which not only presents a polynomial algorithm that finds a satisfying truth
assignment w.h.p., if r < (1 − k )2k ln(k)/k, where k → 0 and k > 10, but also points out
that if r is above O(2k ln(k)/k) no polynomial algorithm is known to find a satisfying truth
assignment with probability Ω(1) – neither on the basis of rigorous or empirical analysis,
or any other evidence.
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6.3.3

The k-Test Algorithm

If a one-to-one mapping from the set of consistent samples from a Bayesian network to
a set of satisfying truth assignments of a satisfiable k-CNF Fkn,m can be constructed, then
the clause density r = m/n can be compared to the threshold value 2k /k to estimate the
hardness of the rejection problem to sample the network. The k-test ratio of a Bayesian
network is the ratio of the clause density r to the threshold value 2k /k. What remains is to
devise an efficient construction method for the k-CNF of a Bayesian network to determine
the k-test ratio r : 2k /k. The construction of a k-CNF Fkn,m should satisfy the following
requirements:
1. The satisfying truth assignments of the k-CNF Fkn,m model all and only the consistent
configurations of the Bayesian network.
2. The k-CNF Fkn,m should be minimal. That is, there should not be too many unnecessary binary variables introduced in the k-CNF or too many unnecessary clauses
added to the k-CNF.
3. The construction of the k-CNF and calculation of the clause density r should be
performed in polynomial time.
In the following, we define an efficient conversion from a Bayesian network to a k-CNF
Fkn,m that satisfies these three requirements.
Let BN = (G, Pr), G = (V, A) be a Bayesian network and E the evidence, where
e is the evidence configuration. Let kVi k denote the number of states of Vi ∈ V. The
conversion of the BN to a Boolean formula proceeds in two steps.
Step 1. Convert all variables V to Boolean variables by log encoding [39]. For each
Vi ∈ V, we create a set of Boolean variables:

{Xi1 , Xi2 , · · · , Xidlog2 kVi ke }
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(6.5)

Map each Xik to the k th bit of the binary representation of Vi ’s discrete value. For example,
if kVi k = 5, then Vi = 3 is mapped to (Xi3 = 0, Xi2 = 1, Xi1 = 1).
Step 2. Construct the k-CNF formula Fkn,m . There are three different types of clauses
in the resulting k-CNF: the CPT Clauses, the Variable Clauses, and the Evidence Clauses.
The aim is to construct a k-CNF that is minimal, which is accomplished as follows.
CPT Clauses: each zero entry in a CPT of the Bayesian network represents a constraint
that is translated into a disjunctive clause. For example, assume kVi k = 5, kVj k = 3,
then we can translate Pr(Vi = 3 | Vj = 2) = 0 to ¬(¬Xi3 ∧Xi2 ∧Xi1 ∧Xj2 ∧¬Xj1 ) =
Xi3 ∨ ¬Xi2 ∨ ¬Xi1 ∨ ¬Xj2 ∨ Xj1 .
Variable Clauses: for each Vi ∈ V, if kVi k is not a power of 2, then certain assignments of
Vi ’s translated Boolean variables do not satisfy the formula. For example, if kVi k =
5, then {Xi1 = 1, Xi2 = 1, Xi3 = 1} is not a valid assignment, since 7 is not a
valid value of Vi . We add a clause for each invalid assignment. For the previous
example, this means that ¬(Xi1 ∧ Xi2 ∧ Xi3 ) is added. However, if this mapping is
done naı̈vely, the result may yield an exponentially large set of clauses, which clearly
does not lead to a minimal k-CNF. Consider kVj k = 2m + 1, then for Vj as many
as 2m − 1 clauses will be added to the k-CNF formula. In the worst case, this leads
to a (2m − 1)/(m + 1) clause/variable ratio. Fortunately, we can take advantage of
the fact that all valid discrete values of Vj are smaller than kVj k to minimize the
number of clauses. Let 1bm · · · b1 be the binary representation of kVj k − 1. Then, for
k = m, . . . , 1 such that bk = 0, we have that

Xjm+1 = 1 ∧ · · · ∧ Xjk+1 = bk+1 → Xk = 0.

(6.6)

Formula (6.6) can be converted to a disjunctive clause by A → B ⇔ ¬A ∨ B, since
Xl = 1(0) is simply equivalent to Xl = true(f alse). In the worst case, the variable
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clauses only contribute m/(m + 1) clauses to the clause density.

Evidence Clauses: for each Vi ∈ E with state Vi = ei , let bm bm−1 · · · b1 , m = kVi k, be the
binary representation of ei . Add the clause Xim = bm ∧Xim−1 = bm−1 ∧· · ·∧Xi1 = b1
to the k-CNF.

Let’s consider the CNF conversion for the Bayesian network of Figure 3.4. Assume
B = F alse is the evidence. First since variables A and B are both binary-valued, we only
need two Boolean variables XA and XB to represent random variables A and B. Now, we
proceed with the three types of clauses: 1) for the CPT Clause the CPT of A is strictly
positive, so no clause for it. CPT of B contains two 0 entries, so we get XA ∨ ¬XB and
¬XA ∨ XB ; 2) for the Variable Clause we have that variables A and B are binary-valued,
so there is no variable clause in this case; 3) for the Evidence Clause B = F alse is the
evidence, so the evidence clause is ¬XB . Then, the final CNF is (XA ∨ ¬XB ) ∧ (¬XA ∨
XB ) ∧ (¬XB ).
To compute the k-test ratio r : 2k /k of a Bayesian network, only the density r of the
k-CNF clauses is required. Hence, the k-test algorithm is a simplified version of the k-CNF
construction algorithm, in which the number of variables n, number of k-clauses m, and k
are computed directly from a Bayesian network as shown in Algorithm 9. The algorithm
determines k and the clause density r = m/n given a Bayesian network BN and set of
evidence variables E. The time complexity of the algorithm is linear to the sum of the sizes
of the CPTs in the network. From our empirical results reported in the next section, we
found that the k-test only takes seconds to compute for large networks with hundreds of
variables.
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Procedure k-Test (BN , E)
Input: BN = (G, CPT ), evidence set E ⊆ V(G)
Output: k, clause density r
begin P
n ← Vi ∈V(G) dlog2 kVi ke
m ← |E|
k ← maxE∈E dlog2 kEke
foreach Vi ∈ V(G) do
ki ← dlog2 kVi ke
b ← kVi k − 1
while b > 0 do
if b mod 2 = 0 then
m←m+1
if ki > k then k ← ki
end
b ← bb/2c
ki ← ki − 1
end
P
kmax ← Vj ∈π[Vi ] dlog2 kVj ke + dlog2 kVi ke
foreach Prj ∈ CPT [Vi ] do
if Prj = 0 then
m←m+1
if kmax > k then k ← kmax
end
end
end
r ← n/m
end
Algorithm 9: k-Test.

6.4

Results

In this section the k-test is experimentally verified. Two classes of Bayesian networks
were used in the experiments: “real-world” networks and benchmark networks. The realworld networks are shown in Table 6.1.

MUNIN

[4], PATHFINDER [47], A NDES [22] and

CPCS [85] are networks with significant levels of determinism, suggesting difficulties with
high rejection rates to sample them. A selection3 of synthetic benchmark networks from the
UAI contest [7] is shown in Table 6.2. Both tables show the number of variables and arcs
3

I selected networks that are easy to hard to sample.
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Table 6.1: Results for Real-World Bayesian Networks.
Bayesian Nodes Arcs
Ratio Rejection
Network
|V|
|A| r : 2k /k
Rate %
CPCS360B
360
729
0.000
0%
CPCS422B
422
867
0.001
0%
CPCS179
179
239
0.006
0%
A NDES
223
338
0.018
27%
MUNIN
1,041 1,397
0.112
97%
PATHFINDER
109
195
0.173
98%
of the network, the directly computed k-test ratio r : 2k /k, and the average rejection rate of
naı̈ve sampling. To eliminate any bias of advanced sampling techniques toward any of these
networks, naı̈ve importance sampling (likelihood sampling) is used in this study. In this
way, rejection rates purely depend on the properties of the JPD of the Bayesian network,
not on adaptive CPT learning-based optimizations to sample the network as is performed by
SIS, AIS-BN, and other advanced algorithms. Furthermore, for each Bayesian network, we
randomly generated 50 test cases, and for each test case a random set of 10 to 20 evidence
variables and instantiations are randomly selected. The number of samples is 60,000 for
each test case.
Figure 6.1 compares the directly computed ratio r : 2k /k to the empirically-established
rejection rate of likelihood importance sampling for all Bayesian Networks used in this
study. In the figure, a rejection rate of 1.0 means that all samples are rejected in the sampling process (100%).
From these results it can be concluded that the k-test ratio r : 2k /k accurately predicts
when the sampling rejection rate will be modest, high, or reaches 100% and sampling becomes intractable. When the k-test ratio < 0.1, sample rejection rates are modest or zero,
see Tables 6.1 and 6.2. The sampling efficiency is poor when the k-test ratio reaches 0.1.
When the k-test ratio > 0.2, sampling is intractable. No importance sampling algorithm
can generate consistent samples for the synthetic BNs from BN 69 UAI to BN 76 UAI in
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Table 6.2: Results for Benchmark Bayesian Networks.
Bayesian Nodes Arcs
Ratio Rejection
Network
|V|
|A| r : 2k /k
Rate %
BN 102 UAI
76
210
0.000
0%
BN 28 UAI
24
30
0.000
0%
BN 88 UAI
422
867
0.001
0%
BN 90 UAI
422
867
0.001
0%
BN 92 UAI
422
867
0.001
0%
BN 18 UAI 2,127 3,595
0.002
7.2%
BN 16 UAI 2,127 3,595
0.002
7.8%
BN 70 UAI 2,315 4,318
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Figure 6.1: Ratio r : 2k /k and Rejection Rate for all Bayesian Networks in this Study.

126

reasonable time. Likelihood sampling does not even yield a single valid sample in thousands of samples, see Table 6.2.
When the k-test ratio r : 2k /k of a network is between 0.005 and 0.200, improved
importance sampling methods can be used to attempt to lower the sampling rejection rate
and thus improve efficiency of sampling. Example sampling improvements are SIS [95],
AIS-BN [17], DIS [68], RIS [112] and EPIS-BN [115].
State-of-art importance sampling algorithms are known to perform well on Andes (ktest ratio 0.018, the average rejection ratio of AIS-BN is 13.9%) and Pathfinder (k-test
ratio 0.173, the average rejection ratio of AIS-BN is 49.5%) as these algorithms mitigate
the rejection problem. However, their performance is mixed on Munin (k-test ratio 0.112,
the average rejection ratio of AIS-BN is 96.1% and the average rejection ratio of EPIS-BN
is 28.5%).
Easy-to-sample networks do not require sophisticated sampling techniques. For those
networks the k-test ratio < 0.005. Indeed, sampling the CPCS networks (Table 6.1) incurs
no rejection overhead. Simple sampling methods suffice for these networks.

6.5

Conclusions

This chapter introduced the k-test to measure the hardness of stochastically sampling
Bayesian networks that exhibit zero probabilities. Such networks have deterministic causalities defined by the zeros in the conditional probability tables (CPT), which results in samples being rejected. To empirically estimate the rejection rate requires a significant number
of samples to be produced to cover the exponential state space of a network. It also requires
the use of a set of sampling algorithms to eliminate algorithm bias (such as CPT learning
effects). By contrast, the k-test is a linear-time algorithm to determine the hardness of
stochastically sampling a Bayesian network and is a good estimator of the rejection rate
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for any sampling algorithm. The metric identifies networks for which rejection rates will
be low, modest, high, or when sampling becomes intractable. The k-test is based on recent
advances in random k-SAT analysis. Experimental results for real-world and benchmark
networks shows the experimental validity of the k-test.
Sampling algorithms have been modified and improved by many authors to mitigate the
generation of inconsistent samples and limit the overhead of sample rejection. The rejection problem in importance sampling has been extensively studied in the work on adaptive
sampling schemes [17], in the context of constraint propagation [43], and Boolean satisfiability problems [44]. A restricted form of constraint propagation can be used to reduce the
amount of rejection [42]. An approach to circumvent the rejection problem by systematically searching for a nonzero weight sample for constraint-based systems was introduced
in [43]. The proposed backtracking algorithm, SampleSearch was further improved in [44]
and shown to generate a backtrack-free distribution. In [45], the SampleSearch method is
further generalized as a scheme in the framework of mixed networks [30, 66]. However,
the exact rejection problem is NP-complete and the approximate rejection problem is NPhard as we proved in this paper. Because Bayesian networks are special cases of mixed
networks, we believe that Corollary 5, Theorem 6 and Theorem 14 can be generalized to
mixed networks.
Although most state-of-art importance sampling algorithms have a capability to reduce
the generation of inconsistent samples, in worst case they still fail to generate sufficient
useful samples in reasonable time. It is therefore critical to identify Bayesian networks that
are hard to sample by using the k-test presented in this chapter. The k-test is based on recent advances in random k-SAT analysis. The k-test measures the approximation hardness
of sampling on Bayesian networks. The metric identifies networks for which the rejection
rates of stochastic sampling will be low, modest, high, or when sampling is intractable. Experimental results for real-world and benchmark networks shows the experimental validity
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of the k-test.
The LVB [27] metric demarcates the boundary between the class of Bayesian networks
with tractable approximations and those with intractable approximations. LVB is undefined
for many real-world networks that model JPDs with zero probabilities, such as MUNIN [4],
PATHFINDER [47], A NDES [22] and the CPCS [85] networks. The k-test compliments the
LVB by measuring the approximation hardness of these and many other Bayesian networks
with deterministic causalities, i.e. networks that model JPDs with zero probabilities. LVB
measures the hardness of sampling caused by strictly-positive extreme probability distribution, whereas the k-test measures the difficulties of sampling induced by the rejection
problem. Currently there is no satisfactory combination of these two measurements that
provides a general metric to measure the hardness of sampling a Bayesian network. This
will be an interesting and challenging forthcoming work, because a combined metric enables the measurement of the sampling hardness of networks that exhibit both zero and
close-to-zero probabilities.
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CHAPTER 7
A PARALLEL IRREGULAR WAVEFRONT
ALGORITHM FOR IMPORTANCE
SAMPLING OF PROBABILISTIC
NETWORKS ON GPU

This chapter presents a new parallel wavefront algorithm for importance sampling of probabilistic networks on GPU. Experimental results show that compared to the typical GPU
parallelization of importance sampling the wavefront approach is faster.

7.1

Introduction

Importance sampling offers several benefits for real-time probabilistic inference [46],
including parallel execution on multicore and GPU machines to achieve significant performance speedups. However, because of physical limitations of the GPU memory capability
and bandwidth, the actual speedups obtained are strictly bounded by the high amount of
data transferred by the parallel reduction step in these algorithms, especially for larger networks with hundreds of nodes.
Inspired by the classic wavefront method [107], the proposed new parallel wavefront
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Figure 7.1: An Example Bayesian Network.

algorithm uses multiple parallel threads that follow the dependence structure of the network
as a wavefront, starting at the root of the network. However, the parallel access pattern is
irregular and based on the probabilistic network structure. Special care has to be taken to
organize data to ensure optimal data access in local memory, which is difficult given the
randomness of the stochastic importance sampling methods.
Figure 7.1 illustrates an example Bayesian network with binary-valued variables A–G.
Each vertex represents a variable with arcs denoting (conditional) probabilistic influences.
The set of observed variables E ⊆ V is the evidence e given for probabilistic inference.
Probabilistic inference is the calculation of the posterior marginalization Pr(x | e), for a
selected configuration x of variables X ⊆ V. For more details, we refer to [89].
For probabilistic inference on Bayesian networks it turns out to be practically impossible to define an importance function that works well in all cases [117]. Rather, an importance function family F is used where functions are typically updated during sampling to
improve accuracy. Sampling algorithms differ in the choice of F. Basically, forward sampling traverses the graph from the roots down instantiating variables V with values based
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on a random draw from the probability distribution over the variable’s values as defined by
the importance function F(V | π(V ) \ E) over V and its parent configuration π(V ) \ E
(that excludes the set evidence variables E). The order of vertices visited is the sampling
order δ, which is consistent with the topological order of the Bayesian network.
Algorithm 10 defines the importance sampling process. Samples are produced in loop 1.
For each sample x that is generated in loop 2, the posterior sum estimate p is updated at
lines 3 and 4, which approximates the exact probability p[V ] ≈ Pr(V | e).
Advanced importance sampling algorithms such as SIS and AIS-BN use CPT learning
to update the importance function F at line 5. The details of CPT learning are outside of
the scope of this chapter. The interested reader is referred to [17, 95, 112] for details.
Figure 7.2 illustrates likelihood weighting sampling on the Bayesian network example of Figure 7.1 using Algorithm 10. Likelihood weighting is an importance sampling
algorithm that uses the Bayesian network’s prior JPD for the importance functions F
and the update step line 5 is not performed. The weight of a likelihood sample x is
1/Pr(e | x). Suppose for example that E = 1 is observed. Each step in Figure 7.2
shows the variable being sampled in sampling order δ = [A, G, B, C, F, D] (E is evidence).
The dashed arcs represent the network’s graph dependencies that induce the sample order
δ. The weight of the sample x = [A = 0, B = 1, C = 1, D = 0, F = 0, G = 1] is
1/Pr(E = 1 | B = 1, F = 0) = 0.82−1 ≈ 1.22.
A straight-forward approach to speed up importance sampling is to parallelize the outer
loop in Algorithm 10 line 1. Each processor or parallel thread samples independently a
privatized sample x to update a privatized sum estimate p. The final results for p are reduced
and normalized over all threads at the end Algorithm 10 line 4. This process repeats as long
as the number of samples N to take exceeds the number of threads available. Hundreds of
thousands of samples are typical in real-world applications.
Figure 7.3 schematically depicts the simple parallel approach that parallelizes Algo132
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Procedure ImportanceSampling (e, δ, N )
Input: evidence e for vertices E, sampling order δ, number of samples N
Output: posterior sum estimate p : V → [0, 1]
Initialize F
x←e
foreach V ∈ V do p[V ] ← 0
for i = 1 to N do
foreach V ∈ V\E in order δ do
Sample (V, x, F)
end Q
Pr(x[V ] | x[π(V )])
w ← Q V ∈V
V ∈V F(x[V ] | x[π(V )\E])
foreach V ∈ V\E do p[V ] ← p[V ] + w
if F needs updates then Update(F)
end
Normalize p
Procedure Sample (V, x, F)
Input: the variable V being sampled, the partial sample x, importance function F
Output: sample x[V ] = v is a value v for V
s←0
pick r ∈ (0, 1] uniform random
foreach v ∈ Cfg(V ) do
s ← s + F(v | x[π(V )\E])
if s ≥ r then
x[V ] ← v
break
end
end
Algorithm 10: Importance Sampling Procedure.
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Figure 7.3: Parallel Sampling on GPU where Each Thread Produces a Sample.

rithm 10 at line 1. To ensure threads generate truly independent samples, independent
random number sequences have to be used [64].
For reasonably large Bayesian networks with hundreds of random variables the memory
bandwidth requirements quickly become excessive when running many threads, causing
memory contention in shared memory systems. That is, the parallel speedup is memory
bound. The basic processing unit in GPU is the processing element (PE). Each PE has its
own exclusive private memory. Physically adjacent PEs are grouped together as a compute
unit (CU). PEs in the same CU share local memories, memory channels and a threading
management unit. Global memory, constant memory and texture memory are shared by
all PEs. Global memory and constant memory may or may not be cached. For GPU,
maintaining cache consistency for global memory is not practical due to the large number
of PEs. Only constant memory (read-only), texture memory and instructions are cached.
Local memory (also known as scratch memory or local data share) works as softwarecontrolled cache. For most GPUs its speed is only secondary to registers. The size of local
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memory is limited. For example, ATI RadeonT M HD 5870 only has 32KB local memory
for each CU.
The suitability of importance sampling for GPU parallelization is limited. At least
the samples x should be privatized and mapped to local memories since these arrays are
constantly read and written. Because the size of local memory is limited and shared by
the entire thread group in the CU of a GPU, implementations are either forced to limit the
number of threads per group or constantly move the samples x between global and local
memory. Obviously, neither one of these choices is desirable.

7.2

Parallel Irregular Wavefront Sampling

The proposed parallel irregular wavefront algorithm parallelizes the sampling algorithm
over irregular data to benefit local memory access.

7.2.1

Wavefront Parallelization

The classic wavefront method [107] parallelizes a loop nest by propagating computations in parallel across a hyperplane, i.e. with parallelism across the front of the wave.
More specifically, a unimodular loop transformation, known as loop skewing, can be applied to parallelize loop nests over regular array data structures with linear access patterns.
However, the importance sampling procedure does not admit this type of transformation
directly to Algorithm 10 loops 1 and 2, because of the irregular data access patterns and
sampling order δ that forces loop 2 to be serialized. The goal is to parallelize Algorithm 10
at line 2 by splitting the loop into a series of parallel wavefronts, where the size of each
parallel wavefront is determined by the irregular network structure’s dependences. The result is that multiple GPU threads co-operate to produce a sample stored in local memory
(managed cache).
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We define the following requirement to remove the sample order restriction:
Definition 28 Given a Bayesian network BN = (G, Pr) with graph G = (V, A), the set
of random variables that must be sampled ahead of a variable V ∈ V are its ancestors
modulo the evidence vertices E:



[

D(V ) = (π(V )\E) ∪ 

D(V 0 )

.

V 0 ∈π(V ),V 0 ∈E
/

Now, we define the Spontaneously Independent Sample Set (SISS) S such that ∀V ∈
S, D(V ) ∩ S = ∅.
A SISS expresses the maximum amount of parallelism available given the network connectivity under evidence E, since all variables in a SISS can be independently sampled. Since
evidence E can “break” the dependence chain, SISS is not identical to level sets. The level
set Lk (G) forms a subset of SISS given evidence E. That is, for all V ∈ Lk (G) we have
that D(V ) ∩ Lk (G) = ∅.
It remains to factor in the details of importance sampling algorithms with respect to the
choice of importance function F used in the Sample function in Algorithm 10 and consider the complexity of evaluating Algorithm 10 line 7. For a common importance function
family F that represents a sampling distribution it is preferable to avoid unnecessary synchronization and this means to sample in parallel across the levels sets rather than the less
restrictive SISS that exposes more parallelism.
Algorithm 11 defines the parallel irregular wavefront algorithm iterating over levels sets
in loop 1 and executing the sampling in parallel at line 2. The barrier synchronization at
line 3 is needed to ensure GPU memory consistency after each iteration. Line 4 is a parallel
version of the weight computation by parallel reductions of the product operations in the
numerator and denominator of the fraction. CPT learning to update F is done optionally at
line 5.
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Procedure WavefrontSampling (e, L, N )
Input: evidence e for vertices E, level sets Lk (G), number of samples N
Output: posterior sum estimate p : V → [0, 1]
x←e
forall V ∈ V do p[V ] ← 0
for i = 1 to N do
for k = 0 to |L(G)| − 1 do

1
2

4

5
6

forall V ∈ Lk (G) do Sample (V,
3 x, F) barrier()
end
Q
Pr(x[V ] | x[π(V )])
Parallel reductions for products: w ← Q V ∈V
V ∈V F(x[V ] | x[π(V )\E])
barrier()
forall V ∈ V\E do p[V ] ← p[V ] + w
if F needs updates then Update(F)
end
Parallel reduction to normalize p
Algorithm 11: Parallel Irregular Wavefront Sampling.
The modifications made in Algorithm 11 do not affect the sampling distribution. In

other words, the sampling distribution generated at line 5 of Algorithm 11 is the same as
that of Algorithm 10.
Figure 7.4 illustrates the parallel irregular wavefront Algorithm 11 executed on the
example Bayesian network shown in Figure 7.1 with evidence E = 1. Here we use
the level sets in the parallel loop 1, which are L0 (G)={A, G}, L1 (G)={B, C, F}, and
L2 (G)={D, E}. The wavefront approach exploits parallelism in each level set which is
high for larger Bayesian networks with many variables that can be sampled independently.

7.2.2

GPU Memory Access Optimizations

The importance functions F are tables that are typically stored in memory in the form
of arrays. The size of these arrays combined is in the mega-bytes for real-world Bayesian
networks, which means that the data cannot be mapped to constant memory or to local
memory of a GPU. Therefore, repeatedly reading the F tables by multiple threads in a
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Figure 7.4: Parallel Wavefront Likelihood Sampling on GPU.

thread group is expensive since the data is not cached and has to be fetched from global
memory.
Also the CPTs of the network are stored as arrays in global memory. An alternative
storage is read-only texture memory which is cached in GPU and faster. However, texture
memory requires image addressing (every read/write must be aligned to a base-4 address).
In the experiments I found that the cost of the required alignments was greater than the benefits, mainly because the reading of the CPT and F tables from memory is rather random
and unpredictable.
To reduce the memory requirements for loading the F tables, we can exploit properties
of the probability distribution from which we sample. This gives us a probabilistic “oracle”
to predict the number of memory reads to fetch the F tables. This is best illustrated by an
example. Consider variable C in Figure 7.1 and suppose G = 0 is observed as evidence.
The posterior marginal probability of C is given by Pr(C = 0 | G = 0) = 0.01 and
139

Pr(C = 1 | G = 0) = 0.99. From procedure Sample in Algorithm 10 we observe that
the expected number of memory read operations to fetch F(C = 0 | π(V )\E) first is
0.01 × 1 + 0.99 × 2 = 1.99 times. The expected number of memory read operations to
fetch F(C = 1 | π(V )\E) first is 0.99 × 1 + 0.01 × 2 = 1.01 times. Hence, we can predict
the memory read operation frequency, which is probabilistically dependent on the order of
the variable’s values considered in the loop 6 of Algorithm 10. Clearly, this strategy works
best in Bayesian networks with more extreme probability distributions.
We define the mapping βV : Cfg(V ) → Cfg(V ) as the incrementally-sorted values
Cfg(V ) according to V ’s posterior marginal probabilities. However, we do not need to
perform a complex computation for V ’s posterior marginal probabilities to determine this
order, because the approximation from the accumulated p values suffices. The mapping βV
is stored in local memory, otherwise the cost of accessing βV may overcome the benefits
this prediction provides.
With respect to the storing the graph G of the network, it is best represented as an
adjacency matrix to avoid pointer chasing and indirect addressing on GPU. G can be stored
in local memory or in constant memory of the GPU.

7.3

Results

We implemented our parallel irregular wavefront algorithm with OpenCL [69] on several GPU machines and we used AIS-BN and SIS CPT learning methods, which are advanced techniques that are frequently used for probabilistic inference.

7.3.1

Test Cases and Configurations

Four real-world Bayesian Networks were used in the experiments, A NDES [22] and
three versions of CPCS [85]. For each Bayesian network, 50 test cases were generated by
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Table 7.1: Bayesian Networks for Testing.
|V|
|A|
|E|

A NDES
223
338
25

CPCS360B
360
729
20

CPCS422B
422
867
50

CPCS179
179
239
10

Table 7.2: Software and Hardware Configurations.
Target
Compiler
OS
ATI HD 5800
StreamSDK2.2,VS9 Windows 7
AMD Athlon,4200+
g++ 4.4.3
Linux 2.6.32-27
Intel Core 2,6700
g++ 4.4.3
Linux 2.6.32-24

Clock
765MHz
1GHz
2.66GHz

Local
32KB
NA
NA

Global
512MB
2GB
2GB

Const. Cache
64KB NA
NA 512KB
NA 4MB

selecting evidence vertices and values randomly. Table 7.1 lists the characteristics of each
Bayesian network used for testing.
Table 7.3.1 lists the hardware and software configurations of the experimental setup.The
Local, Global and Constant columns represent the local memory, global memory and constant memory respectively. The Cache column represents the cache between CPU and
global (main) memory. ATI HD 5800 is GPU has 20 CUs (SIMD engines), each CU has
16 Stream Cores and each Stream Core has 5 PEs. 4 PEs are for arithmetic operations
and 1 PE is for ultra-arithmetic operations (functions like exp, log etc). Each CU supports
from 64 threads to 256 threads. The Stream SDK2.2 is AMD/ATI’s standard development
kit for GPGPU. It supports OpenCL1.1 and has a performance profiling tool called Stream
Profiling.
For each GPU and CPU implementation also an “exponential version” that uses exp
and log replacements to reduce the round-off error is also implemented and tested. This
mitigates the problem using single floating pointer precision in GPU. Basically, the righthand side of the assignment line 3 in Algorithm 10 can simply be replaced by:

exp(

X

log(Pr(x[V ] | x[π(V )])) − log(F(x[V ], x[π(V )\E])))

V ∈V
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.

I use AIS-BN and SIS with four versions of each represented as AISCPU, AISEXPCPU,
AISGPU, AISEXPGPU, SISCPU, SISEXPCPU, SISGPU and SISEXPGPU. All CPU programs compared against are compiled with ”-O3” option. Because the ATI HD 5800 does
not support double floating point, single precision is used in GPU versions and double precision for CPU. In each test case, 120,000 samples were sampled and half of them are used
for training the importance function of AIS-BN and SIS.
Importance sampling requires samples to be independently drawn with respect to each
other. Each thread’s rand() should generate an independent random number sequence.
I used the 48bits parallel Linear Congruential Generator of SPRNG [65] for the GPU.
SPRNG parallelizes LCG through parameterization [64]. It supports more than 7,000 different random number sequences and each sequence’s period is 248 . In the experiments
the maximum number of threads is 5120 and the number of samples for each test case is
120,000. These LCG generators satisfy our requirements.

7.3.2

Accuracy Results

The Mean Squared Error (MSE) metric was used to measure the error of the importance
sampling results compared to the exact solution:
v
u
ik
u
X kX
X
1
u
(Pr0e (xij ) − Pre (xij ))2
MSE = u X
t
kXi k Xi ∈X j=1

.

Xi ∈X

Figure 7.5 shows the average MSE results for four versions based on AIS-BN. and Figure 7.6 shows the average MSE results for four versions based on SIS. Clearly the accuracies of GPU versions is quite close to those of CPU ones.
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Figure 7.5: Average MSE of AIS-BN Test Cases.

7.3.3

Speedup Results

Table 7.3.3 lists the performance of the parallel irregular wavefront algorithm on GPU,
the simple parallel method on GPU, and CPU based sampling programs for the Bayesian
networks. The third, fourth, fifth and sixth columns show the average sampling times
of 50 test cases for each version on AMD Athlon 4200+, Intel Core2 6700 and ATI HD
5800 (both simple parallel and wavefront), and the measurement is second. The last three
columns demonstrate the speedup for wavefront over the CPU versions, and the wavefront
over the simple parallel method.
In the best case, the wavefront algorithm achieves a 60 fold speedup compared to the
Intel CPU and a 103 fold speedup compared to the AMD CPU. Even in the worst case,
wavefront is still 18 times faster than Intel CPU and 27 times faster than AMD CPU. The
wavefront algorithm outperforms the simple parallel method by 2.77 times in best cases
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Figure 7.6: Average MSE of SIS Test Cases.

and 1.38 times in the worst case.
The main reason for differences in the speedup for A NDES is that A NDES is a Bayesian
network with a high level of determinisms and consequently many samples are inconsistent.
Sequential algorithms sample variables one by one and can stop at the first node whose
value is inconsistent. Threads in GPU detect the inconsistent samples not earlier than at the
point of synchronization, so more sampling time is lost.
It may be surprising to find that the GPU’s exponential algorithm’s sampling time is
quite close to the normal sampling time. One of the five PEs of the ATI HD 5800 is
dedicated to ultra-arithmetic operations. Thus, exp() and log() functions are implemented
by hardware on the ATI HD 5800.
For the GPU wavefront experiments in Table 7.3.3, both the number of concurrent
samples and thread group size are set to the maximum. To verify the effects of these two
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Table 7.3: Average Sampling Times and Parallel Speedups.
Network

CPCS422B

CPCS360B

CPCS179

A NDES

8	
  

Sampling
AISEXP
AIS
SISEXP
SIS
AISEXP
AIS
SISEXP
SIS
AISEXP
AIS
SISEXP
SIS
AISEXP
AIS
SISEXP
SIS

7.47	
  

Sampling Time
Intel
Simple
120.15
6.53
82.44
6.49
128.95
6.54
90.85
6.52
100.66
4.96
72.49
4.94
108.27
4.95
79.78
4.93
43.41
2.03
29.96
2.01
47.92
2.02
34.15
2.00
60.12
2.89
36.90
2.90
66.98
2.89
42.35
2.90

AMD
203.38
135.58
219.04
150.76
170.74
119.41
185.09
131.80
72.03
47.02
80.00
54.49
98.94
55.59
110.25
65.31

Wave
2.78
2.79
2.79
2.79
1.79
1.79
1.79
1.79
1.22
1.22
1.21
1.21
2.09
2.04
2.09
2.04

Speedup Ratio of Wave vs.
AMD
Intel
Simple
73.06 43.16
2.35
48.68 29.60
2.33
78.54 46.24
2.34
53.97 32.53
2.37
95.39 56.24
2.77
66.71 40.50
2.76
103.36 60.46
2.77
73.55 44.52
2.75
58.83 35.45
1.66
38.42 24.48
1.65
66.06 39.57
1.67
45.02 28.21
1.65
47.35 28.77
1.38
27.25 18.09
1.42
52.76 32.06
1.38
31.98 20.74
1.42
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Figure 7.7: Average Sampling Time for AISEXP on CPCS422B with Varying
Number of Concurrent Samples.
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Figure 7.8: Average Sampling Time for AISEXP on CPCS422B with Varying
Thread Group Sizes.

factors, I varied the number of concurrent samples and thread group size on CPCS422B’s
AISEXPGPU test cases. Figure 7.7 shows the relation between the average sampling time
and the number of concurrent samples, while thread group size is fixed to 256. The x-axis
represents the number of concurrent samples ranging from 1 to 16 (16 is the maximum
number of concurrent samples for CPCS422B). And the y-axis is the average sampling
time measured in second.
Figure 7.8 shows the thread group size’s effect on the performance of wavefront algorithm, while the number of concurrent samples is set to the maximum. The x-axis is the
thread group size ranged from 64 to 256 (256 is the maximum thread group size for ATI
HD 5800). And the y-axis is the average sampling time measured in second.
To investigate the wavefront algorithm’s internal behavior, I used the ATI Stream Profiling tool to profile ATI HD 5800 GPU kernel’s key characteristics. Table 7.3.3 shows the
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Table 7.4: Performance Profiling Results on the ATI HD 5800.
BN
CPCS422B
CPCS360B
CPCS179
A NDES

IO
ALUBusy CacheHit
0.47%
36.67%
27.61%
0.16%
35.89%
26.47%
0.24%
30.35%
10.77%
0.13%
24.70%
17.60%

LDSStallALU
16.36%
15.10%
12.52%
8.10%

Table 7.5: Number of Global Memory Fetches on GPU.
BN
CPCS422B
CPCS360B
CPCS179
A NDES

Optimized Unoptimized Reduced
10906326
16531479
34.03%
7282385
12292421
40.76%
3831576
3930213
2.51%
4651554
4785843
2.81%

profiling results. The column IO is the ratio between Host-GPU IO time and total sampling time. Because wavefront algorithm only transfers data (CPTs, results etc) between
host and GPU at initialization and finalization stages, and the size of data is only a few
megabytes, so the Host-GPU IO time is trivial. ALUBusy is the percentage of GPU time
that ALU instructions are processed. CacheHit is the percentage of cache hit. This value is
low, because only constant memory fetches are cached. LDSStallALU is the percentage of
ALU being stalled by local memory read/write operations. From table 7.3.3, it is easy to
conclude that wavefront algorithm is still a memory bound algorithm.
To evaluate the effect of the memory optimizations discussed in Section 7.2.2, Table 7.3.3 compares the size of global memory fetches (in KB) with and without the optimizations for four random selected test cases. The optimizations are expected to perform
better with extreme distributions of Bayesian networks, thus CPCS422B and CPCS360B
benefit more from the optimization than CPCS179 and A NDES. I observed up to 15%
performance improvement for CPCS422B and CPCS360B.
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7.4

Conclusions

This chapter proposed a parallel irregular wavefront algorithm for importance sampling
on GPU to reduce the memory bandwidth requirements by leveraging the characteristics
of Bayesian networks and the sampling procedure. The experimental results demonstrated
the increased speedup of the wavefront approach on GPU compared to the simple parallel
method on GPU and compared to CPU implementations. The results are verified with
real-world Bayesian networks of reasonable size, and the use of the advanced but common
importance sampling methods AIS-BN and SIS. The approach is general and not dependent
on the importance sampling method used. Hence other importance sampling methods will
benefit from the parallel irregular wavefront algorithm.
The current implementation is based on OpenCL and ATI’s GPU. Nvidia’s CUDA [91]
is another important GPGPU platform. I plan to implement the parallel irregular wavefront
algorithm on Nvidia’s GPU with CUDA in the future.
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CHAPTER 8
CONCLUSIONS

Bayesian networks are effective and mathematically-accurate graphical models of probabilistic data, for reasoning with uncertainty, and as a framework for knowledge representation. Bayesian networks are applied in many areas, such as expert systems, decision
support systems, bioinformatics, medicine, image processing, and information retrieval.
However, the complexity of Bayesian inference is #P-complete. Except for severely simplified Bayesian networks, approximate inference algorithms are the only options to use
for large and complex networks. Stochastic sampling is one of the most promising approximate inference algorithms. The success of importance sampling depends on the design of
its importance function. An ideal importance function should be close to posterior probability distribution with reasonable heavy tail. For different types of Bayesian networks, the
design of importance sampling should focus on different aspects.
For strictly positive Bayesian networks (those without zero entries in CPTs), the proposed RIS-family algorithms accelerate importance sampling’s convergence and reduce
variance by trading off between the accuracy and complexity of importance functions. The
RIS algorithms benefit from their capabilities of breaking the divergence lower bound between posterior probability distribution and probability distribution induced by importance
functions. PSC utilized evidence variables to separate a Bayesian network into several disjointed independent subgraphs. PSC benefits exact inference algorithms by reducing the
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treewidth and eliminating unnecessary calculations. However the most important benefit
of PSC is to reduce complexity of sampling algorithms. PSC helps stochastic sampling
in two ways. First, smaller subgraphs require less samples for convergence than a whole
Bayesian network does. Second, the floating point rounding error is also reduced because
of this separation.
For non-strictly positive Bayesian networks (those whose CPTs contain zeros that represent deterministic causalities), rejection problem emerges as the key factor determining
the success of importance sampling. The traditional importance sampling algorithms, like
AIS-BN, SIS and EPIS-BN, all have certain capabilities to reduce inconsistent samples.
SampleSearch tried to resolve the rejection problem by means of caching. RIS algorithms
with the help of ZPB can effectively avoid the inconsistent samples, because ZPB propagates the inconsistency constrains backwardly into CPTs. Compared to ZPB, the CVT
algorithm is a general solution which can be applied to most of the importance sampling
algorithms. Furthermore, instead of caching all the inconsistent samples discovered during
sampling process globally, CVT locally stores the inconsistency constrains in a variant tree
structure. And those inconsistency constrains are identified by CVT through inspecting the
determinisms in CPTs backwardly, before the sampling starts.
Even though CVT and ZPB can effectively help importance sampling process to reduce
inconsistent samples. They all fail for certain Bayesian networks. I proved that not only
the rejection problem is a NP-hard problem, but also it is impossible to limit the percentage
of inconsistent samples with positive probabilities, unless PH collapses to Σ2 . The consequence of this result is that, for certain Bayesian networks, it is impossible to generate even
one consistent sample within polynomial time. Therefore, identifying those hard Bayesian
networks for rejection problem becomes necessary. Inspired by random SAT problem, I
design k-test which converts a Bayesian network into a CNF whose clause density can be
used to measure the hardness of rejection problem for the Bayesian network.
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Even with the help of RIS, CVT and PSC, large scale Bayesian networks still need huge
amount of samples for an accurate result. Furthermore, a lot of Bayesian inference applications require realtime or online response. Considering that the performance limitation of
serial programs and that multicore platforms become more and more popular, I parallelize
importance sampling algorithms and port them onto GPU. GPU is one of the most powerful and cost effective computing devices. However, because of GPU’s own characteristics
and randomness of importance sampling, straightforward porting sampling algorithm onto
GPU platform is not efficient. The wavefront sampling algorithm utilizes the internal independence relations of Bayesian network to increase concurrency, and it minimizes memory
fetches by leveraging posterior probabilities. So wavefront effectively limits the negative
effects of importance sampling on GPU’s performance and achieves great performance
speedups compared with serial CPU programs and simple parallel sampling algorithms.
The current implementation of the wavefront algorithm is based on OpenCL and ATI’s
GPU. Nvidia’s CUDA [91] is another widely-used GPU platform in the GPGPU applications area. It would be interesting to migrate the wavefront algorithm onto Nvidia’s CUDA
platform. Furthermore, the current wavefront algorithm does not address the rejection problem which deserves some consideration.
Although LVB measures the extreme distribution problem for importance sampling and
the proposed k-test measures the rejection problem, there is currently no combined solution
that scales the hardness of both the rejection problem and extreme distribution problem at
the same time. I believe this will be an interesting consideration for possible future work.
It was discovered that Bayesian networks can be used to model quantum information
theory [103]. This discovery may develop two new fields. First, because quantum mechanics are so different from human being’s normal instincts, it is very hard to design a quantum
algorithm. However, it may be possible reinterpret the quantum algorithms in language of
Bayesian networks and to build a new methodology to simplify the design and analysis of
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quantum algorithms. Second, the success of P. Shor’s factoring algorithm [72] inspires to
think about the possibility of applying quantum algorithms to Bayesian inference.
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