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ABSTRACT 
 

 During the search for the Higgs particle at CERN (the European accelerator center) in 

2012, two machine learning techniques were used to create discriminant functions that would 

reliably select Higgs events from background events recorded by the CMS (Compact Muon 

Solenoid) detector. One method used neural networks, the other boosted decision trees. The 

boosted trees method required 20 to 30 times as much training data as neural networks.  Both 

methods came to the same results. This seemed peculiar to one of the scientists working on the 

Higgs, K.Johnson of FSU Physics. When a large, high quality synthetic dataset from the Higgs 

Kaggle Competition became publicly available in 2014 Johnson decided to revisit this 

peculiarity: is it necessarily the case that boosted trees require more training data than neural 

networks to reach the same level of discrimination?   

 

 For this investigation, we used two existing classification programs that Dr. Johnson was 

familiar with that are similar to the boosted decision tree and neural network softwares that he 

and other researchers at CERN are using. The two classification programs are 1) Radford Neil’s 

FBM neural network classifier program optimized for flexibility and complemented by software 

created by Dr. Johnson to enhance its ease of use, and 2) XGBoost, a modern decision tree 

package optimized for speed. As the output of the two classifier programs is very different, we 

modified XGBoost to produce output that is more closely aligned with that of the neural network 

classifier. We then tested the two methods on the kaggle-higgs dataset using various numbers of 

training events to compare the performance and accuracy of the two methods. 

 

 To answer the question which classifier is best for the kaggle-higgs dataset, we generated 

output graphs and ROC (Receiver Operation Characteristic) curves to compare the performance 

of neural networks and boosted decision trees. Our results show that (at least using these two 

particular programs) the boosted decision trees outperform the neural networks in every possible 

way, including neural networks requiring more training events to match the quality of 

classification by the boosted decision tree classifiers. Given our results, we observe that boosted 

decision trees do not need more training events than neural networks to perform classification 

with the same accuracy. Given this observation and the fact that boosted decision trees train 



x 

much more quickly, there seems to be no reason to use this particular neural network on this 

problem. Rather, Xgboost boosted decision trees seem preferable.  
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CHAPTER 1 

 

INTRODUCTION 
 

 

Motivation 
 

While working at CERN, Dr. Kurtis Johnson noticed that researchers using boosted 

decision trees required far more training data than researchers working with neural networks to 

train classifiers. This observation struck him as odd since generating training data is 

computationally expensive. Could it be that boosted decision trees require more training data 

than neural networks for this type of dataset? Why else would researchers spend extra time 

generating this extra data if it was not needed? Generating artificial training and test data to train 

and test the classification algorithms is expensive and time-consuming. If generating more data is 

unnecessary to train and test classifiers, then it would make sense to avoid it. This project 

investigates this observation and attempts to answer which classifier algorithm is best for the 

Higgs boson using the kaggle-higgs datasets. 

 

We choose two existing classification programs that Dr. Johnson was familiar with that 

are similar to the boosted decision tree and neural network softwares that he and other 

researchers at CERN are using. These two programs are 1) Radford Neal’s package for neural 

networks [5] and 2) the XGBoost program for boosted decision trees [8] We will give a more 

detailed overview of both of these programs later in Chapter 2. 

 

First, we will present the problem we are trying to solve to accurately detect Higgs boson 

particles using the given algorithms. Then we will discuss how neural networks and boosted 

decision trees typically work. We will evaluate our methods at hand, including how Radford 

Neal’s package and XGBoost differ from one another. Chapter 3 summarizes our findings and 

presents our experimental results. 
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 Higgs boson 

Atoms are often called the basic building blocks of the universe, but atoms can be broken 

up into protons, neutrons, and electrons. While electrons are fundamental particles, protons and 

neutrons are not, and can be further divided into even smaller particles called partons. These 

partons are of two categories, Fermions which make up matter and Bosons which carry forces. 

 

The Higgs Boson particle is an elementary particle in physics. Its main property of 

interest is that it causes other fundamental particles to have mass. Particles that interact with the 

Higgs field acquire mass. Particles that do not, such as photons, acquire none.  The Higgs is 

extremely difficult to create and detect. As a result, it was one of the last parts of the Standard 

Model of particle physics to be confirmed [3]. Verifying the existence of this particle was the 

major driving factor behind the creation of CERN’s Large Hadron Collider (LHC), one of the 

most expensive and complex scientific projects to ever be conducted. 

 

The Higgs boson’s existence is a consequence of the existence of the previously 

theoretical Higgs field. Theoretically, the Higgs field is an invisible field that permeates the 

universe. Particles that interact with the field have mass. Particles that do not, such as photons, 

have no mass. This means that the Higgs boson is a manifestation of the Higgs field. [3] 

 

The LHC comprises a proton accelerator complex which terminates in 27Km 

circumference ultra-high vacuum beamlines containing counter-rotating proton beams, each 

moving just below the speed of light, which are brought to collision at four points.  A pair of 

colliding protons turns its kinetic energy into mass and shatters randomly into hundreds of 

particles which exit the collision point in all directions.  At one of these collision points is a 

detector - the Compact Muon Solenoid (CMS): 22 Meters long, 15 meters high and 14,000 tons - 

which makes a 3-dimensional electronic snapshot of the collision products, 1 billion times a 

second. Figure 1 shows a computer reconstruction of this. The data are examined, sorted and 

stored in real time. At the end of a year's data taking there will be a few million events in which 

Higgs-like characteristics appear and which require closer examination.  Of those, about 100 

events will be actual Higgs events.   
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Figure 1: Computer Reconstruction of Higgs event 

 

100 events out of several million candidates - that is why machine learning is imperative to study 

the Higgs. 

 

Machine Learning Basics 

 

 

MACHINE LEARNING 

 

Machine learning (ML) refers to the relatively recent technology of a computer program which 

can, through practice on a training set of inputs, learn a specific task.  The task which we are 

concerned with in this work is to create a discriminant function which can reliably identify Higgs 
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events detected by the CMS detector from the much more numerous background of similar 

events. 

 

ML methods can be broken down into two major phases. The learning or training phase and the 

prediction (working) phase. Learning phases can be "supervised" learning, in which the training 

data is labeled as to the correct (desired) result and "unsupervised" learning, in which the correct 

result is not specified [4].  The two types of learning require very different algorithmic 

underpinnings. 

  

Both the ML programs we are using in our experiments fall under the category of supervised 

learning. This means that the training phase consists of learning to classify data that was labeled.  

To be clear, when in use the learned discriminant is not informed of the correct label. 

In our case, it is required to perform a binary classification, which means we are separating the 

data into two categories: background and signal, where signal means the presence of a Higgs 

boson particle instead of noise. 

 

The details of how a machine learning algorithm learns and how it predicts the classes of 

test data vary widely. A comparison of two methods is the object of this project.  Before 

considering the details, it is worthwhile to mention constraints with regard to this project.  Both 

methods used here have a large number of numerical parameters required to direct the 

algorithms.  If the parameters are poorly chosen, the algorithms can execute very slowly or fail.  

Worse, for most such parameters there is no systematic method of finding acceptable values 

other than trial-and-error.   Thus, to keep the timescale of the project acceptable we use a neural 

network package and a boosted decision tree package with settings which had already been used 

to generate Higgs discriminants for previous work. We decided to use a subset of the available 

input features to keep execution times reasonable.   

 

Artificial Neural Networks 
 

Artificial Neural Networks are loosely based on the neurons of the brain [4]. “Neurons” 

add together the values from multiple “synapses” and apply what’s called an activation function 

and then passes the results to the next level of synapses and so on, until an output node is 



5 

reached. Henceforth, we will just use the term “neural network” or “NN” to mean Artificial 

Neural Network. In the figure below, the red nodes represent inputs, the blue nodes represent 

what are called hidden nodes, and the purple node is an output node. In the boxes, one 

can see an example activation function (f(x,w)) as well as an example of an overall function 

which represents the entire neural network (n(x,w)). This is an example of a neural net with two 

inputs, a single layer with five hidden or intermediate nodes and a single output. Synapses all 

have a weight which modifies the value a hidden node or output node receives. Weights for a 

neural network must be discovered through training, which will be discussed below. 

 

Figure 2: A diagram of a neural network, with formulas. The nodes in the left column are inputs. 

The nodes in the middle column are hidden nodes. The node on the right is an output node. The 

function f(x,w) is an example activation function. n(x,w) is a function that represents the entire 

neural network 

Hidden nodes. Hidden nodes (middle column in Figure 2), are nodes located between the 

input nodes and output nodes. There can be more than one layer of hidden nodes in a neural 

network. In fact, having many layers of hidden nodes is the basis of deep learning [4]. For our 

experiments, we chose to have only one layer of hidden nodes.  The number of hidden nodes in a 

network and their arrangement in layers are parameters of a NN. We chose a single layer of 19 

hidden nodes in our experiments, because preliminary trials indicated that a larger number of 
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hidden nodes did not produce better results in this case but did increase execution time.  

 

This is to keep the execution time of the training somewhat reasonable. With one hidden 

layer it takes up to 10 hours to test 20,000 training events to appreciable result on our machine, 

whereas adding more hidden layers may not increase the classification accuracy obtained with 

one hidden layer, so we opted not to test with multiple hidden layers. 

 

Activation Functions. An activation function is a non-linear function, whose purpose in 

artificial neural networks is to produce a non-linear decision boundary from linear combinations 

of the weighted inputs. One of the most common ones, used here, is a tanh. The term "activation" 

is taken from neurobiology where a neuron fires only if the inputs to a neuron exceed a minimum 

level.  In artificial neural nets, the linear combination from a previous layer which is fed into the 

next layer must be adequate to cause a significant output (e.g. the artificial neuron "firing"). Our 

final function n(x,w) is a sigmoid which  has the property that it returns the conditional 

probability P(y=1 | x), e.g. the probability that a sample x (given the set of weights w) belongs to 

class 1, the Higgs in our case. Thus, the final of result neural network processing represents the 

neural networks “opinion” of the class of the input. 

 

 

Neural Network Training 

 

  Much effort has been focused on how to best train NNs, and the following is but one of 

many possibilities. A typical training procedure would begin by "seeding" the weights of the NN 

with random numbers, then applying gradient descent and back propagation as described below 

until a satisfactory result is found.  While each weight could be found through a brute force 

approach, this is unrealistic as their can be thousands of weights to find. In the case of our neural 

network there is around 500 weights to identify. Each pass through the training set is called an 

"epoch". 
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Backpropagation. Backpropagation checks the results of the neural network on a known 

training set and then adjusts the weights of the neural network accordingly by propagating the 

error through the network, starting with the output and back to the input (hence "back 

propagation"), to adjust its weights. This procedure changes the weights that contributed more to 

the error by a larger degree. Like most machine learning algorithms, the end goal is to minimize 

the prediction error on the known training set. The error is used to adjust the hidden to output 

node weights first, and then these adjustments are used to adjust the input to the hidden node 

weights in the case of a single layer network like ours. In a multilayered network, the algorithm 

adjusts the weights starting with the weights going to the input and uses these new weights to 

adjust the weights going into the last hidden layer, followed by the weights going into the hidden 

layer before that, and so on and so forth until all the weights are adjusted. The adjustment 

method uses gradient descent. [6] 

 

Gradient Descent. Gradient descent is a method for finding a minimum of a function. In 

our case, we want to find the weights that minimize the cost function for the neural networks.  

This cost function, which is also sometimes called the training error can vary quite a bit, but 

typically takes the target classes of some training events and the resulting classes that the current 

epoch of the neural networks provides as input.  

 

In order to get the gradients, one needs to find the derivative of the cost function and the 

activation function. A neural network’s sensitivity is defined as the derivative of the training 

error, or cost function, multiplied by the derivative of the activation function.  

 

One of the hyperparameters of a neural network is the training rate. The training rate or 

learning rate is just the relative size of the change in weights.  

 

The learning rule for the hidden node to output weights is then the sensitivity multiplied 

by the output of the nodes multiplied by the training rate. For the input to hidden node weights, 

the learning rule is the training rate multiplied by the sum of the weights to the output nodes 

which are multiplied by the output node sensitivities. The result of this is then multiplied by the 

derivative of the activation function and multiplied one last time by the value of the input nodes. 
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The output of these two learning rules is the amount that the weights should change by. [4] These 

formulas are listed in Figure 2 where ‘E’ is the training error or cost function.  

 

 

 

Figure 3: The Neural Network Backpropagation Algorithm. In this case E is the training error or 

cost function. j and i represent layers.  yj represents the output of the network and layer j. yi 

represents the output of layer i. w represents a matrix of weights containing one weight per 

synapse. zj represents the activation function. In order to calculate the error for layer i you must 

use the error for layer j. These equations specifically show the backpropagation algorithm from 

layer j to i. 

 A major problem is that gradient descent has the possibility of getting stuck in a local 

minimum rather than finding the global or absolute minimum of the cost function. When this 

problem occurs, the neural net will give sub-optimal results. Radford Neal’s package attempts to 

alleviate this problem with Hybrid Markov Chain Monte Carlo methods which we will discuss in 

chapter 2. 

 

Boosted Decision Trees 
 

Boosted Decision Trees work quite differently from neural networks. Boosted decision 

trees use a tree as a classifier and combine multiple trees to produce a better classifier [7]. A 

specific question or statistic is applied at each branch of the tree. Each leaf of the tree is given a 

different result value, with the result being whichever leaf the tree chooses. The result of 

multiple trees is added together, and a weight is applied to each tree. The trees are trained to 
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discover the best weights for the problem, similar to training neural networks. Figure 3 shows 

two example trees. 

 

 

Figure 4: Example Boosted Decision Trees. These trees use a total of three features and have 1 

output each. The outputs are combined to produce a final output that is the classification of the 

event 

 

 One of the main advantages of boosted decision trees is their quick execution speed to 

learn to classify input compared to other classification algorithms. For example, training runs 

with neural networks that ran for 10 hours ran in under an hour with boosted decision trees. First, 

we will present methods to create an individual tree. We will then discuss how to combine 

multiple trees into forests based on training. 

 

Creating Trees. Creating a boosted decision tree can vary between specific versions of 

the general algorithm [7]. Most algorithms create trees by seeking to minimize the impurity of 

the tree. The impurity can mean the entropy impurity, Gini impurity, or misclassification 
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impurity [7]. Generally speaking, a tree is created by defining arbitrary splits and then picking 

the split that decreases impurity the most, and by extension increases what is called the 

“information gain.” This is the difference in the impurity before the split and the impurity after 

the split. The splitting “typically” stops when the data cannot be split any further. 

 

After splitting, the tree could potentially be very large. This large size causes a problem 

with bias. The information gain tends to become biased towards attributes that have a large value 

space of numbers. To fix this, it is best to “prune” the decision tree or remove branches and 

leaves that are unnecessary [7]. This may be done before or after a tree is created in pre-pruning 

or post-pruning. In practice, post-pruning is used more often because pre-pruning can stop too 

early. Both methods, however, are trying to reduce the chances of overfitting to the noise in a 

dataset, by removing branches that aren’t needed, by either preventing unreliable parts from 

being added to the tree as with pre-pruning or removing unreliable parts of the tree, as with post-

pruning. 

 

Combining Decision Trees. Many trees combined together are often called a “forest” or 

“ensemble”. We will use the two terms interchangeably. When training boosted decision trees, 

the question of how to select which tree to add to the forest next is important. Ideally, we want to 

use as few trees as possible in order to save execution time.  The way most boosted decision tree 

algorithms approach combining trees is by selecting the trees that improve the result of the 

current forest the most. That is a selection that correctly classifies most events of the set of 

training events that are not currently classified by the forest of trees, or the one that minimizes 

the training error or cost function. This process continues to add more and more trees to the 

forest until the training error is below a pre-determined threshold. [9] 
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CHAPTER 2 

 

METHODS 
 

 
The Neural Network Program 

 

The neural network program we used in our experiments was originally created by 

Radford Neil of the University of Toronto[Neil]. It uses Hybrid Markov Chain Monte Carlo 

methods rather than just gradient descent. We used a python program written by Dr. Johnson to 

access and generate scripts for Radford Neil’s program, which was written in C. Dr. Johnson also 

provided a C program to help generate histograms for the results of the neural networks.  

 

Hybrid Markov Chain Monte Carlo 
 

Hybrid Markov Chain Monte Carlo methods were first proposed by A.D. Kennedy of 

FSU et al. [2] It samples a probability distribution by creating what is called a Markov chain. 

This is useful when the actual probability distribution of a problem is unknown as is the case 

with our Higgs boson problem. A Markov chain is a process with a finite state space that one can 

use to predict the future states of a process given only the current state of the process. In other 

words, its past, and future states are independent. In order to ensure there is no relation between 

these states, “Hybrid” or “Hamiltonian” Monte Carlo methods are used. In more mathematical 

terms, given an arbitrary state φi, by some stochastic procedure we generate a state φf  with a 

probability P, then this procedure is a Markov process. One would then create a Markov process 

that has the desired probability distribution as its fixed point. A distribution Q is a fixed point if 

it satisfies the equation below. [1] 
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One way to find Q is to choose states at random. However, this tends to be horribly 

inefficient as the acceptance rate would be very low resulting in a slow method. One could also 

just choose a similar or nearby state to be the next state, but this is prohibitively slow as it would 

take tiny steps through the state space. Hybrid Markov Chain Monte Carlo uses a cleverer 

method. It enlarges the state space using by adding a set of ‘fictitious’ momenta, or states defined 

as π(x). There is one element in the set for each dynamic variable φ(x). It then generates the joint 

product distribution between the two. [1] 

 

As long as the update steps have Q as a fixed point and are together ergodic, given 

enough time they cover all possible points and can be represented statistically by a reasonably 

large subset of points. Hybrid Monte Carlo uses two such steps. The first of these steps is 

molecular dynamics Monte Carlo, which itself is broken into three steps: a molecular dynamics 

trajectory, which is an approximate integration of Hamilton’s equations on phase space, a 

momentum flip, which just changes the sign, and a Metropolis accept/reject test to obtain the 

desired distribution.  In the equations below U(t) is the molecular dynamics trajectory. The 

equation below that is the Metropolis accept/reject test combined with the above to make the full 

update step, where y is a random uniformly distributed number between 0 and 1. [1] 

 

 

  

 

Partial momentum refreshment is the second part of hybrid Monte Carlo. It combines a 

Gaussian distributed momenta π with Gaussian noise. This step includes another momentum flip, 

represented by F in the equation below, to insure the direction is reversed upon a Metropolis 

rejection instead of an acceptance, however hybrid Monte Carlo is a special case where θ in the 

equation below is π/2. This makes the momentum flip irrelevant. [1] 
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Combining with Gradient Descent 

 

With gradient descent, we can use the cost function to determine which direction to move 

to get closer to the minimum., based on the slope of the function at that point. By comparison, 

Markov Chain Monte Carlo considers the current point and its relationship to the rest of the 

graph of the cost function. This allows it to make a better guess in which direction to move to 

reach a global minimum. This strategy helps it avoid local minimums that gradient decent would 

get stuck in. 

 

Eventually, the Markov Chain Monte Carlo method will converge to what is called an 

equilibrium distribution. The equilibrium distribution is equivalent to the underlying probability 

distribution for the problem. However, this can take some time to accomplish, and Markov Chain 

Monte Carlo methods have been known to move back and forth randomly around the minimum 

before finding it. In order to alleviate this problem, Radford Neal’s package also uses gradient 

descent. It uses Markov Chain Monte Carlo to get close to a global minimum and then uses 

gradient descent to more quickly close in on it. [5] 

 

Dr. Johnson’s Programs 

  

 Dr. Johnson had worked with this package before and was kind enough to provide some 

programs to aid with its use. These programs will be described here, but for full usage 

information see the Appendix A.  

  

 The first program to discuss is ‘DiscInfV4_4.py.’ This program’s primary purpose 

is to create and train the neural networks.  It takes as its arguments a file of training data, a 

header file that lists the variables or features to use from the training file, the number of training 

events to use from the file, the number of iterations or epochs to use in training, and the number 

of hidden nodes.  It also generates a number of other files. These files all have a prefix in the 

format of training file, number of variables, number of hidden nodes, name followed by what 
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kind of file it is. The four created files are ‘_blabo.c’, which is what we will mostly use, 

‘_dinfer.bin’, ‘_FI’ which is the file containing the weights, and 

‘trainingscript.sh’ which is a script to retrain the neural networks. 

 

The file with the suffix ‘_blabo.c’ is important for generating the results. It must be 

compiled with the other program provided by Dr. Johnson, ‘PLT_AP_SummerProj.c’ with 

the -lm flag to make an executable. This executable can then be given any test file as input 

followed by the name of an output file to create an output file that is easy to plot as a histogram 

showing the performance of the neural networks. 

 

Boosted Decision Tree Program 
 

For the boosted decision trees, we used a program called XGBoost. XGBoost is short for 

“extreme gradient boosting.” [7] It is owned by the Distributed (Deep) Machine Learning 

Community, also known as DMLC, but was created by Tianqi Chen. One of the main 

calculations of XGboost and other boosted decision tree programs is the regularization function: 

 

 

 

The lambda in the above function is the regularization parameter. If it is set to zero, then 

xgboost will act like traditional gradient tree boosting. T is the number of leaves. W is the weight 

vector, and γ is the iteration. This regularization function is used to control the complexity of the 

model and is used to avoid overfitting with the boosted decision trees represented by f. It is 

combined with training loss to construct the objective function. [9] 

 

The individual trees are classification and regression trees, or CARTs. These are a bit 

different from normal decision trees. Whereas a normal decision tree would have a classification 

at each leaf, a CART has a score. This increases the amount of information that can be obtained 

from a single tree. It also makes the optimization of the forest of trees easier as a result. [9] 
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Another specialization of XGBoost is that it uses gradients to train and boost the 

ensemble of trees. The function below represents the objective function at step t of training. 

 

  

Where gi and hi are defined by the equations below: 

 

 

As can be seen, gi and hi are derivatives of the loss function which is what is needed for 

gradient descent methods. yi
(t) is the prediction value at training step t. This is defined by the 

equation below: 

 

This allows XGBoost to support virtually any loss function. It can use the same solver in 

any case that takes gi and hi as input. Other boosting algorithms typically do not use gradients 

like this. [7] For example, AdaBoost, one of the most popular boosting algorithms, adds a value 

to a weight based on whether a training sample was correctly classified. 

 

 

Changes to XGBoost 
 

XGBoost’s kaggle-higgs was originally designed for a competition where the objective 

was to rank events from most likely to be a Higgs boson to least likely to be a Higgs boson, not 

to give each input a 0 to 1 probability score, which we needed to compare the output of boosted 

decision trees with the output of the neural networks.  
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Figure 5: An example of the type of boosted decision tree output graph we desired. This graph is 

of 200,000 training events, trained over 100 iterations and tested on 50,000 test events. The 

signal and background have been normalized to unity. 

 

Therefore, an early change that had to be made was to alter the code so as to produce a 

logistical value from zero to one as can be seen from Figure 5. There is a place where this 

logistic value, called ypred, is being saved and is being used to rank the output events. We 

modified the prediction program to print out this logistic in a column with the data that was 

already getting printed out. We tacked it on as an extra column. We also tacked on the actual 

class of each event as listed by the test file. We left the original ranking information in the output 

file as we didn’t see any reason to remove it. This information could still prove useful to a user. 

Figure 6 shows these changes to the code we made, namely at line 80. The variable ‘res’ has the 

ypred logistic that we are outputting, and ‘actual’ contains the actual classes of the test events. 

Everything below the orange line is where the output is being generated. 
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Figure 6: higgs-pred.py This section is where the code was changed to allow the logistic 'ypred' 

to be displayed in the output. 

 

The next task was to adjust the training program’s input to be more flexible and more like 

the neural network’s input. As mentioned before, the neural networks could take not only a 

training file but also the number of events and a header file that identified the columns to use as 

the variables for training. Modifying the training program to take the number of events as input 

was rather simple. It just takes the number of rows up to the number of events from the training 

file and discards the rest. This method still requires it to read in the entire file first. However, 

given that boosted decision trees are fast, this is of little consequence. Line 30, which is 

highlighted in gray in Figure 7, is the line that reads in the data. Line 38 throws away any lines 

that are past the number of training events requested. 
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Figure 7: This is a section of higgs-numpy.py and shows where it was changed to allows the 

number of training events to be specified. 

 

Getting the program to take a header file as the input required a bit more work. At first, 

we added a flag argument which could be -n or -f. -n stood for the number followed by the 

number of variables to use. The program uses the first few columns up to that number. However, 

this proved to be impractical and not very useful, so instead, we added a -f option for the file to 

take a header file. This option reads in the first line of training file and compares that to the 

header file which would only be a single line itself. It then removes any column that appears in 

the training file, but not the header file. This allowed the program to pick and choose which 

variables to use the neural network program. As a consequence, the prediction program had to be 

modified to take the same header file. This was easily done with the same block of code.  Figure 

8 shows the changed code to use the header file in the training program. 
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Figure 8: This shows higgs-numpy.py and where it was modified to allow a header file to be 

given as input. 

 

A final change that had to be made was to make the program output every model file 

rather than just the last one, as shown in Figure 9. The model file was basically the saved binary 

form of the forest of boosted decision trees that could be used by ‘higgs-pred.py ’ to 

classify the events in the test file. By “every model file” we mean a model file for each iteration 

or epoch of training, rather than just the final epoch of training. We wanted to save each of these 

model files in order to create a demonstration of how the boosted decision trees learn. 
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Figure 9: xgboost.py Where the program was modified to print out every model file. The line 

highlighted in gray was added to produce the desired effect and a counter was added to number 

each model file as it was created. 

  Later, we also added the ability to specify the training file to use as a command line 

argument. This was just to add a little more flexibility to the program. we also cleaned up some 

of the status report messages in the code as the English had some mistakes. 

 

Other Tools 

 

 We created a number of other scripts and programs to aid in the creation of the data in 

chapter 3. In this section, we will go over these to provide more information on the work we did 

and how the final results were created. Some programs share names. In this case, one program is 

for neural networks, and the other is for boosted decision trees, and they share a name to indicate 

that they have the same function for both even if there are differences between them for the 

different methods. Here, we will discuss all scripts and programs and what they do and how they 

work. We will not talk about how to use them. For usage information see the Appendix. 
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 Boosted Decision Tree Tools. After running ‘higgs-numpy.py’ and ‘higgs-

pred.py’ the end result is an output file called ‘higgs.pred.csv’. The columns of this 

output file are ‘EventId’ which identifies the individual test event, ‘RankOrder’ which identifies 

the ranking each event was given by the original program and was disregarded for our results, 

‘Class’ which is the class the original program classified as the event based on its rank and which 

was also disregarded for our results, ‘ActualClass’ which is the actual class of the event as listed 

in the test file, and YpredLogistic’ which is a logistic that represents the Boosted Decision Trees 

opinion on an event. An example of the first part of a ‘higgs.pred.csv’ file is shown in 

Figure 10. 

 

 

Figure 10: An example output file for boosted decision trees. 
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 This file provides a lot of information, but it would be better to visualize it in a practical 

way. This is done with the aid of the ‘graph.py’ program shown in Figure 11. The 

‘graph.py’ program reorganizes the data and normalizes it for graphing. It expects the input 

file to be sorted by the second column, but to make this easy a ‘graph.sh’ program is 

included, that will sort the file using the Linux sort command before running ‘graph.py’.  

 

 Once run, ‘graph.py’ will separate the data into an input file and normalize it in a 

number of new files. ‘hist.csv’ is for creating graphs based on ranks. ‘snormhist.csv’ 

will create is a file with only signals in it and their ypred logistics and their ypred logistics 

normalized. ‘bnormhist.csv’ is the same, but with background events instead of signal events. 

For both of these, we are referring to their actual class as listed in the test file, not the class 

assigned to them by the original programs' rankings. ‘normhist.csv’ is a file that contains 

the contents of both ‘bnormhist.csv’ and ‘snormhist.csv.’ Below is the section of 

‘graph.py‘ that normalizes the data and prints out to the files. 
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Figure 11: graph.py for boosted decision tree output. 

 

 There are a few basic scripts that are included for running the training and prediction 

programs. Figure 12 shows ‘run.sh’ which will run both the training and prediction programs 

using the same arguments. This is useful for quick tests. ‘train.sh’ and ‘test.sh’ will train 

and test the boosted decision trees respectively. These basic scripts are useful on their own and 

are used by more complicated scripts that we will discuss later. The script ‘runf.sh’ is shown 

below and trains many boosted decision trees with various numbers of training events ranging 

from 1000 to 20,000 using the default training data file. It also saves the model files for these so 

that they can be used later for testing. 
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Figure 12: runf.sh which executes multiple tests on the boosted decision trees and saves the 

results of each test into its own subdirectory of the “finaltests” directory 

 

 In order to help construct many graphs, a gnuplot script was used. Gnuplot is a Linux 

graphing program. It allowed us to create many graphs with the same parameters fairly quickly. 

The gnuplot script ‘gnuscript.gnu’ was the only such script used for boosted decision trees. It 

takes a title, output file, and data file names as input. It then creates and save a png of the 

resulting graph and also stores the data of the graph for quick replotting later. Figure 13 shows 

the script in its entirety. One will notice that it is plotting the graph twice at line 15 and line 18 

with the data file being set at line 17. This is to ensure that it saves the plot to both a png and a 

data file without issue.  
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Figure 13: gnuscript.gnu which creates the output graphs for the boosted decision trees. 

 

 The script ‘complete.sh’ uses all of the model files generated by ‘runf.sh’ to 

generate the output graphs that will be seen in chapter 3 in mass. It relies on all of the previous 

scripts that we just discussed. It uses ‘test.sh’ to run predictions using all of the model files 

that ‘runf.sh’ created and expects them to be in the directories used by ‘runf.sh.’ It the 

creates the graph with the resulting ‘higgs.pred.csv’ files and uses ‘gnuscript.gnu’ to 

create the graphs. This is very useful as it creates a lot of data at once for examination and for 

using to create other kinds of graphs such as ROC curves. A sample of the code can be seen in 

Figure 14. 
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Figure 14: complete.sh which takes the model files created by run.sh and completes the 

tests by making the output files 

 

 We also wished to create ROC curves or receiver operator curves for our data using the 

output graphs. ROC curves will be discussed in Chapter 3. Here we will explain the ‘roc.py’ 

program that creates ROC curves. It takes the data file from an output graph as an argument and 

also takes the desired name for the resulting ROC graph as an argument. It then outputs a data 

file for plotting a ROC graph. It creates this file by running over the values of the given graph 

from right to left on the x-axis. At each point, it sums up the background and signal values to the 

right of the point. These sums become the x and y values of the new ROC plot. It also calculates 

the area above the curve using numpy’s trapz function which uses the composite trapezoidal rule 

and outputs it to stdout. This value was used to create the integral graphs by hand. The 

‘roc.py’ program is shown in Figure 15. 
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Figure 15: roc.py which generates ROC curves from the output graphs. 

 

 Neural Network Tools. Compiling and running the ‘PLT_AP_SummerProj.c’ 

program, will generate a file to make a histogram, but not one that is normalized. Normalizing 

the data is useful when making comparisons between graphs, so to do this ‘norm.py’ was 

created. It normalizes the background and signal values by the sum of each, so that we can more 

easily make comparisons between graphs. The code for ‘norm.py’ is shown in Figure 16. 
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Figure 16: The norm.py file which generates a data file for the normalized graph of neural 

network test. 

 

After running the neural network programs, the result is a file that can be plotted as a 

histogram. A ROC plot shows the performance of the algorithm better. There is a ‘roc.py’ 

program that is identical to the boosted decision trees ‘roc.py.’   

 

We also created several scripts for plotting graphs. ‘vs.sh’ plots two ROC plots. ‘roc-

sing.sh’ plots a single ROC plot. ‘single.sh’ plots a single output graph. ‘roc-all.sh’ 

plots three ROC curves. There are also a number of gnuplot scripts that were used by other 

scripts. The gnuplot scripts are ‘gnuscript.gnu’ for making output plots ‘gnu1.gnu’ for 

making single ROC plots, ‘gnu2.gnu’ for plotting two ROC curves together, and ‘gnua.gnu’ 

for plotting 3 ROC curves together. These scripts can be used on their own but are primarily for 
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use by the other scripts we mentioned. There is also a script title ‘nn.sh.’ It’s for mass 

producing output graphs that were created with 1,000 training events, similar to 

‘complete.sh’ of the boosted decision trees. The reason it only does 1000 training events is 

because of the long amount of time it takes to generate the trained networks. There was only time 

to generate networks trained for up to 100 iterations and 1000 training events. The code for 

‘nn.sh ’ is shown in Figure 17.  

 

 

Figure 17: The nn.sh script for mass producing results for the neural networks including 

making graphs of the output 
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CHAPTER 3 

 

RESULTS AND DISCUSSION 
 

Experimental Set Up 
 

 Dataset. For our experiments, we used a data set created by the researchers who built the 

ATLAS detector in the Large Hadron Collider. Its purpose is to provide physicists with 

simulated data for Higgs events. The data is all synthetic but is still very similar to real data that 

one would see from the Large Hadron Collider and was created with great care.  It contains 

250,000 labeled events, about a third of which are signals, or higgs boson and about two-thirds 

of which are background. There are 30 features listed for each event, but some may be missing 

for a particular event. We split this up into two data sets. The first was a 200,000-event training 

set, and the other was a 50,000-event test set with no overlap between the two. 

 

 Experiments. Experiments were conducted in the following manner. For neural 

networks, various numbers of training events were used for each experiment. 25 variables or 

features were used for each event. We chose these 25 because we found early on that having the 

full 30 features did not change the results significantly. 19 hidden nodes were used for the neural 

networks as previous experiments by Dr. Johnson showed that more than 19 hidden nodes have a 

large impact on execution time. The boosted decision trees used the same training and test events 

as well as the same 25 variables, or features. Both programs also used 100 iterations unless 

otherwise specified.   

 

Types of Results 
 

In general, the results can be classified into three types. Graphs of the output of the 

machine learning programs, ROC curves, and scatter plots comparing the neural network and 

boosted decision tree outputs. The output graphs are just that, the outputs of the algorithms, 

however, they have been converted into a histogram line plot and normalized. An example 

output histogram plot is shown in Figure 18.  
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Figure 18: Output graph example for a neural network test. Boosted decision tree graphs look 

similar. If the two methods produced the same results, then the output graphs would be identical, 

but this is unlikely to ever happen. 

 

The title “NN test1k-25v iteration: 10” describes the test and test parameters. All tests 

were done with 50,000 test events. The “NN” indicates a neural network test. Tests results for 

boosted decision trees start with “BDT.” The “1k” indicates the program was trained on 1,000 

training events. The “25v” indicates that 25 variables or features were used from the training set 

to train the neural network or the boosted decision trees. The label “iteration: 10” indicates that 

ten iterations or epochs of training were used to train the neural network or boosted decision 

trees for this test. If the iterations are not mentioned, then 100 iterations were used for the test. 

100 iterations are the maximum number of iterations used for most tests as beyond that one will 

see very little if any gain in accuracy and an increasingly larger amount of time to train. 

 

The ROC curves are generated from these output graphs. For each output graph, starting 

on the far right-hand side of the graph. Each position is marked as a threshold, and the number of 

background and signal (Higgs Boson) events is counted. These are then graphed against each 

other for a ROC curve that shows how much of the signal one can get compared to how much 

background one would have to let in. An ideal ROC curve would be a flat line in at 1 and would 

always get 100% of the signal regardless of the amount of background. An example ROC is 

shown in Figure 19, placed next to the output histogram it was created from. 
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Figure 19: An example output graph next and its corresponding ROC curve. They were created 

from a boosted decision tree test that used 1000 training events, 25 variables, and 100 iterations. 

The final type of graph is a scatter plot of the neural network's opinion of an event versus. 

the boosted decision trees opinion of an event. This shows how the NN and BDT view each 

event differently. For comparison, each scatter plot graph includes a line x=y. If the NN and 

BDT were giving the same result for each event, then all points would fall on this line. Ideally, 

all points would at least fall close to the line, showing that the NN and BDT are performing at 

least similarly. However, as can be seen this is not ususally the case. An example scatter plot is 

shown in Figure 42, which uses only 1000 events for readability. 
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Results and Discussion Thereof 
 

We shall discuss each set of results, and its implications. We start with the output graphs 

of the neural networks. The graphs in Figure 20-22 are for neural networks trained with 1,000, 

10,000, and 20,000 events. In all cases, they were trained with 25 variables or features, and 

unless otherwise specified, they were trained over 100 iterations or epochs.  

 

 

Figure 20: 1000 Training events, 25 variables, and 100 iterations neural network output graph. 
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Figure 21: 10,000 training events, 25 variables, and 100 iterations neural network output graph. 
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Figure 22: 20,000 training events, 25 variables, and 100 iterations neural network output graph. 

At first glance, they seem to offer a decent degree of separation. For 1,000 training 

events, both background and signal seem to peak at opposite ends of the graph. Why the signal 

develops more than one peak is unknown, but we believe it is because the neural networks are 

distinguishing between different qualities of signal events. Some events are more obviously 

Higgs bosons than others. These others are likely Higgs boson too, but it’s less clear, so they are 

scored highly, but less so than the more obvious events. They are also scored similarly to a large 

number of other less obvious events. This suggests that the features that make it seem less likely 

a signal is a Higgs boson tend to be mostly the same across different events. That is, the feature 

itself tends not to be good, not that its value is necessarily the same as other “bad” features. This 

may be because the detector in the Large Hadron Collider is not able to capture those features as 

accurately, which is the same reason we chose to remove those five features that we did from the 

total 30 features in the training set. Which features exactly these “bad” features that were left in 

are, however, is unknown at this time.  
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For comparison, all three output graphs are overlapped below. Note that “All Training 

Events” below does not refer to all 200,000 events reserved for training, but we mean all tests of 

various numbers of training events above are represented in the graph shown in Figure 23. 

 

 

Figure 23: All of the neural network output graphs above overlapped for visual comparison. 

 

One will notice that as more epochs are used in training these peaks start to disappear 

with 10,000 training events, but one can still see a small drop with a minimum at about 0.8. This 

drop becomes sharper for 20,000 training events. This supports the theory that the features that 

are causing this are the same. Otherwise, we would see much more variation in where these 

peaks and drops occur. Identifying the features causing this is beyond the scope of this project 

and could be the subject of future work.  

 

These output graphs seem, at first glance, might seem to provide a higher degree of 

separation with more training events. However, it is best to use a method that actually measures 

the degree of separation. The ROC curves below do this quite nicely. The ROC curves shown in 

Figures 34-36 are in the same order as the output graphs shown earlier. That is, they are in the 

order of 1,000, 10,000, and 20,000 training events. 
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Figure 24: 1,000 Training events neural network ROC. 

 

Figure 25: 10,000 Training Events neural network ROC. 
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Figure 26: 20,000 Training Events neural network ROC. 

 

 These ROC graphs provide a clearer picture of the performance of the neural networks. 

Ideally, we would want to have 100% of the signal with 0% of the background, but as one can 

see here, the neural networks do not come close to that. Figure 27 shows a graph with all three of 

the ROC curves above overlapping for easier comparison. 

 

 

Figure 27: The ROC graphs for the neural network tests overlapped for visual comparison. 



39 

 As we can see, there is a noticeable disparity between the performance of the neural 

networks, depending on the number of training events. This is what we would expect. However, 

what’s surprising here is the fact that the neural networks do not perform as well if one increases 

the number of training events from 10,000 to 20,000. Typically, one would expect more training 

to provide better results, but that is not the case here. 20,000 training events are better than 

10,000 training events only for very high thresholds.  

 

The reason behind this is unknown, but one possible explanation is overfitting. If one 

trains a neural network too much on a set of data, it becomes fine-tuned to detect that specific set 

only, rather than general data sets of that type (called “overfitting”). Another possible 

explanation is that the example training events from 10,000 to 20,000 in the training file are just 

poor examples for the neural networks and decreasing their accuracy as a result, but this seems 

less likely as that would be a lot of bad training events and would represent 15% of the signal 

events in the training set. With that many bad events, one would think the entire data set is bad, 

but the better performance of the other tests suggests otherwise as does the fact that the boosted 

decision trees have no such problem which will be seen from the boosted decision tree results 

later. 

 

 The graph shown in Figure 28 represents the area above the ROC curve. The lower this 

area, the better the neural network is performing. This particular graph was created from the 

three ROC curves above as well as 5k and 15k training event tests. It is here solely to illustrate 

the point that the accuracy improves from 1,000 to 10,000 training events but then decreases 

with 20,000 training events.  
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Figure 28: A graph of the area above the ROC curves. 

 

 We will now discuss the results of the boosted decision trees. The output graphs are 

shown in Figures 29-31. We immediately notice the peaks for the signal and background are 

much sharper than the graphs for neural networks.  

 

 

 

Figure 29: 1,000 training events, 25 variables, and 100 iterations boosted decision tree output 

graph. 
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Figure 30: 10,000 training events, 25 variables, and 100 iterations boosted decision tree output 

graph. 

  

 

Figure 31: 200,000 training events, 25 variables, and 100 iterations boosted decision tree output 

graph. 



42 

 From these figures, it is quite clear that the boosted decision trees produce different 

results than the neural networks. Even with as little as 1,000 training events, they immediately 

form two peaks in the output, rather than the several peaks the neural networks have. The 1,000-

training event output has especially sharp peaks that reach up to 0.1. This is much higher than the 

neural networks ever reached. Of course, a tall peak just means that many events were filtered 

into that bin, but the fact that they were filtered into two opposite bins on the end of the graph is 

what is telling. One will, however, notice a dip in the signal events like the one the neural 

networks had. This suggests that if the “bad” events do exist then they affect both methods, and 

that the boosted decision trees are also distinguishing between different qualities of signal. 

Figure 32 shows the three graphs overlapped for comparison. 

 

Figure 32: All of boosted decision tree output graphs above overlapped for comparison 

 Another important observation is that we performed a test with 200,000 training events 

rather than 20,000. This is because we could go up to 200,000 training events with boosted 

decision trees. It took about 15-30 minutes to train the boosted decision trees on 200,000 events. 

By comparison, it took 9-10 hours to train the neural networks on 20,000 training events. 

Therefore, training the neural networks on anything more than 20,000 was impractical.  This is a 

massive advantage that boosted decision trees have over neural networks. The reason we choose 

to compare the 200,000 events for boosted decision trees to the 20,000 for neural networks is that 

we wanted to compare both at their very best, or at the very least the best we could do for both 

given the time limitations. 
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At first glance, this graph seems to indicate that the boosted decision trees perform best 

with only 1,000 training events. This is not the case, however. To see that the accuracy does 

improve with more training events, we need to look at the ROC curves again. Figures 33-35 

shows the ROC curve for 1,000, 10,000, and 200,000 training events. 

 

 

Figure 33: 1,000 training events boosted decision tree ROC. 
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Figure 34: 10,000 training events boosted decision tree ROC. 

 

Figure 35: 20,000 training events boosted decision tree ROC. 

 These ROC graphs are a lot smoother than the ones for the neural networks. This 

is due to the smoother output graphs the boosted decision trees have. In addition, we notice that 

the ROC curves are much steeper at the beginning which suggests that very few background 
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events are classified with a ‘1.0’ which would indicate they are in the group of events most likely 

the be signals. Figure 36 shows the three graphs overlapped for comparison. 

 

Figure 36: The boosted decision tree ROC graphs overlapped for visual comparison. 

 This comparison graph makes it clear that having more than 10,000 training events 

probably is not worth the extra time because one will get little to no performance gain. However, 

the performance gain between 1,000 and 10,000 events, while small, is noticeable. Figure 38 

shows a graph of the area above the ROC curve like the one we made for neural networks. It was 

made from equivelent tests to the ones used on the neural networks. 
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Figure 37: Area above ROC for boosted decision trees for tests using 1000, 5,000, 10,000, 

15,000, 20,000, 50,000, 100,000, and 200,000 training events.  

 

While inspecting the results for the neural network and boosted decision trees separately 

reveals several details of these methods, it is more useful to look at them together and compare 

their results. The ROC graphs for each method are plotted together in Figures 38-40. First is the 

graphs for 1,000 and then 10,000 training events. The last one is of 20,000 training events for the 

neural networks versus 200,000 for the boosted decision trees. 
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Figure 38: Neural network ROC for 1,000 training events vs. boosted decision tree ROC for 

1,000 training events. 

 

Figure 39:  neural network ROC for 10,000 training events vs. boosted decision tree ROC for 

10,000 training events. 
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Figure 40: neural network ROC for 20,000 training events vs. boosted decision tree ROC for 

200,000 training events. 

 

 These graphs show that the boosted decision trees are more accurate across the board for 

seemingly any number of training events. At around 10,000 training events is when the two 

methods perform about the same. If one looks carefully though and remember that the neural 

networks perform worse after 10,000 training events, we notice something very interesting. The 

neural networks with 20,000 training events perform very similarly to the boosted decision trees 

with only 1,000 training events as one can see in the graph in Figure 41. 
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Figure 41: neural network ROC for 20,000 training events vs. boosted decision tree ROC for 

1,000 training events 

 

 From Figure 41 we see that the two ROC curves overlap from 0.4 to 1 on the x-axis. This 

means if one were to set the threshold to give 40% or more of the signal events one will get the 

same fraction of background events with the neural networks trained on 20,000 events as one 

would with the boosted decision trees trained on 1,000 events. Given this information and the 

fact that the boosted decision trees train much faster, we can conclude that the boosted decision 

trees are better for this problem. To illustrate this further the graph shown in Figure 42 is a 

scatter plot of the score the neural network gave each of the first 5000 test events versus the 

score the boosted decision tree gave. 
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Figure 42: Scatter plots for 1000 training events for NN and BDT, only the first 4000 test events 

are shown as 50,000 makes the graph far too cluttered. All four plots are of the same test with 

different data plotted on top for clarity. 
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 From Figure 42 we see that the neural networks and boosted decision trees produce very 

different outputs for many events, however for the easily classified events, they both produce a 

similar score as can be seen by the blobs on either end of the line. What stands out in this graph 

is the fact that there appear to be more background events above the line than below it. This 

suggests that one of the neural network's problems compared to the boosted decision trees is that 

it is worse at filtering out the background events. The signals, on the other hand, seem a bit more 

spread out which suggests that identifying the signals is less of a problem for it. 

 

 

 

 

CONCLUSIONS 
 

 Given our results, we observe that boosted decision trees do not need more training 

events than neural networks to perform classification with the same accuracy. Given this 

observation and the fact that boosted decision trees train much more quickly, there seems to be 

no reason to use this particular neural network on this problem. Rather, Xgboost boosted 

decision trees seem preferable.  The reasons why the neural networks aren’t as good is something 

we cannot answer based on our experiments alone, but it is interesting that more than 10,000 

training events make the neural networks perform worse. Perhaps the problem is too complex to 

model with a single layer neural network, or maybe it’s some overtraining or overfitting 

problem. More work needs to be done to determine the exact cause, but for now, the boosted 

decision trees perform better. 
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APPENDIX A 
 

NEURAL NETWORK USAGE INFORMATION 
 

 
 The following provides usage information for the neural network program. We will use 

examples in this section that assume a training data file called nntrain exists, a header file called 

‘headfile’ with 25 variables listed exists, and a test data file called nntest exists. Before using 

this program Python must be installed. This program is assumed to be used in a Linux 

environment. 

 

To start ‘DiscInfV4_4.py’ must be run on the training file. It takes the following 

arguments in order input training file, head or variable file, number of training cases to use, 

number of iterations to train and number of hidden nodes to use. The last three arguments default 

to 3000, 300, and 40. As an example one can use the following command: 

 

python DiscInv4_4.py nntrain headfile 1000 100 19 

 

The endresult will be several files with ‘nntrain’ (or the name of a training file) as a 

prefix for the filename. To make results like in our file one will need the file named something 

along the lines of ‘nntrain_25V_19HN_blabo.c’. This file needs to be compiled together 

with ‘PLT_AP_SummerProj.c’ the following command will do this: 

 

gcc PLT_AP_SummerProj.c nntrain_25V_19HN_blabo.c  -lm 

 

This will make an executable ‘a.out’. To save the executable as a different file name or 

for more options compiling the executable see he documentation for gcc. One can then use this 

executable on a test file to get the datafile for an output graph. One should also pass in the name 

of the output file as an argument. For example: 
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./a.out nntest output 

 

This output file can then be plotted using any plotting software. For a normalized version 

of this graph, one can use norm.py. This takes the output file as input as well as the name for 

the normalized output file. For example: 

 

python norm.py output norm_out 

 

To get a graph exactly like the ones in our results as a png image. One can use 

‘single.sh’. Just give it the ‘norm_out’ file as input. For example: 

 

./single.sh norm_out 

 

To get an ROC graph use ‘roc.py’ on the ‘norm_out’ file. This takes the ‘norm_out’ 

file and a name for the output ROC file as input. It also prints out the area above the roc curve to 

stdout For example: 

 

python roc.py norm_out roc_out 

 

If one wishes to plot this ROC curve, one can use roc-sing and pass in the ‘roc_out’ 

file along with a name for the output png file. It will add the .png extention automatically so it 

should not be included it as part of the name. To plot two ROC curves together one can use 

vs.sh. It takes the same arguments but takes in the names of both ‘roc_out’ files. The script 

‘roc-all.sh’ will plot 3 on one graph. An example of these: 

 

./roc-sing.sh roc_out roc_img 

./vs.sh roc_out1 roc_out2 roc_img 

./roc-all.sh roc_out1 roc_out2 roc_out3 roc_img 
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APPENDIX B 

 

USAGE INFORMATION FOR BDT PROGRAMS 
 

 
 The following provides usage information for the boosted decision tree programs. We will 

use examples in this section that assume a training data file called bdttrain exists, a header 

file called headfile with 25 variables listed exists, and a test data file called bdttest exists. 

Before using this program, python must be installed as well as numpy.py. Also insure that 

xgboost has been built with its makefile located in the higgsml-master/xgboost directory. For 

more help building xgboost see xgboost’s documentation. This program is assumed to be used in 

a Linux environment. 

 

To begin with the boosted decision trees must be trained using higgs-numpy.py. 

Arguments to higgs-numpy.py are the number of training events to use, a flag (-f or -n), a 

header file name or a number of variables to use depending on the flag, and the name of the 

training data file to use. For example, 

 

python higgs-numpy.py 1000 -f headfile bdttrain 

python higgs-numpy.py 1000 -n 19 bdttrain 

 

This will output 120 model files that represent the boosted decision trees at every 

iteration of training. Their names should be higgs.model followed by some number between 1 

and 119. These modelfiles can then be used with higg-pred.py to produce an output file called 

higgs-pred.csv. higgs-pred.py takes a modelfile and the same header file as input. 

For example: 

 

python higgs-pred.py headfile higgs.model  
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This will create a file, higgs.pred.csv, which contains the results of the boosted 

decision trees. To get this data into a graphable format use graph.py. It’s recommended to use 

graph.py through graph.sh as graph.py expects the input to be sorted and graph.sh 

will sort it automatically. For example: 

 

./graph.sh higgs.pred.csv 

 

The result of this is hist.csv for rank graphs, bnormhist.csv and snormhist.csv for 

creating output graphs, and normhist.csv which contains both of the previous two in one file. 

One can then graph these as an output graph using gnuscript.gnu. For example: 

 

gnuplot -e “outfile=’png’; infile=’title’; datafile=’dat’” gnuscript.gnu 

 

This will create a png of a graph as well as a data file that can be used to make an ROC 

graph. Pass the data file to roc.py along with the desired name for the resulting data file. This 

works exactly like the roc.py for neural networks and can be used with all of the same script 

files to plot the result. 
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