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Objective

Our goals for this project evolved over time along with the design.  As our main design goal, we hoped to achieve some sort of read cache and/or write buffer optimization for Anemone.  While we worked toward this objective throughout, we spent a great deal of time in the design phase of our project, simply because the tasks at hand were more complicated than we initially realized.  It was a non-trivial task attempting to understand how different portions of the code were  implemented and also the reasons, if any, for implementing those portions in a particular fashion.  At the onset of general implementation, our focus shifted heavily toward maintaining the current level of stability within the code so as not to end up in a state worse off than we initially were.  Toward the end of development, we were able to implement a small number of techniques in an effort to actually improve read cache / write buffer performance.

Intended Design Additions and Modifications

Under the design of Anemone before our modifications, pages are received into a write buffer by the swap daemon for asynchronous, distributed swapping via a network back-end.  As pages are received from the swap daemon and the write buffer is filled, it behaves as a trivial cache for the pages most recently swapped from main memory.  When a page is requested from the swap area, a check of the contents of the write buffer is performed in order to verify whether or not the contents of the buffer can satisfy the request.  If the contents of the write buffer cannot satisfy the request, the page in question is fetched from the distributed swap area.  Arguably, the current “cache” is a misnomer for a simple write buffer.

In an effort to improve upon the performance of this cache, we propose the following:

1. Logically separate the current cache into a smaller write buffer area and a read cache which are confurable as module parameters.

2. Implement read cache / write buffer optimization techniques and replacmenet policies for network swapped storage.

Logically separating the current cache into a write buffer and reach cache

In its current implementation, a portion of allocated memory is used to store the pages that are received from the swap daemon to be asynchronously and distributively swapped via the network.  As pages are removed from main memory, they are copied into this write buffer in lieu of synchronous swap via the network back-end in order to reduce latency.

This particular design change was a source of great heartburn with many small problems arising from the current implementation.

Some brief background information on the control flow / structure is in order:  A single kmem_cache_t object is created via a call to kmem_cache_create() for each userdefined struct cache within the cache_init() function.  Userdefined objects of type struct cache_entry and corresponding data members of type struct sk_buff are subsequently allocated for this slab cache using kmem_cache_alloc() and alloc_skb(), respectively.  The userdefined function anemone_mk_request() functions as a single interface for interaction between the swap daemon and the pseudo block-device that Anemone represents.  A pair of functions called cache_add() and cache_retrieve() are used to operate upon the underlying data structures.

An interesting side note arises from the description of these data structures, particularly the kmem_cache_t typedef.  Anemone is a relatively “live” piece of code and so is not perhaps subject to as many deprecated interfaces / data structures as the frame grabber driver, for example.  From a posting dated May 29th, 2006 located at:  http://lwn.net/Articles/185503 summarizing the 2.6.17 API changes, it is noted that the “kmem_cache_t typedef is being phased out in favor of struct kmem_cache.”  We found this a good example of the dynamic and constantly evolving nature of the Linux kernel.

A great deal of effort was put into attempting to abstract the single slab cache into a logical read cache and write buffer.  Some problems arising from this were  the following:

As entries are inserted into the slab cache, they are indexed using their page offset as received from the swap daemon.  This offset is used as a key to index into the hashtable.  Lists are kept in the underlying hashtable buckets to actually keep track of the pages.  We wanted to logically separate these two, although they would still share the underlying slab cache, so that we could apply different policies to write buffering and things such as the read cache replacement policy.  Doing so, however, as it was found out later, was contrary to the integration of all of the network back-end into the interfacing cache_add() and cache_retrieve() functions.  As modifications were attempted against these two important functions, many other modification requirements cascaded into existence.

We eventually abandoned this idea in an effort to keep the code more stable and also to focus more on the actual read cache optimizations.

Implementing a MRU cache replacement policy

Due to the nature of the current write buffer, the pages received from the swap daemon are the pages most recently swapped out from main memory.  If the assumption is made that the replacement policy as implemented by the kernel/swap daemon is “good,” then as a corollary, the assumption can also be made that these pages will not be needed in the immediate future.  It could be argued that these assumptions are less valid because we are operating under high memory pressure.  In the case of a memory intensive application, the temporal locality of the pages received from the swap daemon could be from a much smaller window and so therefore may be more likely to be requested in the immediate future.

Each struct cache object has a member which is a function pointer to its replacement policy.  This allows easily hooking a new replacement policy to the cache object when it is called from the client.

The most-recently-used (MRU) policy we devised replaces the most-recently-used page currently in the cache.  It does so in the following fashion:

When a write request comes from the swap daemon it is inserted into a queue

from whence an asynchronous write is scheduled to send the page across the network.  This queue is handled in the request_anemone() function which returns without blocking.  Pages pending transfer across the network are not able to be evicted and so a data member named swapped was introduced into struct cache_entry to keep track of this information.  Once the page is known to have been successfully swapped across the network, it is marked as eligible for eviction, but remains until it is actually overwritten.

On a read request from the swap daemon, the contents of the cache are consulted for the page in question.  If the page is held within the cache, it is returned to the page daemon and it is marked as eligible for eviction.  At this point during a read, we also employ a prefetching methodology to keep the cache populated.

Read prefetching

There are two categories of reads from the cache that are processed on behalf of the swap daemon.  The first category is where the page is present in the cache and a cache hit event occurs.  In this case, the page is returned to the swap daemon and the page is removed from the cache.  Once removed, however, the cache needs to be repopulated via prefetching.  The page to be prefetched is chosen as the page at the next offset.  This sequential methodology was chosen because there was some evidence that read requests have sequential characteristics.  As an example, this can be seen in a particular graph of reads and writes in a certain range of offsets.
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The topmost line in the above graph indicates the pages within this range that were swapped out.  The other lines indicate pages in this range of offsets that were swapped in.  This is indicated in other ranges as well, but not in such a pronounced fashion.  Without going into extensive testing of different types of applications, we used this as a foundation for our policy of prefetching sequentially.

The second type of read is during a cache miss event.  When this occurs, the page is retrieved from the distributed swap area and brought into the cache.  Differing in the current implementation of Anemone, however, we make the decision not to cache this most recently read page.  The obvious reason for this is that a page requested by the swap daemon is about to be swapped back into main memory and so therefore does not need to be inserted into the read cache.

In order to keep track of the pages that have been prefetched, a data member prefetched was introduced into struct cache_entry.  This new piece of information is required because of the relative locality of pages that are prefetched with respect to the pages already present in the cache.  If a page is prefetched, it is the most recently written page into the cache.  Under normal circumstances, these are the pages we would choose for eviction.  In a prefetching context, however, we must make sure to leave those pages in or else we will immediately overwrite and/or swap out the newly prefetched page.  This member is used as a simple bit test to apply this logic.

Conclusions

As can be seen from a sample test run of a very large quicksort both before and after, we actually reduced the hit ratio further.  This is very surprising to us as we essentially thought since it was already so low we could only get better.

The biggest problem with this particular project seemed to be embracing a body of code that has been written by a wholly different set of individuals and proceed to understand it.  Luckily, in the form that we received it, the code was relatively stable allowing us to focus more on the task at hand.

In the context of the Device Drivers class, this was a learning experience in becoming more familiar with various aspects of the kernel API.  Some of the pieces we interacted with most directly were slab allocation techniques and the kernel list type API.  For our particular assignment working on cache optimizations, we tended to work within critical sections that were already locked via the “main” pseudo-block-device spinlock.  Interrupts were also already handled for the most part.  We did however, have to read and understand this code in order to modify the critical sections.  There was also a good deal of learning involved in how the socket buffers worked coincidentally with the user defined data structures.

Prior to modifications
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Fill time: 17 secs 740248

Sorting time = 83 secs 930785 usecs

[qian@anemone3 jian]$ cat /proc/anemone_client

Outstanding_Reqs: 0

Read Goodput: 13 Mbit/s

Write Goodput: 13 Mbit/s

Retransmits: 0

Spaced: 0

Success: 241079

Packet drops: 0

Retrans drops: 0

Interface Drops: 0

Total Reads: 23442

Total Writes: 217637

Total Mapped Pages: 217634

Avg Read Latency: 4294966824 usec

Avg Write Latency 4294966817 usec

Control Message Bytes: 17844582 Broadcast msg count: 64 data msg count:

241079

Data Bytes : 1023144012   Ctrl/Data rate  2

Cache HIT/MISS

         HIT: 777

        READ: 24220

Running time: 128 secs (2 min)

Server Summary:

 Server 1) d2, avail_mem = 2091MB, 535460 pages, percent= 68, writes=

217637, reads=23442.

 Total Memory: 779006 pages, 3042 MB

 Total Available: 535460 pages, 2091 MB

After modifications

Outstanding_Reqs: 0

Read Goodput: 52 Mbit/s

Write Goodput: 0 Mbit/s

Retransmits: 0

Spaced: 0

Success: 246119

Packet drops: 0

Retrans drops: 0

Interface Drops: 0

Total Reads: 27472

Total Writes: 218647

Total Mapped Pages: 218647

Avg Read Latency: 4294966818 usec

Avg Write Latency 4294966909 usec

Control Message Bytes: 18217542 Broadcast msg count: 64 data msg count:

246119

Data Bytes : 1044533772   Ctrl/Data rate  0

Cache HIT/MISS

         HIT: 364

        READ: 27797

Running time: 129 secs (2 min)

Server Summary:

 Server 1) d2, avail_mem = 2087MB, 534437 pages, percent= 68, writes=

218647, reads=27472.

 Total Memory: 779006 pages, 3042 MB

 Total Available: 534437 pages, 2087 MB

