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Abstract

We dewelop a messagescheduling schemethat can theoretically achieve maximum
throughput for all{to{all personalizedcommunication (AAPC) on any given Ethernet
switched cluster. Basedon the sdeduling scheme,we implement an automatic routine
generator that takes the topology information as input and producesa customized
MPI _alltoall routine, a routine in the MessagePassingInterface (MPI) standard that
realizes AAPC. Experimental results shav that the automatically generatedroutine
consisterly out-performs other MPI _alltoall algorithms, including thosein LAM/MPI
and MPICH, on Ethernet switched clusterswith di erent network topologieswhen the
messagesize is su cien tly large. This demonstratesthe superiority of the proposed
AAPC algorithm in exploiting network bandwidths.

1 Intro duction

Al{to{all personalizedcomrmnunication (AAPC) is one of the most commoncommunication
patterns in high performancecomputing. In AAPC, ead node in a systemsendsa di erent
messagef the samesizeto ewery other node. The MessagePassingInterface routine that
realizesAAPC is MPI _Alltoall [10]. AAPC appearsin many high performanceapplications,
including matrix transpose, multi-dimensional corvolution, and data redistribution. Since
AAPC is often usedto rearrangethe whole global array in an application, the messagesize
in AAPC is usually large. Thus, it is crucial to have an AAPC implemenation that can
fully exploit the network bandwidth in the system.

Switched Ethernet is the most widely usedlocal{area{network (LAN) technology Many
Ethernet{switched clustersof workstations are usedto perform high performancecomputing.
For sud clustersto be e ective, communicationsmust be carried out ase cien tly aspossible.
In this paper, we investigatee cient AAPC on Ethernet switched clusters.

We dewelopa messagsddedulingsdemethat theoretically achievesthe maximum through-
put of AAPC on any given Ethernet switched cluster. Similar to other AAPC sdeduling



schemes[4], our schhemepartitions AAPC into contention free phases.It achievesthe maxi-
mum throughput by fully utilizing the bandwidth in the bottlenedk links in all phases.Based
on the sdeduling sheme,we dewelop an automatic routine generatorthat takesthe topol-
ogy information as input and producesan MPI _Alltoall routine that is customizedfor the
speci ¢ topology. We comparethe automatically generatedroutine with the original routine
in LAM/MPI [7]and a recerly improved MPI _Alltoall implemertation in MPICH [17]. The
resultsshow that the automatically generatedroutine consistetly out-performsthe existing
algorithms whenthe messagssizeis su cien tly large, which demonstratesthe superiority of
the proposedAAPC algorithm in exploiting network bandwidths.

The rest of the paper is organizedasfollows. Section2 discusseshe related work. Section
3 descrikes the network model and de nes the sdieduling problem. Section 4 details the
proposedsdieduling stheme. Section5 discussesmplemertation issues. Section 6 reports
experimenrtal results. Finally, the conclusionsare presetted in Section7.

2 Related Work

AAPC has been extensiwely studied due to its importance. A large number of optimal
messagededuling algorithms for di erent network topologieswith di erent network models
were deweloped. Many of the algorithms were designedfor speci ¢ network topologiesthat
areusedin the parallel madines,including hypercube [5, 18], mesh[1, 13,12, 16], torus [4, 8],
k-ary n-cube [18], and fat tree [3, 11]. Heuristic algorithms were deweloped for AAPC on
irregular topologies[9]. A framework for AAPC that is realizedwith indirect comnunications
was reported in [6]. E cien t AAPC sdeduling schemesfor clusters connectedby a single
switch was proposedin [14]. Someof the algorithms in [14] are incorporated in the recen
improvemen of MPICH library [17]. We considerEthernet switched clusters with one or
moreswitches. AAPC on sud clustersis a special communication pattern on a tree topology:.
To the best of our knowledge,messagesteduling for sud caseshasnot beendeweloped.

3 Network Mo del and Problem De nition

In an Ethernet switched network, links operatesin the duplex mode that supports simultane-
ous comrmunications on both directions of the link with the full bandwidth. Thus, madines
connectedto an Ethernet switch can sendand receiwe at the full link speedsimultaneously
The switchesmay be connectedin an arbitrary way. Howewer, a spanningtree algorithm is
usedby the switchesto determine forwarding paths that follow a tree structure [15. As a
result, regardlessof how the switchesare connected,the physical topology of the network is
always a tree with switches being the internal nodesand madines being leaves. There is
always a unique path betweenany two nodesin the network.

The network canbe modeledasa directed graph G = (V; E) with nodesV correspnding
to switchesand madines and edgesE correspnding to unidirectional channels. Let S be
the set of switchesin the network and M be the set of machinesin the network. V = S[ M.
Let u;v 2 V, adirected edge (u;Vv) 2 E if and only if there is a link betweennode u and



node v. We will call the physical connectionbetweennode u and node v link (u;v). Thus,
link (u; V) correspndsto two directed edgequ; v) and (v; u) in the graph. Sincethe network
topology is a tree, the graph is alsoa tree: there is a unique path betweenany two nodes.
Nodeu 2 M canonly be a leaf node. Figure 1 shovs an examplecluster. We assumethat
all links have the samebandwidth. In practice, switches may support ports with di erent
speeds. For example,Dell PowerEdge 2324 provides 24 100Mbpsports and 2 1Gbps ports.
The higher speedports are usually usedto connectswitches. In this case,the higher speed
inter-switch link will unlikely be the bottlenedk in the comnunication and thus, two switches
connectedby sud a link can be consideredas a single switch in the model.
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Figure 1: An exampleEthernet Switched Cluster

The terminologiesusedin this paper arede ned next. A messageu! v, isacomrmunica-
tion transmitted from node u to node v. Sincethe graphis a tree, the path for a messages
xed. The notion path(u; v) denotesthe set of directed edgesin the unique path from node
u to node v. For example,in Figure 1, path(n0; n3) = f(nO0; s0); (sO; s1); (s1; s3); (s3; n3)g.
A path may alsobe represeted as a sequenceof nodes. For example,path(n0; n3) may be
denotedasn0! sO! sl! s3! n3. Twomessagesy; ! v;andu,! Vv, aresaidto
have cortention if they sharea commonedge,that is, there exists an edge(x; y) sud that
(x;y) 2 path(uy;vy) and (x;y) 2 path(u,;Vv,). A pattern is a set of messages.The AAPC
pattern onanetwork G = (S[ M;E)isfu! vju6é v 2 Mg. The messageizein the AAPC
pattern is denotedas msize. A contention free pattern is a pattern whereno two messages
in the pattern have cortention. A phaseis a contention free pattern. For a given pattern,
the load on an edgeis the number of times the edgeis usedin the pattern. The mostloaded
edgeis called a hottleneck edge. Sincethe topology is a tree, edges(u; v) and (v; u) always
have the sameload. We will usethe terms \the load of an edge(u;Vv)" and \the load of a
link (u;Vv)" interchangeably The load of a pattern is equalto the load of a bottlened edge.
Sincewe only considerthe AAPC pattern in this paper, a bottlened edgeon a graph refers
to a bottlenedk edgewhenthe AAPC pattern is realized. For a set S, |Sj denotesthe sizeof
the set. Sincestheduling for AAPC whenjM|  2is trivial, we will assumethat jMj 3.

Let edge(u; v) be oneof the bottlenedk edgesfor the AAPC pattern. Assumethat remov-
ing link (u;v) (edges(u;v) and (v; u)) partitions graph G = (S[ M; E) into two sub-graphs,
Gy = (Sy[ My;Ey) and G, = (S/[ My;Ey). Gy isthe connectedcomponernt including node
u, and G, is the connectedcomponert including nodev. AAPC requiresjM,j jM,j msize
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bytes data to be transferred acrossthe link (u;v) in both directions. Let B be the band-
width on all links. The best casetime to complete AAPC s Mull Vvl MS2€ The gggregate

throughput of AAPC is boundedby

IMj(Mj 1)msize _jMj(jMj 1)B
iMujj MB:/j msize M, M,

P eak aggr egate thr oughput

In generalnetworks, this peakaggregatethroughput may not be achieved due to node and
link congestion. Howewer, as will be shown later, for the tree topology, this physical limit
can be approaded through messagesceduling.

4 AAPC Message Scheduling

In the following, we will preser an algorithm that constructs phasesfor AAPC. The phases
conform to the following constrairts, which are su cient to guarartee optimality: (1) no
contention within eat phase;(2) every messagén AAPC appearsexactly oncein the phases;
and (3) the total number of phasesis equal to the load of AAPC on a given topology. If
phasesthat satisfy these constrairts can be carried out without inter-phaseinterferences,
the peak aggregatethroughput is achieved.

Our sdeduling algorithm hasthree componerts. The rst componert iderti es the root
of the system. For agraph G = (S[ M;E), the root is a switch that satis es the following
conditions: (1) it is connectedto a bottlenedk edge;and (2) the number of machinesin eat
of the subtreesconnectingto the root is lessthan or equal to ’MT‘ half of all madcinesin
the system. Oncethe root is identi ed, the algorithm schedulesmessage# two levels: local
messageghat are within a subtree, and glolal messageghat are between subtrees. The
secondcomponert performs global messagesdeduling that determinesthe phaseswhen
messagedetween two subtreesare carried out. Finally, the third componert performs
global and local messageassignmety which decidesthe nal sdeduling of local and global
messages.

4.1 Identifying the Root

Let the graphbe G = (S| M;E). The processto nd aroot in the network is as follows.
Let link L = (u;v) (edges(u;Vv) and (v; u)) be oneof the bottlened links. Link L partitions
the graphinto two subgraphs,G, = (S,[ My;Ey) and G, = (S,[ M;E,). The load of link
L isthus,jMyj jM,j = (jMj M,) jM,j. Assumethat M j jM,j. If in Gy, node u
has more than onebranch cortaining madines, then node u is the root. Otherwise, node u
should have exactly onebranch that cortains macdines(obviously this branch may alsohave
switches). Let the branch connectto node u through link (uq;u). Clearly, link (uq;u) is also
abottlened link sinceall madinesin G, arein G,,. Thus, we canrepeatthe procesgor link
(ug;u). This processcanbe repeatedn times and n bottlened links (un; Uy 1), (Un 1;Un 2),
..., (Ug; u), are considereduntil the node u, has more than one branch cortaining madines
in Gy,. Then, u, is the root. Node u, should have a nodal degreelarger than 2 in G.



Lemma 1: Using the above processto nd the root, eadh subtree of the root cortains at
most 21 madines.
Proof: Using the above process,we idertify a root u, and the connectedbottlened link
(Upsup 7). Let Gy, = (Sy, [ My, Ey,) and Gy, , = (Sy, , [ My, ,;Ey, ,) bethe two
subtreesafter link (un;u, 1) is removed from G. Follow the root identifying process,we
have My,] My, ,j and My, ,j ‘MT’ SincejMj > 2, G, cortains at least 2 madines
andG,, , cortains at least1 madiine. The load onthe bottle link (un;un 1) IS]My, jjMy, ,]-
Let node w be a node that connectsto node u, in Gy, and Gy, = (Sy [ My;Ey) be the
correspnding subtree. We havej“"Tj iMy, ] JMyj [Note: if My, ,J < jMyj, the load on
link (up;w), Myj (Mj jMyj) > My, ,J (M] jMy, ,j), isgreaterthan the load on link
(un;u, 1), which cortradicts to the fact that (u,;u, 1) is a bottlened link]. Hence,ead
subtree of the root cortains at most “V'T’ madines, and subtreet, , is one of the subtrees
that have the largest number of madines. 2

In Figure 1, the link connectingsO to sl is the bottlened link. Both nodessO and s1 can
be the root. Assumethat sl is selectedasthe root. It is connectedwith three subtreestg
that cortains three machinesn0, n1, and n2, ts; that cortains two macdinesn; and n4, and
t 5 that cortains one madine n5.

4.2 Global Message Scheduling

Figure 2: A two level view of the network

Let the root connectto k subtrees,tg, ty, ..., tx 1, with jMoj;jMyj; ::;jMy 1 madhines
respectively. Figure 2 shaws the two-lewel view of the network. Only global messagesise
the links betweenthe subtreesand the root. Local messagesnly uselinks within a subtree.
Without lossof generalily, let usassumethat jMoj jM4j i jMy 4j. Thus,the load of
AAPC isjMoj (JMyj+ jMoj+ i+ My 1)) = JMoj  (JM]  jMoj) and we must sdheduleboth
local and global message#n jMoj (jMj jMgj) phaseswhile maintaining cortention-free
phases. The sdeduling is performedin two steps. First, phasesare allocated for global
message global messagesdeduling where message$srom one subtreeto another subtree
aretreated asgroups. Second,ndividual globaland local messageare assignedo particular
phases.We will discussglobal messagededulingin this subsectionand descrite global and
local messageassignmen in the next subsection.

We will usethe notation t; ! t; to represen either a messagdrom a macine in subtree
ti to a madine in subtreet; or generalmessagedrom subtreet; to subtreet;. The global
messagesteduling decidesphasesfor messagesn t; ! t;. Let us rst considera simple
casewherejMgj = jM4j = i = jMy 1) = 1. In this case,thereis jM;j jM;j = 1 message



Phase0 Phasel | ... | Phasek 3 | Phasek 2
to! t1 tg! to to! tx 2 to! tx 1
t1 !ty t1! t3 t1 ! tx 1 t1! to

tk 2!tk |tk 2! to | |tk 2! tk 4|tk 2! tk o3

tk 1! to te 1! to ||tk 1! otk 3|tk 1! tk 2

Table 1: Phasesfrom ring sdheduling

int ! t. A ring sdeduling algorithm [17, 14] can be usedto sdedule the messages
1 (k 1)=k 1phases.Inring sheduling,t; ! t; issdeduledat phasej i 1ifj >
and phase(k 1) (i j)ifi > j. The ring sdeduling producesk 1 phasesshown in
Table 1.

When sceduling messagesvith any number of madinesin a subtree,we group all mes-
sagesfrom one subtreeto another into consecutie phases. The total number of messages
from t; to t; is jM;jjM;]. We extend ring sdeduling to allocate phasesfor groups of mes-
sages.In the extendedring sdeduling, for subtreet;, the message$o other subtreesfollow
the sameorder as the ring sdeduling. For example, for t;, messagesn t; ! t, happen
beforemessagein t; ! t3, messages t; !tz happen beforemessagein t; ! t4, and so
on. Speci cally, the phasesare allocated as follows. Note that messagesn t; ! t; occupy
jMijjM;]j consecutie phases.

Whenjp>_ I, messages t; | t; start at phasejM;j F(j_l\/li,,lj+ Mij+ i+ M 4)) =
iMij ki IMid. Note that wheni + 1> j 1,7 | iy JMij = [Misj + Mz +
i+ jM; 4= 0.

Wheni > j, messages t; | t; start at phasejMfgj_ (Mj  jMg)) (Mij+ M 4+
i M) IMi= Mo (M JMaol)  (IMj] 0 zjea IMK).

Lemma 2: Usingthe extendedring scheduling descriked above, the resulting phaseshave
the following two properties: (1) the number of phasess jMoj (jM] jMgj); and (2) in eah
phase,global messageslo not have cortention on links connectingsubtreesto the root.
Proof: Whenj > i, messagem t; ! t; start at phasejM;j (jMis1]+ jMis2] + 21+ JM; 1))
andendat phaseiMij (jMi+1j+ [Mizj+ i+ [Mj aj+jMjj) 1< jMoj (JMyj+ i+ My 4) =
iMoj  (iIMj jMoj).

Wheni > j, messaged t; | t; start at phasejMoj (jMj jMgj) (Mij+ jM; 4j+ i+
jMj+1j) jM;j andendat phasejMej (M] M) (IMij+ jMi aj+ i+ JMjaaj) jM;j+
iMij  IMjj 1< Mg} (JM] ][Mgj). Thus, the number of phasesis lessthan or equalto
iMoj  (JMj jMgj). Note the phasecount starts at phaseO.

Messagesn to !ty ; start at phasejMoj (JMqj + JMoj + i+ jMy ,j) and end at phase
Mo  (JMyj + [Moj + i+ JMy 2)) + JMo]  jMi 1] 1= jMoj (jMj [Moj) 1. Thus,the
number of phasesis exactly jMoj (jMj  jMyj).

Examining the starting and ending phasesfor messagesn t; ! t;, it can be shovn that
phasesfor t; ! t;,j 6 i, do not overlap and that phasesfor t; ! t;,j 6 i, do not overlap.
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Thus, at ead phase,at most one node in a subtreeis sendingand at most one node in a
subtreeis receiving. As a result, the two edgesof the link connectinga subtreeto the root
will be usedat most oncein eat phase.Hence,in ead phase,global messageslo not have
contention on links connectingsubtreesto the root. 2

Phase 01 2 3 45 6 7 8
| o>ty [ te>t, | to: N0, N, Nz
>t | t,->t, | t,:n3, n4

Figure 3: Global messagescheduling for the examplein Figure 1

Figure 3 shavsthe steduling of global message®or the exampleshown in Figure 1. In this
gure, to = tgg contains three machinesnO, nl, andn2;t; = ts3 cortains two madcinesn3 and
n4;andt, = t,5 cortains oBemadnlnenS Thus,jMgj = 3,jM4j = 2,and M, = F,1 Messages
inty ! t, start at jM4j + iMj = 0. Messagesn to ! t, start at jl\/loj r My =
jMoj  jM4j = 6. Messagesn t, ! to start at jMoj (jMj  jMoj) jMoj  §o jMyj = 0.
The gure alsoshows that somesubtreesare idle at somephases. For example,subtreet;
doesnot have a sendingmadine in phase2.

4.3 Global and Local Message Assignmen t

Let the root connectto k subtrees,tq, ti, ..., tx 1, with jMgj, jM4j, ..., My 1) madiines
respectively. jMoj  jMyj i JMy 1j. As shawvn in the previous subsection, global
messagesare sheduledin jMoj (jM] jMgj) phases.Considersubtreet;, the total number
of local messagem t; isjM;j (jM;j 1), which is lessthan the total number of phases.Thus,
if in eat phase,onelocal messagen ead subtreecan be stheduledwithout cortention with
the global messagesall messagen AAPC canbe scheduledin jMgj  (JM]  jMygj) phases.
The cortention free stheduling of global and local messagess basedon the following lemma.
Lemma 3: Let G= (S[ M;E) beatreeandx 6 y6 z 2 S[ M, path(x; y)\ path(y;z) =
Proof: Assumethat path(x;y)\ path(y;z) 6 . There existsan edge(u;v) that belongsto
both path(x; y) and path(y; z). As a result, the composition of the partial path path(y;u)
path(y; z) and path(u;y) path(x;y) forms a non-trivial loop: edge(u;V) is in the loop
while edge(v; u) is not. This cortradicts to the assumptionthat G is a tree. 2

Lemma 4: Usingthe global messagesdeduling sheme,at eat phase,the global messages
do not have cortention.

Proof. Let root connectto subtreesty, tq, ..., ty 1 asshowvn in Figure 2. From Lemma 2,
at ead phase,there is no cortention in the link connectinga subtreeto the root. When
there is only one global messagen a subtreein a phase,there will be no cortention in that
phasein that subtree. Thus, the only casewhen global messagesay have cortention inside
a subtree is when there are two global messagesnvolving nodesin a subtreein a phase.
In this case,one global messages sert to a node in the subtree and the other one s sert



from a node in the subtree. Let the two messagebex! o, ando, ! Yy, wherex 2 M;,
y 2 M;, and o, and o, are in other subtrees. The sub-path for x ! 0, insidet; is equalto
path(x; root) and the sub-path for o, ! vy is equalto path(root;y). From Lemma 3, these
two paths do not have cortention insidet;. 2

The contention free sdheduling of local messagess alsobasedon Lemma 3. As discussed
earlier, the total number of local messages a subtreeis lessthan the total number of phases.
Thus, it is su cient to sdedule one local messagen eat phase. Let u 6 v 2 t;. From
Lemma 3, there are three caseswhen messagai ! v can be sdeduledwithout cortention
(with global messagesin a phase: (1) nodev is the senderof a global messagend node u is
the receiwer of a global message(2) nodev is the senderof a global messagend there is no
receiving node of a global messagen t;; and (3) node u is the receiwer of a global message
is there is no sendingnode of a global message.The global and local messageassignmen
algorithm assignsphasesto all global message# sud a way that all local messagesan be
stheduled without cortention. Note that by sceduling at most one local messagen eat
subtree, our scheduling algorithm does not have to considerthe speci ¢ topologiesof the
subtrees.

Let us now considerhow the phasesare assignedto global messagesLet us number the
nodesin subtreet; ast;, ti.1, ..., ti;ju,; 1. TO realizeinter-subtree comnunication t; ! t;,
0 6] <Kk, eah messagd;i, ! t;,,0 1i1<]jMjjand0 j; < jM;j, must happen
in the jM;j jM;j phasesthat are allocatedto t; ! t;. Our assignmen algorithm usestwo
di erent methods to realizeinter-subtreecomnunications. The rst sdiemeis what we refer
to as a broadast shheme. In this sdheme,the jMij jM;j phasesare partitioned into jM]
rounds with eat round having jM;] phases.In eat round, a di erent nodein t; sendsone
messageo ead of the nodesin tj. This method hasthe exibilit y in selectingthe order of
the sendersin t; in eat round and the order of the receiwersin t; within ead round. One
exampleis to have kth round realize the broadcastfrom node t;, to all nodesin t;, which

resultsin the following pattern:

tiio! tj;O;---,ti;O! tj;ijj 1t ! tj;o;..., ti;l! tj;ijj 1y veny ti;jMij 1 tj;o;:::; ti;jMij 1! tj;ijj 1.

The secondsdhemeis what we referto asa rotate scheme. Let D be the greatestcommon
divisor of jM;j andjM;j. D = gcd(jM;j;jM;j) andjM;j= a D, jM;j= b D. In this sheme,
the pattern for receiwersis a repetition of M; times of a xed sequencdhat enumeratesall
nodesin t;. One example of the xed sequenceis tjo;tj1; it jm;j 1, Which results in a
receiwer pattern of

Goos U s vy o G0 Gras St jmy 10 5 G os s ity g e

Note that the rotate pattern does not restrict the xed sequencethat erumerates all
nodesin t;. Dierent from the broadcastsdieme,in a rotate sheme, the senderpattern
is also an erumeration of all nodesin t; in every jM;j phases. There is a base sequene for
the senders,which can be an arbitrary sequencehat covers all nodesin t;. For example,
the basesequencecan be t;o; ti.1; :::ti;jm,j 1. In the sdeduling, the basesequenceand the
\rotated" basesequenceare used. Let the basesequencebe ti.o;t;.1;::tijmu,; 1. The base
sequencecan be rotated 1 time, which producesthe sequence.1; :::tijm,j 1;ti.0. Sequence
ti2;iiitijm,j 1 tios ti:1 IS the result of rotating the basesequence2 times. The result from
rotating the basesequencen times can be de ned similarly. The sendersare stheduled as



phase| comm. phase| comm phase| comm phase| comm
0 tio! o 6 tio! tj2 12 tia! to 18 tic! t2
tia! t1 7 tia! t3 13 [ ti2! t;a 19 | ti2! t;s
tio! 12 8 tia! o 14 tis! t2 20 tiz! to
tig! tj3 9 tig! t;1 15 | tia! t3 21 | tia! g
tia! ti o 10 tia! tj: 2 16 tis ! t o 22 tis ! tj: 2
tis! 11 11 tis! tj3 17 tio! t1 23 tio! tj3

gl W N~

Table 2: Rotate pattern for realizingt; ! t; whenjM;j = 6 and jM;j = 4

follows. The basesequences repeated b times for the rst a b D phases. At phase
a b D, the sheme nds the smallestn sud that after the basesequences rotated n
times, the messaggsenderand receier pair) at phasea b D doesnot happen before.
The sequenceesulting from rotating basesequencen times is then repeatedb times. This
processis repeated D times to createthe senderpattern for all jM;jjM;j phases.Basically,
at phasesthat are multiples of a b D phases,rotations are performedto nd a new
sequencehat is repeatedb times. It can be shavn that all messages t; ! t; arerealized
in the rotate scheme.

Table 2 shows an examplewhen jM;j = 6 and jM;j = 4. In this case,a= 3, b= 2, and
D = 2. The receiersrepeat the pattern t;o;t;.1;tj. 2; t; 3. The basesequencdor the senders
IS ti.o; ti-1; ti:2; ti- 35 ti- 45 ti:s. This sequencds repeated 2 times. At phase2 3 2= 12, the
sendersfollow a rotated sequencd;. ;; ti »; ti-3; ti. 4; ti-5; ti.0 @and repeat the pattern 2 times. It
can be veri ed that all messages t; ! t; arerealized.

The following two lemmasillustrate the properties of the broadcastpattern and the rotate
pattern.

Lemma 5: In the broadcastpattern that realizest; ! t;, ead sendert; occupiesjMjj
cortinuous phases.

Proof: Straight-forward from the de nition of the broadcastpattern. 2.

Lemma 6: In the rotate pattern that realizest; ! t;, courting from the rst phasefor
messages t; ! tj, eah senderin t; happensoncein ewery jM;j phasesand ead receiver
in t; happensoncein ewery jM;j phases.

Proof: Straight-forward from the de nition of the rotate pattern. 2.

Either the broadcast pattern or the rotate pattern can be usedto realize messagesn
ti! t;,0 16 ) < k. The challengein the sdeduling, howeer, is that we must be able
to embed all local message# the jMyj (jM) jMyj) phases.The scheduling algorithm is
shown in Figure 4. The algorithm consistsof six steps. We will explain ead step next.

In the rst step, the message$rom t, to all other subtreest;, 1 j < k are sdheduled.
First, thereceiversinty ! t; areassignedsudh that at phasep, nodet;; (pj mojimij Moj)) mod jMm;j
is the receiver. It can be easily veri ed that in the phasesfor t, ! t;, a receiver sequence
that coversall nodesin t; is repeatedjMj times, which facilitates the rotate pattern to be
usedfor all the messages to ! tj. The reasonthat the receiversusethat particular pattern
is to align the receiwers with the receiersin t; ! t; wheni > j. As will be shovn Step
5, this alignmernt is neededto correctly sdhedule local messages.Using the rotate pattern
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Input : Results from global messagescheduling that identify which phasesare usedto
realizet; ! tjforall0 16 )<k
Output : (1) the phaseto realize ead global message
ti,! tj,, 0 i1<]Mj,0 ji<|M;j,0 i6j<Kk
(2) the phaseto realize ead local messagdi, ! tii,, 0 16 i2<jM;j,0 i<Kk.

Step 1: Assign phasesto messagesn to! tj, 1 j < k.
l.a:Foreath tg! tj, the receiersin t; are assignedas follows:
at phasep in the phasesfor to ! tj, machine tj; (5 mojimjj Moj) mod jm;j IS the receiwer.
[* it canbe veried that a sequencethat erumeratesthe nodesin t; is repeatedjMgj times
in phasesfor to ! tj. */
1.b: For ead tg ! tj, the sendersin tg are assignedaccordingto the rotate pattern with
the basesequenceo,o; to;1; 5 tojmoj 1-

Step 2: Assign phasesto messagesn tj ! to, 1 i< k.

2.a: Assign the receiversin t; ! tg:

[*Step 1.b organizesthe sendersin tg in suc a way that every jMgj phases,all nodesin tg
appear as the senderonce. We call jM o] phasesa round */

The receiwer pattern in t; ! tg is computed basedon the senderpattern in to ! t; according
to the mapping shawvn in Table 3. Round r hasthe samemapping asround r mod M gj.
/* the mapping ensuresthat the local messagesn to can be sdheduled */

2.b: Assign the sendersin tj using the broadcast pattern with order to, ti.1, ..., ti;jm;j 1-

Step 3: Schedule local messagesn tg in phase0 to phasejMgj(jMoj  1).
messagéo; ! toj, 0 16 ] < jMyj, is scheduledat the phasewheretg; is the receiver
of a global messageand tg; is the senderof a global message.

Step 4. Assign phasesto global messagesn tj ! tj,i>j andj 6 0.
Usethe broadcast pattern with receivers repeating pattern tj; o, tj 1, ..., tiimjj 1 for eath
sendert; and sendersfollowing the order t;.o, ti:1, tik, ., tiimij 1-

Step 5: Schedulelocal messagesn tj, 1 i< k in phasesfor t; ! t; 1.
/* the last phasefor t; ! t; 1 isthe last phasejMgj(jMj jMgj) 1.%
Steps 1 through 4 ensurethat for ead local messagdiii! tii2,
there is a phasein the phasesfor t; ! t; 1 sud that t;; is the sender
of a global messageand either t;; 1 is a receiwver of a global messageor no node in t;
IS receiving a global message.This step sthedulest;;1 ! ti;2 in this phase.

Step 6: Useeither the broadcast pattern or the rotate pattern for messagesn t; ! tj,i<j andi 6 0.
[* sdheduling of these global messagewould not a ect the scheduling of local messages?*/

Figure 4: The global and local messagessignmenh algorithm
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round 0 round 1 round jMoj 2 round jMoj 1
send recv send recv | ... send recv send recv
too toa too to2 | - to0 toimMoj 1 too to0
to;1 to;2 to;1 toz | .. to;1 to;0 to;1 to;1

toimoi 2 | tosimoj 1 | tojmoj 2 | toio | - | tojimoj 2 | tojimoj 3 | tosimoj 2 | Tojmaj 2
to;jmej 1 to;o tojme 1 | Toir | - | togmej 1 | togmej 2 | Toimgj 1 | ojjimMoj 1

Table 3: Mapping between sendersand the receivers in Step 2. Round r has the same
mapping asround r mod jMj

ensureghat ead of the nodesin ty appearsonceasthe senderin every jMoj phasescourting
from phaseO.

In the secondstep, messagei ti ! ty are assigned.In this step, phasesare partitioned
into roundswith ead round have jMj phases.The primary objective of this stepis to make
sure that all local messagesn ty can be stheduled. The objective is achieved by creating
the pattern shavn in Table 3, which is basically a rotate pattern for to ! to. Sincein step
1, ead node in ty appearsas a senderin ewery jMoj phases,the sdeduling of receiers in
ti ! to candirectly follow the mapping in Table 3. Using this mapping, every node in tq
appearsasa receiwer in ewvery jMoj phases,which facilitates the use of a broadcastpattern
to realize messagesn tj ! to, i > 0. After the receiwer pattern is decided,the sendersof
ti ! to aredeterminedusingthe broadcastsdhemewith the senderordert;o, ti.1, ..., ti;jm,j 1-

Step 3 enbeds local messagesn tq in the rst jMoj (jMgj 1) phases. Note that
iMoj (Mo} 1) Mgl (JM] jMyj). Sincethe global messagedor nodesin ty are
stheduledaccordingto Table 3, for ead to, ! tom, 0 N6 m < jMgj, there existsa phase
in the rst jMej(jMoj 1) phasessud that tq, is sdheduledto receive a global message
while to., is sdheduledto senda global messageThus, all local message to, ton ! tom,
0 n6 m< jMyj, canbe scheduledin the the rst jMgj(jMoj 1) phases.

In Step4, global messages t; ! t;,i> ] andj 6 Oareassigned.The broadcastpattern
is usedto assignglobal messagesvith receiwers repeating the pattern t;.o, tj;1, ..., tj;jm,j 1
and sendersfollowing the order t;.o, t;.1, ..., ti;jm,j 1. Hence,messagesn t; ! t;,i > j and
| 6 0 are assignedas

tio! tiouitio! tiymyy wtia! Gosuntia ! tijmyy o timyg 1! tGiosuhtigmeg 1t iMoo

In Step 5, we schedule local messagesn subtreesother than t,. Local messagesn t;,
1 i<k, aresdeduledin the phasesfor t; ! t; ;. Notethat jM; ;j jM;j and there are
JMijiM; 4 phasesfor messagesn t; ! t; 1, which is more than the jM;j(jM;j 1) phases
neededfor local messagesn t;. There are somesubtle issuesin this step. First, all local
messagesire sheduled before assigningphasesto global messagesn t; ! tj, 1 i < j.
The reasonthat global messagesn t; ! t;, 1 i < j, do not aect the local message
stheduling in subtreet,, 1 n < k, is that all local messagesre stheduledin phasesafter
the rst phasefor to ! t, (sincejMpj M, 1j jMo] [Myj) while phasesfor t; | t;,
1 i< j, areall beforethat phase. Second,let us examinehow exactly a communication
tii, ! t, issdeduled. From Step 4, the receiverin t; ! t;, j > i, is organizedsud that,
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at phasenp, ti(pj Moj(jMjj Moj)) mod jm;j IS the receiver. From Step 1, receiversin to ! t; are
also aligned sudh that at phasep, ti;(yj mojmjj Moj) mod jm;j IS the receiver. Hence,in the
phasesfor t; ! t; 1, either ti pj mojgmjj Moj) mod jm;j IS & receiver of a global messageor no
nodein t; is receivinga global messageThus, at all phasesn t; ! t; ;, we canassumethat
the designatedreceiver is ti.(pj moj(imjj Moj) mod jM;j at phasep. In other words, at phasep,
ti.(pj Moj(iMjj Moj) mod jm;j Can be sheduledas the senderof a local message Now, consider
the senderpattern in t; ! t; ;. Sincet; ! t; ; is scheduledusing the broadcastpattern,
ead t;;, is sendingin jM; ;j cortinuous phases. Sincethe receiving pattern covers every
node, t;, 2 tj, in every jM;j cortinuous phasesand jM; ;j  jMij, there existsat least one
phasewheret;;, is sendinga global messageand t;;, is the designatedreceiwer of a global
messagelocal messagd;i, ! t;i, is sheduledin this phase.Hence,all message# t; can
be stheduledin phasesfor t; ! t; ; without cortention.

Finally, sinceall local messagesre sdheduled, we can useeither the broadcastsdthemeor
rotate shhemeto realizemessages t; ! t;,i <j andi 6 O.

Theorem: The global and local messageassignmen algorithm in Figure 4 producesphases
that satisfy the following conditions: (1) all messages AAPC arerealizedin jMyj (jM
JMoj) phases;and (2) there is no cortention within ead phase.

Proof: From Lemma 2, we seethat all global messagesre stheduledin jMoj (jM]
jMoj) phases. Step 3 in the algorithm indicates that local messagen t, are sdheduledin
iMoj  (jMgj 1) phases. In Step 5, all local messagesn t; are stheduledin the phases
allocated to comnunicationsin t; ! t; ;. Thus, all messagesn AAPC are scheduledin
iMoj  (iM]  [Myj) phases.

Lemma4 shows that there is no cortention amongglobal messagein eah phase. Since
local message# di erent subtreescannot have cortention and sincein one phase,at most
onelocal messagén a subtreeis sdieduled,the cortention canonly happen betweena global
messageand a local messagenside a subtree. In the sdeduling of local messages to (Step
3), a local messagédy; ! to; is sdheduledin the phasewhenty; is a receiwer of a global
messagend to; is a senderof a global message.From Lemma 3, local messagdo; ! to;
does not have cortention with the two global messages.Local messagesn tj, 1 i < Kk,
is scheduledin Step 5 in phasesallocatedto comnunicationsin t; ! t; ;. A local message
tii, ! ti, isseduledin a phasewhent;;, is a senderof a global messagend either t;;, is
areceiwer of a global messag®r no nodein t; is sdheduledto receiwe a global messageFrom
Lemma 3, local messagd;;, ! tii, cannot have cortention with global messages.Thus,
there is no contention within a phase.2

Table 4 shaws the result of the global and local messageassignmen for the examplein
Figure 1. In this table, we can assumetyo = nO, tg; = N1, tox = N2, t10 = N3, ty11 = n4,
and t,.o = n5. From the algorithm, we rst determine the receiwer pattern in t, ! t; and
to ! t,. For messagesn to ! ti, ti.p 9) mod 2 IS the receiwer at phasep, which meansthe
receiver pattern from phaseO to phase5 are ty.1, t1o, t11, t1o, t11, t1o. After that, the
rotation pattern is usedto realize all messagesn to ! t; andtg ! t,. The results are
shown in the secondcolumn in the gure. In the secondstep, messagesn t; ! to and
t, ! tp areassigned.Messagesn t, ! to occupy the rst round (rst three phases).Since
the senderpattern in the rst round is to,, to.1, and to.,, accordingto Table 3, the receier
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global messages local messages
phase| to! fty;tog | t1! fto;tog | to! fip;tig to t1 to

0 too! i tro! topo tao! tor | tox! too
1 to, ! tio ta! tao t20! toz2 |toz! ton
2 to,2 ! tia t2o! too | too! toz
3 too! t10 to! top to2 ! topo
4 to, ! tia to! too too! toa | tra! tio
5 to2 ! t10 to! to1 tor ! top
6 to,o! t2o ta! too
7 tor ! too tra ! ton too! t1po tro! tin
8 to.2 ! t2o t1a! to2 too! t11

Table 4: Resultsof global and local messagessignmen for the clusterin Figure 1

pattern should be tq.1, to.2, to.0 asshavn in Table 4. The receiversfor t; ! to are assigned
in a similar fashion. After that, the broadcastpattern is usedto realizeboth t; ! to and
to ! to. In Step 3, local messagem ty are assignedn the rst 3 2= 6 phasesaccordingto
the assignmen of the senderand receiwer of global message# ead phase.For example,in
phase0, local message,.1 ! too is sheduledsincenode tq is a senderof a global message
and to.; is a receiwer of a global message.Note that the mapping in Table 3 ensuresthat
all local message# to can be scheduled. In Step4,t, ! t; is sthheduledwith a broadcast
pattern. In Step 5, local messagesn t; and t, are stheduled. The local message t; are
stheduled in phasesfor t; ! tg, that is, from phase3 to phase8. The alignment of the
receiersin to ! t; andt,! t; ensuresthat eady madine in t; appearsasthe designated
receier in every jM;j = 2 phasesstarting from the rst phasefor to ! t;. Notice that in
phase6, no node in t; is receivinga global message Howeer, the designatedreceiwer is ty.;
in this phase.In t; ! tg, ead nodein t; is the senderfor jMoj = 3 consecutie phasesand
the receiver pattern in t; coversevery node in every 2 phases.All local message# t; can
be stheduled. In this particular example,messagéi., ! ti.; is stheduledat phase7 where
t1.0 IS a (designated)receiver of a global messageand t;.; is a senderof a global message,
andty;; !ty is sdheduledat phase4. Finally, in Step 6, we usethe broadcastpattern for
messageq t; ! to.

5 Implemen tation Issues

We dewelop an automatic routine generatorthat takesthe topologyinformation asinput and
automatically producesan MPI _Alltoall routine that is customizedto the speci ¢ topology.
The routine is intended to be usedwhen the messagesizeis large. The software and some
automatically generatedroutines are available at http://www.cs.fsu.edu/ xyuan/CCMP I.
We plan to make the sourcecode public in the nearfuture. Currently the systemworks with
LAM/MPI [7]andthe generatedroutine is built ontop of MPI point-to-p oint communication
routines. This sectiondiscussesomeimplemertation issues.

To be optimal, the AAPC phasescreated by the messagescheduling stheme must be
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separatedto presene the cortention-free sdiedule. A simple way to achieve this is to add a
barrier betweenead phase.Usingbarriers, howewer, would incur substartial syndironization
overheadsunlessspecial hardware for the barrier operation sud asthe Purdue PAPERS [2]
is available.

In our implemenation, we usea pair-wise syndironization scheme. When two messages
a! binphasepandc! din phaseqhave contention, p < g, the pair-wise syndironization
makessurethat thesetwo messageso not occur at the sametime by introducing a syndro-
nization messagdrom node a to node c. The syndironization messages sernt after message
a! b Message! disperformedafter node c receivesthe syndironization messageSome
syndironization messagesnay not be necessaryas the ordering can be derived from other
syndironization messagesSud syndironizations are referredto as redundant synchioniza-
tions. For example,assumethat messagenl must syndironize with messagan2 and with
another messagem3. If messagam?2 also needsto syndironize with messagem3, then the
syndironization from m1 to m3 can be removed.

Our implemertation computesthe requiredsyndronizationsasfollows. For every commu-
nication at a phase,we ched if a syndronization is neededfor every other comnunication at
later phasesand build a dependencegraph. After decidingall syndironizations message$or
all comnunications, we compute and remove redundart syndironizationsin the dependence
graph. In code generation,syndironization messageare addedfor all the remainingedgesn
the dependencegraph. This way, the AAPC algorithm maintains a cortention-free schedule
while minimizing the number of syndronization messages.

6 Experiments

We ewaluate the scheduling shemeby comparing our automatically generatedroutine with
the original routine in LAM/MPI1 [7] and a recert improved MPI _Alltoall implemertation
in MPICH [17]. LAM/MPI implemerts all-to-all by simply posting all nonblocking receives
and sendsand then waiting for all commnunicationsto nish. The improved MPICH imple-
mertation usesdi erent techniquesand adapts basedon the messagesize and the number
of nodesin the system. For messagefarger than 250 Bytes, whenthe number of nodesis a
power of two, MPICH usesa pairwise algorithm wherenode n sendsand receivesfrom node

n I at stepi (1 i< N, N isthe number of nodes). When the number of nodesis not a
power of two, a ring algorithm is used. In this case,at stepi, node n sendsto noden+ i and
receivesfrom noden i. Both pairwise and ring algorithms nish AAPC in N 1 steps.

We use LAM/MPI 6.5.9in the experimerts. The MPICH implemertation is slightly
modi ed to work with LAM/MPI. The experimerts are performedon a 32-nade Ethernet
switched cluster. The nodes of the cluster are Dell Dimension 2400 with a 2.8MHz P4
processor,128MB of memory, and 40GHz of disk space. All madinesrun Linux (Fedora)
with 2.6.5-1.358kernel. The Ethernet card in eath madine is Broadcom BCM 5705 with
the driver from Broadcom. Thesemachinesare connectedto Dell PowerEdge2224and Dell
PowerEdge 2324 100MbpsEthernet switches.

The topologiesusedin the experimerts are shovn in Figure 5. Figure 5 (a) is a 24-
node cluster connectedby a single 2324 switch. Figure 5 (b) and Figure 5 (c) are two 32
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Figure 5: Topologiesusedin the experimerts

2500

0 Peak
& ours ——--x---
S 2000 | MPICH ~x-
= LAM a
msize [ LAM | MPICH | Ours 1500 | [
8KB 29.7ms | 30.7ms | 56.5ms E gx T
16KB | 61.4ms | 58.1ms | 71.4ms el FAN )
32KB | 128.2ms| 117.6ms| 86.0ms S 50l :
64KB | 468.8ms| 309.7ms| 217.7ms g
128KB | 633.7ms| 410.0ms| 398.0ms 08K32‘K 4K 128K 56K
256KB | 1157ms| 721ms | 715ms Message size
(a) Completion time (b) Aggregate throughput

Figure 6: Results MPI _Alltoall on the topology in Figure 5 (a)

node clusters. In both cases8 nodesare connectedto ead of the 2224switches. The results
reported arethe averagesof three executions.In eat execution,10iterations of MPI _Alltoall
are measuredand the averageexecutiontime for ead invocation of the routine is recorded.
Figures6, 7, and 8 show the results for topologiesin Figure 5 (a), (b) and (c), respec-
tively. We show the average AAPC completion time and the actual aggregatethroughput
of the AAPC. In all network con gurations, due to the syndironization overheads,our au-
tomatically generatedroutine performs worsethan LAM and the improved MPICH when
the messagesizeis small. Howewer, when the messagesizeis su cien tly large, our routine
out-performsLAM and the improved MPICH. This demonstratesthe superiority of our algo-
rithm in exploiting network bandwidths. The algorithm in LAM/MPI doesnot perform any
stheduling and resultsin sewere network cortention whenthe messagesizeis large. The im-
proved MPICH all-to-all algorithm performsa limited form of sdheduling. It performsAAPC
in phasesbut doesnot considercortention in the network links. In addition, the phased
algorithm in MPICH doesnot have syndironizations between phaseswhich may introduce
a limited form of node contention sincedi erent nodesmay nish a phaseand start a new
phaseat di erent times. The limited form of node cortention is shavn in the experimert for
the topology in Figure 5 (a) when the messagesizesare 32K B and 64K B. Note that the
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Figure 8: Results MPI _Alltoall on the topology in Figure 5 (c)

AAPC algorithm in the improved MPICH was designedspeci cally for this type of network
[14]. Sincethe improved MPICH algorithm doesnot considercortention in network links, its
performancedependsheavily on the network topology when multiple switchesare used. As
shown in the resultsin Figure 8, for the topologyin Figure 5 (c), the algorithm hasa similar
performanceas the simple algorithm in LAM/MPI.  Our automatically generatedroutine
0 ers consisten better results whenthe messagesizeis su cient large on all topologies.

7 Conclusion

In this paper, we introduce a messagesdeduling algorithm for AAPC on Ethernet switched
clusters. We demonstratethat our AAPC algorithm can utilize network bandwidths more
e ectively than existing AAPC implemertations in LAM/MPI and MPICH. The proposed
AAPC algorithm can be applied to other networks with a tree topology.
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